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Figure 3: Qing Function

(3) Griewank function [m = 20][Continuous, Differentiable, Non-

Separable, Scalable, Multimodal]

H3(x) = G3(x)‖E [Y ] ‖2 − E [Y ]� E [Z] , where

G3(x) = −1− 1

4000

m∑
i=1

x2i +
m∏
i=1

cos (xi/
√
i).

(36)

Y, Z ∈ R20 with Y ∼ N ([2.0, 2.0, . . . 2.0]�, 40 ∗ I20×20) and Z ∼
N ([4.0, 4.0, . . . 4.0]�, 40 ∗ I20×20). The global maximum isH∗

3 =
−160.0 and is achieved at the origin.
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(4) Rosenbrock function[m = 30][Continuous, Differentiable, Non-

Separable, Scalable, Unimodal]

H4(x) = 10−6 ∗G4(x)− E[Y ]�E[Z],

where G4(x) = −1 −∑m/2
i=1 [100(x2i − x22i−1 + (1 − x2i−1)

2].
Y, Z ∈ R30 with Y ∼ N ([2.0, 2.0, . . . 2.0]�, 10 ∗ I30×30) and Z ∼
N ([4.0, 4.0, . . . 4.0]�, 10 ∗ I30×30). and H∗

4 = 240.000001 and is

achieved at the point xi = 1, 1 ≤ i ≤ m.

To understand the behaviour of our algorithm w.r.t. the quantile

parameter ρ, we plot the performance of the algorithm for various

values of ρ. The results are shown in Figure 6. To demonstrate the

advantages of our algorithm with regards to memory utilization, we

plot the real time memory usage of our algorithm and GMCCE. The
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Table 1: The parameter values used in experiment 1

L(·, ·) αk βk λk c ε1 ρ r

H3
1
k

0.1 k−3.0
(n)

0.06 0.9 0.1 0.01

H2
1
k

0.09 k−3.0
(n)

0.06 0.9 0.01 0.002

H4
1
k

0.09 k−3.0
(n)

0.06 0.9 0.01 0.001

H1
1
k

0.09 k−3.0
(n)

0.06 0.9 0.01 0.002

comparison is shown in Figure 7.

From the experiments, we make the following observations:

• Our algorithm shows good performance compared to GMCCE,

MCCE and SPSA. Our algorithm also exhibits good global conver-

gence behaviour in all the test cases. These illustrations corroborate

the findings of Theorem 6. Note that GMCCE performs better

than MCCE in the experiments. The better rate of convergence

of GMCCE when compared to MCCE is already shown in [10].

However, the slower rate of these two algorithms when compared

to our algorithm is primarily attributed to the insufficient samples.

Even though we have chosen reasonably large sample size, it

seems insufficient to match the performance of our algorithm. The

algorithm also exhibits robustness w.r.t. the initial distribution θ0. An

initial distribution which weighs the solution space reasonably well,

seems to be sufficient. The values of the parameters λk, c and ε1 are

same for all test cases. This implies that these parameters require

minimal tuning in most cases. However, as with any stochastic

approximation algorithm, the choice of the learning rates αk, βk is

vital.

• We studied the sensitivity of the algorithm with regards to the

quantile factor ρ. See Figure 6. For ρ ∈ {0.4, 0.3, 0.2, 0.1},

the convergence of the algorithm is fast. However for

ρ ∈ {0.5, 0.01, 0.001, 0.0001}, the convergence is very slow.

Theoretically, the algorithm should converge for all values of ρ.
However, in most practical cases, choosing ρ in the range [0.3, 0.1]
is highly recommended. Similar observation about the Monte-Carlo

CE is mentioned in [8], and this needs further investigation.

• The computational and storage requirements of the algorithm

are minimal. See Figure 7. This is attributed to the streamlined

and incremental nature of our algorithm. This attribute makes the

algorithm suitable in settings where the computational and storage

resources are scarce.
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Figure 6: Comparison of our algorithm for various values of ρ.

Figure 7: Memory usage comparison.

Experiment 2: Nonlinear Function Approximation for Value
Function in Reinforcement Learning [27]

Setup: We consider here a discrete time Markov Chain with state

space S = {1, 2, 3}, discount factor γ = 0.9 and transition

probability matrix

P =

⎡⎣1/2 0 1/2
1/2 1/2 0
0 1/2 1/2

⎤⎦ .
Problem: Given a sample path {sk, rk+1, sk+1, k ≥ 0}, with s0
sampled using an arbitrary initial distribution, sk+1 ∼ P (sk, ·) and

the transition payoff rk+1 = 0, ∀k, solve the optimization problem

given by:

λ∗ ∈ argmin
λ∈Q⊂Rl

G(λ) � E
[
E2 [δk] |sk

]
, (37)

where δk = rk+1 + γVλ(sk+1) − Vλ(sk). We also

have Vλ(s) = (a(s) cos (τλ) − b(s) sin (τλ))eελ, where

a = [100,−70,−30]�, b = [23.094,−98.15, 75.056]�, τ = 0.01
and ε = 0.001. The true value function4 is V = (0, 0, 0)�. The

challenge is to best approximate V using the family of nonlinear

parameterized functions Vλ by solving the optimization problem

(37). It is easy to see that V−∞ = V and hence is a degenerate

setting. This particular setting is designed in [27] to show the diver-

gence of the standard TD(0) algorithm in Reinforcement Learning

under a nonlinear approximation architecture. A stable non-linear

function approximation method called GTD2 [16] converges to the

local optima. We believe this is the perfect setting to demonstrate

4 Value function V ∈ R|S| and V (s) = E[
∑∞

k=1 γ
krk+1|s0 = s].

the global convergence property of our algorithm.

The objective function G(·) in (37) can be rearranged as

G(λ) = [a11, a21, a31][1.0, 2.0 ∗ eελ,−2.0 ∗ eελ]�+

[eελ,−eελ]
[
a22 a23
a32 a33

]
[eελ,−eελ]�,

where A = (aij)1≤i,j≤3 � E[hkh
�
k ] and

hk = [rk+1, a(sk)− a(sk+1), b(sk)− b(sk+1)]
�.

The various parameter values we used are as follows:

ϕ(·) αk βk λk c ε1 ρ

exp (rx), r = 10−6 1
k

0.9 k−3.0
(n)

0.03 0.95 0.1

The results of the experiment are shown in Figure 8. The x-axis

is the iteration number k. The performance measure used is Mean

Squared Error (MSE) given by:

MSE(λ) =

i=|S|∑
i=1

(V (i)− Vλ(i))2μ(i), (38)

where μ(·) ∈ R|S| is the stationary distribution of the Markov

chain, i.e. μ satisfies μ�P = μ�.

Figure 8: Nonlinear Function Approximation. The plot shows the tra-

jectory of
√
MSE generated by TD(0), GTD2 and our algorithm

against the iteration number k. Our algorithm returns the true
value function V which follows from the observation that

√
MSE

converges to 0. TD(0) slowly diverges, while GTD2 converges to
a sub-optimal solution.

5 Conclusion
In this paper, we provided a novel multi-timescale stochastic approx-

imation algorithm for the problem of stochastic optimization, where

only noisy versions of the objective function are available. The con-

vergence and the global optimization property of our algorithm are

proven using the ODE method. The algorithm shows good perfor-

mance on noisy versions of benchmark global optimization problems

and gives promising results when nonlinear function approximators

are used in the setting of Reinforcement Learning.
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Online Auctions for Dynamic Assignment: Theory and
Empirical Evaluation

Sujit Gujar1 and Boi Faltings 2

Abstract. Dynamic resource assignment is a common problem in

multi-agent systems. We consider scenarios in which dynamic agents

have preferences about assignments and the resources that can be as-

signed using online auctions. We study the trade-off between the fol-

lowing online auction properties: (i) truthfulness, (ii) expressiveness,

(iii) efficiency, and (iv) average case performance. We theoretically

and empirically compare four different online auctions: (i) Arrival

Priority Serial Dictatorship, (ii) Split Dynamic VCG, (iii) e-Action,

and (iv) Online Ranked Competition Auction. The latter is a novel

design based on the competitive secretary problem. We show that,

in addition to truthfulness and algorithmic efficiency, the degree of

competition also plays an important role in selecting the best algo-

rithm for a given context.

1 Introduction
Consider a scenario in which an Uber driver prefers customers who

want to travel in a particular direction, e.g., the driver carries cus-

tomers in a shared ride and hence prefers new passengers who have

destinations close to those of the passengers already in the vehicle.

In such situations, the driver might be willing to pay Uber a small

amount (over the standard amount that Uber charges drivers for a

fare) to carry a preferable customer. In expert crowdsourcing task

assignment, expert agents have preferences about which tasks they

would like to work on, and they may be willing to pay the platform a

premium for obtaining preferable tasks [10].

As yet another example, consider a hotel booking platform. A ho-

tel ranked lower down on the platform might be interested in being

listed higher for a certain class of travellers with whom the hotel be-

lieves it has a higher chance of obtaining a booking. The hotel may

be willing to pay a small fee to the platform to achieve this.

Motivated by such real-world examples, we consider dynamic as-

signment for crowds where the dynamic agents (Uber’s drivers, the

experts in the expert crowdsourcing example or the hotel owners on

the hotel booking website) have preferences for different available

resources (new Uber passengers, the tasks in the expert crowdsourc-

ing example or the travellers on the hotel booking website) and assign

certain valuations to matches (which can be zero, if an agent has no

preference). Additionally, each agent has a deadline after which he

no longer has use for the resource, known as his departure time. A

platform’s goal (whether Uber, an expert crowdsourcing platform or

a hotel booking website) is to improve the quality of resource assign-
ment, which is also termed as social welfare or efficiency - the sum

of agents’ valuations for their assignments. To achieve this, the plat-

1 IIIT Hyderabad, sujit.gujar@iiit.ac.in Most of the work in this paper was
carried out when the first author was a post-doctoral researcher at the EPFL.

2 EPFL, boi.faltings@epfl.ch

form needs agents to report their valuations truthfully. This property

is known as incentive compatibility [18]. Additional challenges are

that agents are dynamic and that assignments must happen online,

i.e., they must happen before the agents leave the system. Strategic

agents may attempt to manipulate assignment mechanisms if it is

beneficial to them. Moreover, strategic agents may manipulate their

arrival-departure if it is part of their private information. There is thus

a need to design appropriate game theoretic mechanisms to induce

truthful reporting of private information.

Dynamic Mechanism Design Mechanism design theory [18] is

useful for designing procedures to elicit agent’s valuations of the re-

sources they are matched with. Gujar and Faltings [10] proposed that

agents should pay the platform a premium to obtain their preferred

matches. When such monetary transfers are feasible, one can design

dynamic mechanisms for assignments in such modern marketplaces.

In the literature, there are two well-studied approaches for design-

ing dynamic mechanisms. The first approach, based on stochastic

models of agents’ private information, uses dynamic programming,

Markov Decision Processes, etc.; e.g., the mechanisms proposed in

[1, 4]. Adapting these dynamic mechanisms for crowds is challeng-

ing as it needs precise information about the probability distribu-

tions of agents’ valuations of their assignments and this may not be

available in a new marketplace. Furthermore, agents may have lit-

tle knowledge of mechanism design theory, and understanding such

complex, dynamic mechanisms may be demanding.

The second approach does not assume any probability distribution

for agents’ valuations. These model-free dynamic mechanisms are

called online auctions. The theory developed to solve the classic sec-
retary problem is useful for designing online auctions (Babaioff et.
al.[2]). Mechanisms based on the secretary problem are often easy to

understand and implement.3 The present paper focuses on this sec-

ond approach to online auctions for resource assignment.

A hypothetical optimal algorithm that has knowledge about all the

agents’ valuations in the beginning, is called offline-optimal. Online

auction performance is evaluated using the competitive ratio (CR)

metric, which indicates how far a given algorithm’s solution is from

the offline-optimal solution in the worst case. In real life, a worst

case may not occur frequently. For repeated usage of an auction, the

platform may prefer an online auction that performs well on average,

rather than one that only performs well in a worst case.

The Problem This paper’s goal is to determine which online

auction mechanisms have the following desirable characteristics: (i)

truthfulness, (ii) preference expressiveness (richness of preference

elicitation), (iii) efficiency (social welfare) and, most importantly,

3 Online auctions may be designed using completely different approaches
from the secretary problem.
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(iv) good performance on average.

Our Approach Typically, resources compete for the best possible

assignment (agents). This is analogous to the competitive secretary

problem [13, 15]. However, these two papers did not address agents’

strategic behaviours. We adapt the techniques developed by Karlin

et. al. [15] to design a new, truthful, online auction called, an online
ranked competition auction (ORCA).

We hypothesize that online auctions, optimized for worst case

guarantees, only perform well on average if there is a high level of

competition, i.e., the degree of competition between agents for the

resources affects the auction’s average performance. We analyse auc-

tions empirically by generating a large number of instances of the re-

source assignment problem for different stochastic models. To eval-

uate the performance of a given online auction, we introduce three

metrics: (i) the Empirical Competitive Ratio (ECR), (ii) the Sam-
ple Average Competitive Ratio (SACR), and (iii) the Empirical Ex-
pected Efficiency (EEE). A given online auction’s ECR is the worst

performance observed among the instances generated. SACR mea-

sures how far, on average, a given online auction’s solution is from

an offline-optimal solution. EEE measures the average fraction of the

expected valuations of all the agents in an offline-optimal solution,

that can be achieved by a given online auction.

We study the resource assignment problem using the following on-

line auctions: Arrival Priority Serial Dictatorship (APSD), proposed

by Zou et. al.[22], the Split Dynamic VCG (SDV) [10], eAuction

[10] and ORCA, proposed by the present paper.

Contributions We explore the application of truthful online auc-

tions for resource assignment. We also propose a new, truthful, on-

line, ranked competition auction (ORCA). We look for theoretical

guarantees and average case performance. This paper’s main contri-

bution is its evaluation of online auctions for trade-offs between: (i)

truthfulness, (ii) expressiveness, (iii) efficiency, and (iv) average case

performance. We demonstrate empirically that the auctions designed

for better worst-case guarantees often only perform well if there is a

high degree of competition between agents. In less competitive set-

tings, simpler auctions perform better.

Our empirical study considers APSD, SDV, eAuction and ORCA.

Analysis validates our hypothesis, i.e., when compared with APSD

and SDV, eAuction and ORCA only performed well in highly com-

petitive settings (Figure 2 and Figure 3). ORCA also performs better

when the agent arrival rate is lower, with moderate competition be-

tween agents (Figure 7). For all four online auctions, the empirical

worst cases are not as bad as indicated by corresponding theoretical

bounds (Figure 1, Figure 5) and worst cases are infrequent. We pro-

vide guidelines on how to select the most appropriate online auction

mechanism for a platform’s conditions.

Organisation In the next subsection we describe related work to

ours. Section 2 explains the notation used in this paper and the secre-

tary problem. Section 3 describes the online auctions studied. Section

4 formally defines the ECR, SACR and EEE, describes the experi-

ments and analyses the empirical evaluation. Section 5 concludes the

paper.

1.1 Related Work

Mechanism design theory is a rich field. Nisan et. al.[18] and the

references cited therein provide pointers to it. Dynamic mechanism

design has been addressed with regard to auction design when prior

distribution of agents’ arrival-departure and valuations are known [1,

4, 20]. However, we focus on a model-free design for online auctions.

Although the literature on online algorithms does not address

agent’s strategic behaviour, the techniques it has developed are very

useful for designing online auctions. The notion of an online algo-

rithm was popularised in a seminal paper by Karp et. al. [16]. For

more details on online algorithms, readers are referred to [5, 8].

The classic secretary problem has been well studied in the literature

[7, 13, 15, 17]. Solutions to it have also been used in the design of

online auctions, e.g., [2, 3].

There is abundant literature on the task assignment problem in

crowdsourcing [6, 11, 12, 14, 21]. However, there has not been much

research on the use of online algorithms/auctions for task (resource)

assignment, with exceptions being [9, 10]. The present paper ad-

dresses the resource assignment problem for new marketplaces using

an online auction approach.

2 Preliminaries

Let R = {r1, r2, . . . , rk} be the set of k available resources on a

given platform. Let N = {1, 2, . . . , n} be the set of n agents in-

terested in those resources. Each resource must be assigned to one

agent only, and each agent is only interested in one resource.4 Let

Xi ∈ R ∪ {⊥} denote the resource assigned to agent i, where ⊥
indicates no assigned resource and �Xi=rj denotes an indicator vari-

able which is 1 if agent i obtains rj and is 0 otherwise. Agent i gives

a valuation vij to obtain resource rj (∀i, vi⊥ = 0). Agent i arrives

in the system at time period ai and is available until time period di.
The platform’s goal is to maximise the sum of the agents’ valuations

of the resources assigned to them, as described in Problem (1):

max
∑
viXi s.t.

Xi ∈ R ∪ {⊥} ∀i ∈ N (1)∑
i

�Xi=rj ≤ 1 ∀rj ∈ R

First, we assume that the agents are honest in reporting their val-

uations for the resources. If all the agents’ valuations are known

in advance, the platform can solve this optimization problem and

efficiently assign resources. The hypothetical algorithm that solves

Problem (1) in the presence of dynamic agents is called the offline-
optimal. However, in dynamic environments, valuations only become

known when agents arrive in the system and they are not all available

simultaneously. Therefore, the platform cannot solve the above opti-

misation problem. Hence, the platform must look for mechanisms

that are as close to the offline-optimal as possible. The secretary

problem, and its analysis, is very useful for designing online auc-

tions.

2.1 The Secretary Problem

In the secretary problem, a recruiter wishes to hire a secretary from

among n candidates. The recruiter can only evaluate a candidate after

interviewing him. However, the recruiter must either offer the job or

reject the candidate before moving on to a new one. The decision

is irrevocable. This problem was analysed by [7, 17]. An optimal

strategy is for the recruiter to interview the first n
e

candidates and

offer the job to the next candidate who is better than these first n
e

candidates [7, 17]. Here, e is the base of the natural logarithm.

4 We focus on a time window in which each agent is typically only interested
in one assignment.
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In the resource assignment problem, with k = 1, the platform’s

goal is to assign the resource to the agent giving it the highest valua-

tion which is known only after he arrives in the system. This resource

assignment problem is exactly the same as the secretary problem.

Thus, the platform should wait until the first n
e

agents have indicated

their valuations and offer the resource to the next agent who provides

a higher valuation than those first n
e

agents.

2.2 Competitive Secretary Problem
Consider a case where there are k > 1 resources and n agents com-

peting for them. The platform prefers to assign each resource to the

agent providing the highest valuation for that resource. The agents

appear on the platform sequentially. Each agent can be offered zero,

one or more resources while he is present in the system, but he can

select only one of them. After his departure, the next agent arrives

in the system. If an agent is offered multiple resources, he chooses

to accept a single resource and rejects the remainder. The literature

addresses two separate cases, depending on how the agent selects a

resource from among multiple offers.

(i) Resources having equal rank: an agent with multiple offers has an

equal probability of choosing any one of those resources.

(ii) Resources having ranked order: resources are ranked, and an

agent with multiple offers accepts the highest ranked resource.

Let us assume that the platform waits until n
thj

agents have arrived

in the system and reported their valuation of rj . The platform offers

rj to the first agent to give a valuation higher than that of the first
n

thj
agents. thj is called the stopping threshold for rj . Note that for

the secretary problem (k = 1), th1 = e is the optimal stopping

threshold. For the above two settings, the optimal stopping threshold

for each resource should be different.

Resources Having Equal Rank Immorlica et. al. [13] addressed

this case. However, a closed-form solution to optimal stopping

thresholds for k > 2 is unknown. We leave the design of online

auctions for such cases for future research.

Resources Having Ranked Order An agent can assign differ-

ent valuations for different resources. If he receives multiple offers,

he chooses the resource to which he assigned the highest valuation.

Hence, the probability of accepting a particular offer is higher for a

resource that is preferred by all the agents. This induces a natural

ordering of resources and the higher-ranked resource will always be

chosen by an agent with multiple offers. To take advantage of the

possibility that the best possible agent arriving before the stopping

threshold of a higher-ranked resource, the platform could use lower

stopping thresholds for lower-ranked resources [15].

Note that the above approaches only work if agents report the plat-

form valuations and availability truthfully. However, in real life, since

agents are strategic, auction theory can be used instead, as explained

in the next subsection.

2.3 Online Auctions
Strategic agents can boost their valuations to ensure they receive a

resource. However, if they are made to pay an appropriate amount

to the platform, truthful behaviour can be induced. Let pi denote the

payment that agent i makes to the platform for resource assignment,

i.e., his utility for that resource assignment is viXi − pi. Note that

the focus of the present paper is on the quality of assignment, hence

we refer to agents’ utility for assignments and not external utility,

that an Uber driver may derive by serving a passenger, for example.

Another possibility for manipulation is on arrival and departure. Thus

for the agent i, the private information is: θi = (vi, ai, di) where,

vi = (vi1, vi2, . . . , vik) ∈ Rk
+

5. This private information θi is called

the type of agent i. Let Θi denote the space of possible types of agent

i. Let θ = (θ1, . . . , θn) denote the type profile of all the agents. θ
is also indicated by (θi, θ−i) where θ−i is the type profile for all the

agents except i.
For a given type profile, an online auction A = (X, p) selects a

feasible resource assignment X(θ) = (X1(θ), X2(θ), . . . , Xn(θ))
and determines the payments p(θ) = (p1(θ), p2(θ) . . . , pn(θ)). A

feasible resource assignment is one in which each agent receives a

resource, if any, before his departure time and this is independent of

the types of the agents who are yet to arrive.

Let Ci(θi) denote the space of possible misreports available to

agent i when his true type is θi. That is, he may report his type

to be θ̂i ∈ Ci(θi) if it is beneficial to him. Generally, agents can-

not appear in the system before their true arrival time and cannot be

present after their true departure time, though they can pretend to

appear late or leave early or misreport their valuations. We call this

domain of misreports no-early-arrival-no-late-departure. We restrict

the domain of misreports to no-early-arrival-no-late-departure. That

is, Ci(ex)(θi) = {θ̂i = (v̂i, âi, d̂i)} with v̂i ∈ Rk
+, ai ≤ âi ≤

d̂i ≤ di. These settings are also called exogenous arrival-departure.

In some cases, it may be possible to assume that agents cannot ma-

nipulate their arrival-departure times or that these are not part of their

private information. We capture this setting as Ci(en)(θi) = {θ̂i =
(v̂i, ai, di)}. This is also called endogenous arrival-departure.

Definition 1 (Truthfulness) An online auction, A, is dominant
strategy-incentive compatible (or truthful) for domain of misreports
Ci(θi)s if for every agent i and for every θi ∈ Θi,

viXi(θ) − pi(θ) ≥ viXi(θ
′
i,θ−i)

− pi(θ′i, θ−i) (2)

∀θ′i ∈ Ci(θi), ∀θ−i ∈ Θ−i

The next subsection presents a necessary condition for a truthful

online auction.

2.4 Necessary Condition for a Truthful Online
Auction

In online auctions, the dynamics of the arrival-departure of differ-

ent agents offers strategic agents more flexibility for manipulation.

Hence, online auctions must be designed carefully.

Definition 2 (Arrival-Departure Priority) Online auctions for re-
source assignment problems are said to have an arrival-departure
priority if agent i’s utility at a type θi having the same valuation as
θ′i, but with either earlier arrival or later departure than θ′i, does not
decrease. That is, ∀θi, θ′i ∈ Θi such that vi = v′i, ai ≤ a′i and
di ≥ d′i,

viXi(θi,θ−i) − pi(θi, θ−i) ≥ viXi(θ
′
i,θ−i)

− pi(θ′i, θ−i)

Lemma 1 In exogenous settings, a truthful online auction must have
an arrival-departure priority.

5 Recall, ai, di are his arrival and departure times.
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Proof: Suppose a truthful online auction A does not have an

arrival-departure priority, i.e., for an agent, say i, there exist two

types of θi : θ′i such that vi = vi
′, and ai ≤ a′i, and di ≥ d′i and

ui(θ
′
i, θ−i) > ui(θi, θ−i). If agent i has a true type θi and other

agents have type θ−i, agent i benefits from arriving late at a′i and

from reporting his type to be θ′i, contradicting the truthfulness of A.

�

The above lemma implies that, to design a truthful online auction

for no-early-arrival-no-late-departure domains, one has to ensure that

the auction satisfies the arrival-departure priority.

We now define the competitive ratio (CR) metric. Let V A(θ) de-

note the total valuation by all the agents for the resources in an online

auction A, and let V ∗(θ) be the total valuation by all the agents in

the offline-optimal solution. A CR of A is defined as:

Definition 3 (CR) An online auction A is said to be α-competitive
if

min{θ:V ∗(θ)�=0}E
V A(θ)

V ∗(θ)
≥ 1

α

where expectation is taken with respect to random orderings of the
agents.

A CR is a fair measure with which to evaluate different online auc-

tions as online auctions are independent of stochastic models. A low

CR is desirable because even in the worst case, the given online auc-

tion is close to the offline-optimal. In general, CRs are quite high as

online auctions can perform poorly in worst cases.

Having provided background information on online auctions, the

next section describes the auctions studied.

3 Online Auctions for Resource Assignment
We consider the following online auctions: (i) APSD, (ii) SDV, (iii)

eAuction and (iv) ORCA. eAuction and ORCA are based on the sec-

retary problem.

3.1 Arrival Priority Serial Dictatorship (APSD)
Zou et. al. [22] proposed arrival priority serial dictatorship (APSD)

for assignment problems. In APSD, upon arrival, each agent se-

lects the resource for which he has the highest valuation from the

pool of available resources, but does not pay the platform. The au-

thors proved that APSD is the only truthful mechanism for no-early-

arrival-no-late-departure domains if monetary transfers are not al-

lowed.

Note that as payments are absent in APSD, it is not an auction as

we imagine a real-world auction. However, it is a very simple, yet

truthful mechanism without asking the agents to report anything.

3.2 Split Dynamic VCG (SDV)
Gujar and Faltings [10] proposed a Vickrey-Clarke-Groves (VCG)-

based mechanism for resource assignment in crowdsourcing. VCG

mechanism for static settings (i.e., ∀i, ai = di = 1) is as follows. It

finds an assignment that maximizes the sum of the agents’ valuations

for the resources and the payments are based on the externalities they

impose on the system [18]. In [10], the authors considered the par-

tition of the agents such that the agents in each part of the partition

are available simultaneously. The platform assigns the remaining re-

sources to the agents by solving VCG mechanism for each part of the

partition. SDV mechanism does not satisfy arrival-departure priority

and hence, it is only truthful for endogenous settings.

3.3 eAuction
In [19], Parkes proposes an online auction for a single item using a

solution to the secretary problem. Gujar and Faltings [10] adapted

this for a k resources setting. The platform waits until n
e

agents have

arrived and if the agent providing the highest valuation for any re-

source is available, he gets the resource by paying the second-highest

reported valuation. Otherwise, for each resource, the highest valua-

tion received in the first phase is set as a reserve price and whichever

agent provides a higher valuation than that reserve price obtains the

resource by paying the reserve price. If an agent is eligible for more

than one resource (i.e., having provided valuations higher than the

reserve prices), the platform assigns the agent the resource with the

highest utility to him. This is referred to as an eAuction, and eAuc-

tions are truthful for no-early-arrival-no-late-departure domains.

In the competitive secretary problem - when there are multiple re-

sources - optimal stopping thresholds for different resources are dif-

ferent [13, 15]. The next subsection proposes a threshold-based on-

line auction framework which enables the use of different thresholds

for different resources using the online ranked competition auction.

3.4 Online Ranked Competition Auction (ORCA)
Here we propose a generic threshold-based online auction frame-

work for k resources.

Definition 4 (Threshold-Based Online Auction) Let th1, . . . , thk
be the stopping thresholds for r1, . . . rk, respectively. Let hj and shj
be the highest bid and second-highest bid for rj from the first n

thj

bids. Agent i has a priority higher than agent j if ai < aj (ties are
resolved randomly).

At each time slot, an agent i locks in rj if: (i) resource rj is unas-
signed, (ii) it has not been locked in by another agent with a higher
priority, and (iii) di ≥ a n

thj
. If an agent with a lower priority has

already locked it in, the lower priority agent loses that lock in on rj .
At di, i is assigned the resource giving him the highest utility from
among the resources he has locked in. If agent i receives resource rj ,
then he pays the platform shj if ai ≤ a n

thj
, otherwise he pays the

platform hj . All the other resources locked in for i are released at di.

Proposition 1 A threshold-based online auction satisfies arrival-
departure priority.

Proof: Consider an agent i with two types, θi and θ′i, such that

vi = v
′
i, ai ≤ a′i and di ≥ d′i. Let us fix other agents’ types as θ−i.

When agent i has type θi, he can lock in all the resources that he

can lock in with type θ′i, but additionally, he may be able to lock in

more resources in θi either because he now has a higher priority or

because some resources were released after d′i to which he may now

get access. Agent i is offered the resource yielding him the highest

utility and hence, ui(θi, θ−i) ≥ ui(θ′i, θ−i). As this is true for all

agents, the proposition follows. �

Theorem 1 A threshold-based online auction is truthful for a no-
early-arrival-no-late-departure misreports domain.

Proof: The agent’s payment is independent of his bid for a resource,

hence no agent has an incentive to lie about his valuation for that

resource. However, in dynamic settings, an agent may try to manip-

ulate the online auction in order to get the resource with the highest

utility to him. From Proposition 1, a threshold-based online auction
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satisfies the arrival-departure priority. With this property and the fact

that the threshold-based online auction offers the agent the resource

that has the highest utility to him throughout his availability, no

agent has any incentive to misreport his type. �

As explained earlier, there are two approaches to determining stop-

ping thresholds for each resource in the classic competitive secretary

problem. We focus on the case where resources are ordered.

Let rj be the jth ranked resource. Let Prj(l) be the probability

that rj cannot be matched with the best possible agent when l is used

as the stopping threshold. Then Karlin et. al. [15] showed:

Theorem 1 [15] Optimal stopping threshold thj for jth ranked re-
source (rj) is given by

thj = min{l : Prj(l) ≥ 1− l
n
} − 1

Online Ranked Competition Auction (ORCA) Karlin et. al. pro-

vided a dynamic programme with which to compute the above

thresholds. We use the solution to this programme and plug these

thresholds into a threshold-based online auction referred to as an On-
line Ranked Competition Auction (ORCA).

3.5 Comparing APSD, SDV, eAuction and ORCA
The complexity of the implementing mechanism increases as we

move from APSD to ORCA. However, each system is designed to

achieve better CR and to provide more information to the auction.

Table 1 summarizes6 the theoretical properties of the online auctions

discussed.

APSD SDV eAuction ORCA
Preference No Only vi’s vi’s and vi’s, ai’s
elicitation ai’s and di’s

Truthfulness Exogenous Endogenous Exogenous Exogenous

CR n n e2 < e2

Table 1. Comparison of the theoretical properties of APSD, SDV,
eAuction and ORCA

This section concludes by illustrating how all the mechanisms

work using the following example.

����
i =

1 2 3 4 5 6 7 8 9 10

ai 1 2 3 4 4 5 5 6 6 6
di 2 2 3 6 7 6 5 8 9 7
vi1 6 8 7 15 12 16 4 17 2 5
vi2 5 3 4 1 4 2 3 2 1 4

Table 2. Example: n = 10, k = 2

Example: Consider a market with k = 2 resources and n = 10
competing agents. Resource 1 is preferable to resource 2, i.e., all

agents are more likely to value resource 1 more than resource 2. Each

agent’s arrival time, departure time and valuations are given in Table

2. The mechanisms described above yield the following outcomes:

6 CRs for APSD, SDV, eAuction are taken from [10]. We believe the CR for
ORCA should be better than eAuction.

• OFFLINE-OPTIMAL: Agent 8 gets resource 1 and agent 1 gets

resource 2, with optimal social welfare = 22.

• APSD: Agent 1 gets resource 1 and agent 2 gets resource 2, with

social welfare = 9.

• SDV: SDV executes VCG at t = 2. Agent 2 gets resource 1 and

agent 1 gets resource 2, and their payments are 1 and 0, respec-

tively, while social welfare = 13.

• e-Auction: e-Auction waits for 1 10
e
2 = 3 agents to submit their

bids. Thus, e-Auction sets reserve prices for resource 1 at 8 and

for resource 2 at 5. Agent 4 gets resource 1, however no agent gets

resource 2, leading to social welfare = 15.

• ORCA: ORCA waits for 1 10
e
2 = 3 agents to submit their bids to

for resource 1 and for 2 bids to arrive for resource 2. Thus, agent

4 obtains resource 1 by paying 8 and agent 1 obtains resource 2

by paying 3. Thus ORCA achieves social welfare of 20 in this

instance.

In the next section, we empirically evaluate all the online auctions

described above for average performance using different stochastic

models for θ’s.

4 Evaluating Online Auctions

This paper’s goal is to study online auctions empirically to evaluate

how they perform in practice using various stochastic models. To do

this, we define performance measures for evaluating a given online

auction.

4.1 Performance Measures for Online Auctions

Although CR captures an online auction’s worst case performance,

we believe that worst cases performances may not be recurrent in

practice. To evaluate a given online auction, we generated N differ-

ent instances of θ’s according to a fixed stochastic model for θ. Let fi
be the probability density function (pdf) for θi, let S denote the set of

N samples generated with f1, f2, . . . , fn and let f = f1 × . . .× fn
denote the joint probability distribution function. New measures are

now defined as follows:

Definition 5 (ECR) Online auction A is said to have an empirical
βNf competitive ratio (ECR) if

min{θ∈S:V ∗(θ)�=0}

{
mean

θ|v is fixed
V A(θ)

V ∗(θ)

}
≥ 1

βNf

The ECR measures how far online auctionA’s solution is away from

the offline-optimal using generated samples. Even for largeN , if the

ECR is good, then worst cases are rare.

Definition 6 (SACR) Online auction A has a sample average com-
petitive ratio (SACR) γNf if

mean{θ∈S:V ∗(θ) �=0}

{
mean

θ|v is fixed
V A(θ)

V ∗(θ)

}
≥ 1

γNf

An SACR measures, via an analysis of average cases, how far on-

line auctionA’s solution is away from the offline-optimal, where the

average is taken from generated samples. Even for large N , if the

SACR is low, then, on average, the auction performs better than one

with a higher SACR.
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Definition 7 (EEE) Online auction A is said to have an empirical
expected efficiency (EEE) as ΔN

f , where

ΔN
f =

meanθ∈SV
A(θ)

meanθ∈SV ∗(θ)

The EEE captures the average fraction of expected offline-optimal

social welfare achieved by online auction A. The closer EEE is to 1,

the closer, on average, A is to the offline-optimal.

The next section describes this empirical analysis.

4.2 Experiments
For a fixed number of resources (k), the parameters that can vary are

the size of the agent pool (n), the agent arrival rate (λ), agent wait-

ing time and agents’ preferences vij’s. First, we explain the different

models of agents’ preferences considered in these experiments.

4.2.1 Preference Models

The following agents’ preference models were considered:

Low Competition

• Preference Model 1 (PM1): each agent’s valuation for each re-

source is an independent and identically distributed (i.i.d.) random

variable with a uniform distribution on [0,1].

• Preference Model 2 (PM2): each agent’s valuation for each re-

source is an i.i.d. random variable with a triangular distribution on

[0,1] with a peak at 0.5.

High Competition

• Preference Model 3 (PM3): each agent has the same valuation for

every resource and these valuations have a uniform distribution on

[0,1].

• Preference Model 4 (PM4): Resources are ranked. Any agent’s

valuation for resource rj is uniformly drawn from [ k−j
k
, k−j+1

k
].

In the first two PMs, there is relatively less competition between

agents for each resource. The latter two PMs induce higher com-

petition between agents for resources.

The next subsection explains the study’s different experimental se-

tups.

4.2.2 Experimental Setups

The four following experimental variations were analysed:

Experiment 1 (Effect of n on ECR, SACR and EEE for fixed k):
This experiment fixed the number of tasks k = 5, λ = 0.5 and varied

n = 8→ 20.

Experiment 2 (Effect of k on ECR, SACR and EEE for fixed n):

This experiment fixed the number of agents n = 20, λ = 0.5 and

varies k = 2→ 20.

Experiment 3 (Effect of λ on ECR, SACR and EEE for fixed n, k):
This experiment varied the agent arrive rate (λ) on the platform for

k = 5, n = 20 and the waiting period was exponentially distributed

with mean μ = 0.5.

Experiment 4 (Effect of λ on ECR, SACR and EEE for fixed n, k):
This experiment is the same as Experiment 3 except that the agents

are impatient.

For each of the four PMs, we generated 8,000 valuation profiles

for each of the four experiments described above. For each valuation

profile, 120 random agent orderings were considered. First, the sam-

ple averages of the total valuation achieved by each auction mech-

anism for these 120 orderings were calculated. Second, ECR and

SACR were measured for the 8,000 sample valuation profiles. Also,

the sample averages of the total valuation of each auction mechanism

and the offline-optimals were calculated over 8,000 x 120 instances,

in order to measure EEE. As ECR and SACR are > 1, and indeed

may take much larger values, we plotted 1

ECR
and 1

SACR
to view

them in [0, 1].
These experiments used k ∈ [2, 20] and n ∈ [5, 50], as we believe

that typical online auctions for resource assignment in new market-

places will be of a similar size. For example, although there may be

a large number of Uber drivers and passengers at the same time, a

driver may only be interested in a couple of customers and there may

not be many drivers nearby interested in every single customer. If k
and n are scaled proportionately, we still believe that similar results

will hold true.

4.2.3 Experimental Results

The following observations were common to all the experiments.

• O1: Correlations between PM1-PM2 and PM3-PM4. Across all

four experiments, the three metrics for PM2 demonstrated the

same trend as under PM1, but at different scales. There was a

similar correlation between PM3 and PM4. This is attributed to

the fact that PM1 and PM2 encourage little competition, and PM3

and PM4 encourage high competition. Hence, below, we illustrate

our results w.r.t. PMs 1 and 3 only.

• O2: Correlation Across ECR, SACR, EEE. In general, the graphs

for ECR, SACR and EEE showed similar trends, though scales

and rates of change could differ. (Figure 1, Figure 2 and Figure 3).

• O3: ORCA under High Competition. In general, ORCA performed

better when preferences induced more competition for resources

(i.e., in PM3, PM4).

• O4: CR vs ECR. Worst case competitiveness across the gener-

ated samples (ECR) was much better than the theoretical CR, thus

worst cases did not occur frequently. For example, CR across all

the auctions, considering all the settings, is always > 7.38 and as

bad as 50 in some cases. However, empirically all the auctions in

our experiments were better than 5-competitive (1/ECR> 0.2).

Some of the specific observations were as follows.

• Experiment 1: Figures 1 to 3 show how ECR, SACR and EEE

change w.r.t. n for the different auction mechanisms when k = 5
and λ = 0.5 for agents following PM1. In Experiment 1 and with

all PMs, ORCA performed better for a larger agent pool on mea-

sures ECR and SACR. However, for EEE, SDV was the best auc-

tion mechanism across all PMs. These experiments clearly show

that as competition increases further, ORCA should outperform

SDV in all the PMs. Figure 4 illustrates ORCA’s superiority under

PM3. Because of the correlations in O2, we drop other plots using

PM3 to save space.

• Experiment 2: Figure 5 illustrates how ECR varies w.r.t. the num-

ber of resources, k when n = 20, λ = 0.5 under PM1. Similar be-

haviour was observed under PM3, where ORCA was superior to

the other mechanisms until k = 8. As competition reduces, (i.e.,

k increases) SDV and APSD perform better (because of O1 and

O2, not all measures under all PMs are displayed).

• Experiment 3: The arrival rate’s effect on auction mechanism per-

formance was also studied (Figures 6 and 7). Experiments demon-

strated that for λ ≤ 1, threshold-based online auctions performed
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Figure 1. Experiment 1: ECR vs n for k = 5, λ = 0.5, PM1 Figure 2. Experiment 1: SACR vs n for k = 5, λ = 0.5, PM1

Figure 3. Experiment 1: EEE vs n for k = 5, λ = 0.5, PM1 Figure 4. Experiment 1: ECR vs n for k = 5, λ = 0.5, PM3

better than APSD and SDV as measured by SACR under PM3.

However, for higher λ, i.e., when agents arrive in large numbers

at every time slot, SDV performed better, especially as measured

using EEE or ECR. APSD performed better than threshold-based

online auctions, but 5%-10% below SDV.

• Experiment 4: In Experiment 4, all the auctions showed a similar

performance trend to Experiment 3. The performances of APSD

and e-Auction are not supposed to change significantly in the pres-

ence of impatient agents. Experiments also showed that ORCA

did not change much in the presence of impatient agents. SDV

performed slightly less well in Experiment 4, but was still supe-

rior at higher λ, without changing any of our conclusions. Hence

we do not display plots for Experiment 4.

4.3 Discussion
Based on these experiments, we consider two broad settings:

(1) Low competition for resources and/or a high arrival rate.

(2) High competition for resources and/or a low arrival rate.

Low Competition If many agents log in simultaneously (high λ),

SDV is superior to all the other online auctions (Figures 6 and 7).

As the number of resources increases, the performances of SDV and

APSD improve and they become superior to threshold-based auc-

tions (Experiment 2).

Figure 5. Experiment 2: ECR vs k for n = 20, λ = 0.5, PM1
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Figure 6. Experiment 3: ECR vs λ for k = 5, n = 20, PM3 Figure 7. Experiment 3: EEE vs λ for k = 5, n = 20, PM3

Note that the empirical superiority of SDV might be attributable to

the fact that it tries to match many agents simultaneously, leading to

more efficient assignment. Threshold-based online auctions typically

drop a certain fraction of agents in order to learn which asymptoti-

cally improves worst case guarantees. Hence, they perform best only

in highly competitive settings, as explained below.

High Competition If there is strong competition between agents

(that is either large n for fixed k, or k
n
< 0.1), threshold-based online

auctions (especially ORCA) perform better (Figures 1 to 5) for all

types of PMs.

Overall, these experiments showed that ORCA outperforms the

other auctions when (i) agents arrive sequentially (very low λ) and

are impatient, and (ii) preferences models are of the PM3 or PM4

type.

From Table 1’s ranking of auction mechanism CRs, APSD≺ SDV

≺ e-Auction ≺ ORCA. However, the experiments presented here

rank the four auction mechanisms, by measure, as shown in Table 3.

Recommendations If there are few resources and a large pool of

agents, the auction platform should choose threshold-based online

auctions. If the platform expects that (i) all agents put the same valu-

ation on each different resource or, (ii) some resources are preferred

over others, then the platform can implement ORCA. If the agents’

valuations of resources are independent of each other, then the plat-

form can use eAuction.

If there are large numbers of resources or large numbers of agents

logging in to the system at every time period, then the platform can

use SDV. However, SDV can be manipulated for arrival-departure. If

the platform prefers not to charge the agents for resource assignment

and/or prefers to work using no-early-arrival-no-late-departure do-

mains, then it can use APSD. APSD is simple to implement but has

a cost of a 5%-10% loss in performance compared to SDV. However,

in many settings and preference models, it is better than threshold-

based online auctions.

5 Summary
This paper addressed the resource assignment problem for dynamic

agents and proposed a new Online Ranked Competition Auction

(ORCA) mechanism to deal with this. We hypothesised that the auc-

tions targeted for worst case guarantees perform better in practice

APSD SDV eAuction ORCA
CR 4 3 2 1

Low Competition and High λ
ECR 2 1 4 3

SACR 2 1 4 3
EEE 2 1 4 3

High Competition and Low λ
ECR 3 2 4 1

SACR 3 2 4 1
EEE 3 1 4 2

Table 3. Comparison of APSD, SDV, eAuction and ORCA: relative
rankings using CR, ECR, SACR and EEE from empirical analysis

only when there is strong competition for resources between agents,

i.e., the degree of competition between agents plays an important

role in the trade-off between properties such as truthfulness, expres-

siveness, efficiency and average case performance. Our experiments

validated this hypothesis.

We studied the application of four different online auctions to the

resource assignment problem, namely APSD, SDV, eAuction and

ORCA. We compared their theoretical properties (Table 1). Instead

of relying exclusively on the competitive ratio to evaluate average

case online auctions, we proposed three new measures, namely ECR,

SACR and EEE. Furthermore, experimental worst cases generated

from samples were much better than theoretical worst cases (Table

3). In the last section, we provided suggestions as to how a platform

should choose its online auction mechanism based on the size of the

agent pool, the size of the resource pool and how frequently agents

log in to the system.

The ORCA and eAuction mechanisms were only observed to give

better average-case performances in specific preference models. Oth-

erwise, overall, SDV is a very good online auction mechanism when

compared to the others studied in this paper. Future research might

attempt to design a better model-free resource assignment mech-

anism (online auction), one that is more efficient than SDV and

is truthful in no-early-arrival-no-late-departure domains for a broad

class of preference models.
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Mathematical Programming Models for Optimizing
Partial-Order Plan Flexibility

Buser Say1 and Andre A. Cire2 and J. Christopher Beck1

Abstract. A partial-order plan (POP) compactly encodes a set of

sequential plans that can be dynamically chosen by an agent at exe-

cution time. One natural measure of the quality of a POP is its flex-
ibility, which is defined to be the total number of sequential plans it

embodies (i.e., its linearizations). As this criteria is hard to optimize,

existing work has instead optimized proxy functions that are corre-

lated with the number of linearizations. In this paper, we develop and

strengthen mixed-integer linear programming (MILP) models for

three proxy functions: two from the POP literature and a third novel

function based on the temporal flexibility criteria from the schedul-

ing literature. We show theoretically and empirically that none of the

three proxy measures dominate the others in terms of number of se-

quential plans. Compared to the state-of-the-art MaxSAT model for

the problem, we empirically demonstrate that two of our MILP mod-

els result in equivalent or slightly better solution quality with savings

of approximately one order of magnitude in computation time.

1 Introduction

A partial-order plan (POP) is a plan that imposes only action order-

ings necessary for achieving a goal, as opposed to a total ordering of

actions as enforced in sequential planning. Equivalently, a POP rep-

resents a set of sequential plans – or linearizations – all including the

same actions but under different orderings. POPs provide flexibility

to agents, who can dynamically commit to the sequence of actions

during the real-time execution of the plan [18].

A key question in the area, however, concerns the criterion which

best reflects the quality of a POP. Several different objectives have

been proposed in the literature, such as the makespan of the plan

(i.e., longest path from the initial state to the goal), total number of

unordered actions, existence of possible action reorderings, among

others [24, 20, 1]. This work extends recent research [18, 17] that

combines two distinct criteria: a cost per action, and the flexibility
of a plan, here measured as the total number of linearizations of

the POP. This objective naturally incorporates the least-commitment

principle of first executing as few (costly) actions as possible, and

then improving the robustness of the system by placing as many se-

quential plans as possible at the disposal of the agent.

While total action cost has been traditionally tackled in sequential

planning, enhancing the flexibility of a plan poses a much more chal-

lenging problem. Specifically, optimizing the number of lineariza-

tions of a POP is equivalent to maximizing the number of Hamilto-

nian paths in a directed acyclic graph, which is computationally im-

1 Department of Mechanical & Industrial Engineering, University of Toronto,
Canada, email: {bsay,jcb}@mie.utoronto.ca

2 Department of Management, University of Toronto Scarborough, Canada,
email: acire@utsc.utoronto.ca

practical in general [16, 3]. To address this issue, Muise et al. [18, 17]

optimize the number of ordering constraints in a POP, a metric that is

correlated to the number of linearizations. Such a metric function is

more computationally tractable and can be efficiently handled, e.g.,

by MaxSAT solvers.

Building on the work of Muise et al. and previous literature in

planning and scheduling [7, 8], we address the problem of converting

a valid sequential plan into a valid POP with minimum action cost

and maximum number of linearizations. In particular, we consider

the notion of temporal flexibility from the scheduling literature as a

novel proxy function for the number of linearizations of a POP. We

show that there is no dominance relation between our proxy function

and two previous proxy functions in the literature: depending on the

problem instance, the optimization of any of the proxy functions may

lead to a greater number of linearizations than either of the others.

Nonetheless, a central benefit of the temporal flexibility criteria is

the scaling of model size that is quadratic in the number of actions,

rather than cubic as in Muise’s model. Further, the linear relation-

ships inherent in the temporal flexibility are amenable to mathemati-

cal programming techniques. We exploit this advantage and propose

three mixed-integer linear programming (MILP) models for mini-

mizing action cost and maximizing flexibility: a novel model of tem-

poral flexibility, a model that linearizes an existing MaxSAT formu-

lation [18], and a model that adapts an existing MILP formulation for

temporal planning to POPs [8]. Going further, we derive a number of

valid linear inequalities that can also be applied to the MILP models,

substantially decreasing their solution times.

We compare our three MILP formulations to the current state-of-

the-art MaxSAT model by Muise et al. [18]. Our empirical evalu-

ation suggests that optimizing any of the three proxy functions re-

sults in equivalent solution quality, consistent with our theoretical

results. Furthermore, the strengthened MILP models achieve approx-

imately one order of magnitude speedup compared to the state-of-

the-art MaxSAT model, solving significantly more problem instances

to optimality. These results hold both when minimizing total action

cost and maximizing flexibility and when only maximizing flexibility

with a fixed set of actions.

Contributions. We present temporal flexibility as a novel proxy func-

tion for maximizing the number of linearizations in a partial-order

plan and provide a novel mixed-integer linear program to optimize

this criterion. We derive new valid linear inequalities that can be ap-

plied to the new and existing POP MILP formulations. Finally, we

show that the modified MILP models achieve substantially better

run-time performance than the current state-of-the-art without sac-

rificing solution quality.
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2 Preliminaries

A STRIPS planning problem is a tuple Π = 〈F,A, I,G〉 where F
is a set of fluent symbols, A is a set of actions, I ⊆ F is the initial
state, and G ⊆ F is the goal state [10, 9]. Each action a ∈ A is

associated with three sets of fluents, PREa, ADDa, and DELa,

representing the preconditions, add effects, and delete effects of a,
respectively. An action a is executable in state s ⊆ F if and only if

PREa ⊆ s. The execution of an action a results in the state s′ =
(s∪ADDa)\DELa. We denote by pref , addf , and delf the set of

actions that have fluent f as precondition, that add f , and that delete

f , respectively.

A sequential plan π is a solution to Π and corresponds to a se-

quence of executable actions (a1, a2, . . . , am) such that, when start-

ing from the initial state I , executing each action in sequence results

in a state s∗ containing all fluents required in the goalG, i.e.G ⊆ s∗
[10, 19].

A partial-order plan (POP) relaxes the sequential nature of plans

by only imposing orderings that are sufficient to satisfy the goal con-

ditions [23]. Formally, a POP is a tuple P = 〈A,O〉 where A ⊆ A
is the set of actions of the plan and O ⊆ A×A is a set of ordering
constraints [18]. We use the notation a1 ≺ a2 ∈ O to indicate an or-

dering constraint between a1 and a2 in O. A linearization of a POP

P is a total ordering of A that is consistent with O, i.e. a sequence

(a1, a2, . . . , a|A|) such that ai ≺ aj ∈ O implies i < j. A POP P
is valid for a planning problem Π if and only if all linearizations of

P are valid sequential plans for Π [15].

Since enumerating linearizations is computationally expensive

(see Section 1 and Muise [17]), the validity of a POP P = 〈A,O〉 is

commonly established through causal links and threats [13]. Given

actions a1, a2 ∈ A and a fluent f ∈ F , κ(a1, a2, f) is a causal

link for P if action a1 adds the fluent f required by action a2 in all

linearizations of P [14]. Moreover, K is a set of causal links for P
if, for every κ(a1, a2, f) ∈ K, we have a1 ∈ addf , a2 ∈ pref ,

and there does not exist κ(ai, a2, f) ∈ K for any ai ∈ addf [14].

Note that κ(a1, a2, f) ∈ K implies a1 ≺ a2 ∈ O. A causal link

κ(a1, a2, f) ∈ K is threatened by an action a3 ∈ A if a3 ∈ delf ,

a3 ≺ a1 	∈ O and a2 ≺ a3 	∈ O [19].

We represent the initial and the goal states by actions aI and aG,

where aI ∈ addf , ∀f ∈ I and aG ∈ pref , ∀f ∈ G, respectively. As

shown previously [15, 14], a POP P = 〈A,O〉 is valid for a STRIPS

planning problem Π if there exists a set of causal links, K, such

that: (1) All the preconditions of each action a ∈ A are satisfied

by exactly one causal link, κ ∈ K; (2) No causal link κ ∈ K is

threatened by any action a ∈ A; and (3) The actions aI , aG ∈ A
are respectively ordered before and after all the other actions a ∈ A,

a 	= aI , a 	= aG.

3 Least Commitment Flexible POPs

Given a sequential plan π to a STRIPS problem Π, our aim is to

derive a POP P from π that is ideally optimal both in terms of its

action cost and its flexibility. These two characteristics are embodied

in the concept of least commitment criteria [15, 18].

The least commitment criteria evaluates POPs according to two

metrics: the total action cost and the number of linearizations of

the plan. The first is a natural and common objective in planning

as agents would like to incur the minimum total action cost possi-

ble to achieve a goal. The second metric intuitively gives us a notion

of how flexible the plan is, since more linearizations indicate more

alternative ways to execute the actions to achieve the goal [18].

Equipped with these two notions, we formally define the structure

of an optimal POP in our context.

Definition 1. (Least Commitment Flexible POP (LCFP) of a Plan).
Let P = 〈A,O〉 and P ′ = 〈A′,O′〉 be two valid POPs for a plan-
ning problem Π where A′ ⊆ A. Moreover, let ca be a non-negative
cost associated with each action a ∈ A. P ′ is a least commitment
flexible POP (LCFP) of plan P iff

(i) For all valid POPs with action set A′′ ⊆ A, we have∑
a∈A′′ ca ≥

∑
a∈A′ ca; and

(ii) For all valid POPs P ′′ with action set A′′ ⊆ A and∑
a∈A′′ ca =

∑
a∈A′ ca, the number of linearizations of P ′

is greater or equal to the number of linearizations of P ′′.

This definition differs from that of Muise et al. [18] as it contains

a more general action cost structure and explicitly incorporates the

number of linearizations, as opposed to the number of ordering con-

straints.

As in previous work, Definition 1 does not include solving the tra-

ditional POP planning problem of finding the set of actions and the

ordering constraints that achieve a valid POP. Rather, we are con-

cerned with the optimization of action cost and flexibility, given a

valid POP. Thus, our primary goal in this work is to find the LCFP

of a sequential plan, which is itself a POP. Since counting lineariza-

tions is computationally challenging, we investigate the optimization

of alternative proxy functions that correlate with the number of lin-

earizations of a POP.

4 Proxy Measures of POP Flexibility
We study three proxy functions for the number of linearizations of

a POP, two of which are extracted from previous works, and one

novel to this work: the minimization of the number of open ordering
constraints [8], the minimization of the number of closed ordering
constraints [18], and the maximization of temporal flexibility adapted

from the scheduling literature [7], respectively.

4.1 Order Flexibility
Muise et al. [18] optimized what we term the order flexibility of a

POP: the total number of ordering constraints in the plan. The more

ordering constraints, the less order flexibility a POP has. We investi-

gate two definitions of an ordering constraint.

Definition 2. (Open Ordering Constraint): Given the set of actions
A and the set of causal links K, the open ordering constraint a1 ≺
a2 belongs to the set O for some POP P = 〈A,O〉 to a planning
problem Π if:

1. There exists a causal link κ(a1, a2, f) ∈ K from action a1 to
action a2 on some fluent f ∈ F , or

2. There exists a causal link κ(a2, a3, f) ∈ K from action a2 to
action a3 on some fluent f ∈ F and action a1 ∈ delf is ordered
before action a2 to resolve the threat, or

3. There exists a causal link κ(a3, a1, f) ∈ K from action a3 to
action a1 on some fluent f ∈ F and action a2 ∈ delf is ordered
after action a1 to resolve the threat.

Do and Kambhampati [8] minimize the equivalent of the number

of open ordering constraints in order constrained plans, temporal

plans which have a partial-order structure but allow concurrent ex-

ecution of non-interfering actions. Concurrent execution semantics
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create a subtle but relevant difference in the meaning of open order-

ing constraints. In particular, Definition 2 relaxes Do and Kambham-

pati’s definition by assuming a sequential execution of a POP.

We can now characterize the ordering constraint definition used

by Muise et al. [18] as specifically the transitive closure of the open

ordering constraints.

Definition 3. (Closed Ordering Constraint): Given the set of actions
A and the set of causal linksK, the closed ordering constraint a1 ≺
a2 belongs to the set O for some POP P = 〈A,O〉 to a planning
problem Π if:

1. There exists an open ordering constraint between actions a1 and
a2, or

2. There exists some other action a3 such that: a1 ≺ a3 ∈ O and
a3 ≺ a2 ∈ O.

We will refer to the set of open and closed ordering constraints as

OO and OC , respectively.

4.2 Temporal Flexibility
In scheduling, temporal flexibility refers to a schedule’s ability to

absorb temporal variation during execution [21]. We exploit the same

property to define an analogous version of temporal flexibility for

planning problems.

Given a POP P = 〈A,O〉 for Π and a duration da of each action

a ∈ A, the horizon of P , HP , is the sum of the action durations.

Intuitively, since the actions will be executed in sequence,HP is the

(temporal) length of the plan. The earliest start time of an action

a is esta = maxa′≺a∈O (esta′ + da′) and the latest finish time of
action a is lfta = mina≺a′∈O (lfta′ − da′), where estaI = 0 and

lftaG = HP for the unique first and last actions. Let the action
slack of a, Ta, be such that Ta = lfta−esta−da [7]. The temporal
flexibility, T , of P is given by T =

∑
a∈A Ta. For classical (i.e.

non-temporal) planning, we assume that all actions have a duration

of one time unit.

4.3 Dominance Relations Among Proxy Functions
A proxy function obj1 dominates another proxy function obj2 if, for

any planning problem instance Π, any POP P that optimizes obj1
has at least as many linearizations as any POP P ′ that optimizes obj2
and, for at least one instance Π∗, the number of linearizations in P
is strictly greater than that of P ′. We have the following result.

Proposition 4. There are no dominance relations among the open
ordering, closed ordering, and temporal flexibility proxy functions.

Proof. For each pair of objective functions (obji, objj), i 	= j, it suf-

fices to show the existence of two problem instances Π1,Π2, where,

for Π1, a POP P that optimizes obji has more linearizations than

a POP P ′ that optimizes objj and vice versa for Π2. The counter-

examples are simple but tedious to verify and are presented in the

Appendix of the paper.

5 The OMILP
C Model

Muise [17] empirically investigated equivalent MILP and MaxSAT

models for the problem of minimum reordering: finding a POP with

the minimum number of closed ordering constraints without remov-

ing actions from the initial set of actions.OMILP
C is a minor extension

of Muise’s MILP encoding for the LCFP problem under the closed

min (|AN |2 + 1)
∑

a∈AN

caZa +
∑

ai,aj∈AN

Oai,aj

s.t.
∑

ai∈addf

Xf
ai,aj

= Zaj (1)

∀aj ∈ A, f ∈ PREaj

(1−Xf
ai,aj

) + (Oad,ai +Oaj ,ad) ≥ Zad (2)

∀ai, ad, aj ∈ A, f ∈ PREaj ∩DELad ∩ADDai

Oai,aj ≥ Xf
ai,aj

(3)

∀ai, aj ∈ A, f ∈ ADDai ∩ PREaj

OaI ,a = Za ∀a ∈ A\{aI} (4)

Oa,aG = Za ∀a ∈ A\{aG} (5)

Oai,aj +Oaj ,ai ≤
Zai + Zaj

2
∀ai, aj ∈ A (6)

ZaI = ZaG = 1, (7)

Oa,a = 0 ∀a ∈ A (8)

(1−Oai,aj ) + (1−Oaj ,ak ) +Oai,ak ≥ 1 (9)

∀ai, aj , ak ∈ A

Figure 1: The OMILP
C model.

constraint proxy function. OMILP
C does not use the input ordering of

the initial sequential plan.

The parameters used in OMILP
C are as follows.

• AN = A\{aI , aG} is the set of non-dummy actions.

• If = 1 if dummy action aI adds fluent f or equivalently if f is

true in the initial state.

• Gf = 1 if dummy action aG requires fluent f or equivalently if f
is required to be true in the goal state.

The decision variables in the OMILP
C model are as follows.

• Za = 1 iff action a is selected to be part of the POP.

• Xf
ai,aj

= 1 iff action ai supports fluent f for action aj with the

causal link κ(ai, aj , f).
• Oai,aj = 1 iff action ai is ordered before action aj .

The OMILP
C MILP model is presented in Figure 1. The objective

first minimizes the sum of action costs, then minimizes the number

of closed ordering constraints. The first coefficient of the objective

function, |AN |2 + 1, guarantees this property when all the actions

have costs greater or equal to 1 unit. When this is not the case, we

need to normalize the action costs so that all the actions have costs

greater or equal to 1 unit. Constraint (1) ensures that if an action is

selected, all of its preconditions are met exactly once. Constraint (2)

orders the threatening actions either before or after the causal link.

Constraint (3) is an order implication constraint that states that if ac-

tion a1 ∈ A supports some other action a2 ∈ A with some fluent

f ∈ F , a1 must be ordered before a2. Constraints (4)-(5) restrict all

the included actions to be between the initial and the goal actions.

Constraint (6) makes sure that the actions in an enforced ordering

constraint are included in the plan. Constraint (7) includes the ini-

tial and goal actions. Constraint (8) disallows self-loops for ordering

constraints. Constraint (9) produces a transitively-closed POP. Con-

straints (8)-(9) together forbid cycles in the action precedence graph.

Note that due to the ternary arity of Constraint (9), OMILP
C grows

cubically with the number of actions.
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6 The OMILP
O and T MILP Models

BothOMILP
O and T MILP build on Do and Kambhampati’s MILP model

[8]. The main differences are thatOMILP
O does not enforce an ordering

between all pairs of interfering actions, while also allowing for ac-

tions to be excluded when they are not relevant to the POP’s validity.

OMILP
O and T MILP are identical aside from their objectives. The key

difference with OMILP
C is the use of start time variables to represent

implied ordering constraints. With the addition of a linear number of

variables, the models grow quadratically with the number of actions.

Compared to the formulation of OMILP
C , OMILP

O and

T MILP introduce three additional variables: Esta =
maxa′≺a∈O (Esta′ + da′) is the earliest start time of action

a; Lfta = mina≺a′∈O (Lfta′ − da′) is the latest finish time of a;
and finally Ta = Lfta − Esta − da is the slack of a.

min (|AN |
∑

a∈AN

da + 1)
∑

a∈AN

caZa −
∑

a∈AN

Ta

s.t. Constraints (1)-(8)

Estai + daiOai,aj ≤
Estaj +

∑
a∈A

da(1−Oai,aj ) ∀ai, aj ∈ A (10)

Lftai + dajOai,aj ≤
Lftaj +

∑
a∈A

da(1−Oai,aj ) ∀ai, aj ∈ A (11)

Esta + daZa + Ta = Lfta ∀a ∈ A (12)

EstaI = 0 (13)

LftaG =
∑
a∈A

daZa (14)

Figure 2: The T MILP model. The OMILP
O model differs from T MILP

only in using the objective function in OMILP
C .

As OMILP
O uses the same objective function as OMILP

C and the only

difference between T MILP and OMILP
O are the objectives, we present

the model for T MILP in Figure 2. Analogously toOMILP
C , in T MILP the

objective first minimizes the sum of action cost, then maximizes the

sum of temporal slack of all the actions. Constraints (10)-(11) make

sure that, if some action ai is ordered before some other action aj ,

the earliest start time and the latest finish time of aj are not before

the earliest start time and the latest finish time of ai, respectively.

Constraint (12) defines the temporal slack of an action. Constraints

(13)-(14) set the plan horizon.

7 Valid Inequalities

We now present valid linear inequalities to strengthen the MILP mod-

els. Unless noted, the constraints can be added to all formulations.

Mutual Threat Constraints As illustrated in Figure 3, a cycle

is formed when action ai supports fluent f for action aj and fluent

g for action aj , where aj and ak threaten the causal links Xg
ai,ak

and Xf
ai,aj

, respectively. Since a cycle is not allowed in the action

precedence graph, Xg
ai,ak

and Xf
ai,aj

are mutually exclusive in any

POP and are removed via Constraint (15). When f = g, all Xf
ai,aj

are mutually exclusive and are also removed by Constraint (15).

aiaddf,g

aj pref∩delg
Oak,aj

ak preg∩delf

Oaj ,ak

Xf
ai,aj

Xg
ai,ak

Figure 3: Mutual threat constraint example.

max

⎧⎨⎩Xg
ai,ak

+Xf
ai,aj
,

∑
aj∈(pref∩delf )

Xf
ai,aj

⎫⎬⎭ ≤ Zai (15)

∀f ∈ ADDai , ai ∈ A

Action Relevance Constraint Constraint (16) states that a se-

lected action must support at least one causal link.

∑
aj∈pref ,f∈ADDai

Xf
ai,aj

≥ Zai ∀ai ∈ AN . (16)

Minimal Interference Constraint When an action a1 ∈ A adds

only one fluent f ∈ F , there must exist another action a2 ∈ pref
and the causal link κ(a1, a2, f) ∈ K. Further, if there exists a third

action a3 ∈ delf , action a1 must be ordered with respect to it, due to

Constraint (2). Constraint (17)3 enforces ordering constraints on all

the pairs of actions, a1, a2 ∈ A, if, given |ADDa2 | = 1, either a1 ∈
delf and a2 ∈ (addf ∪pref ) or a2 ∈ delf and a1 ∈ (addf ∪pref ).

Oai,aj +Oaj ,ai ≥ Zai + Zaj − 1 (17)

∀ai, aj ∈ A, ∃f ∈ (PREai ∪ADDai) ∩DELaj ,

and |ADDai | = 1.

Counting Constraints Inspired by operator counting constraints

[22], we observe the following: since all actions ai that delete and

require fluent f (i.e., f ∈ F, ai, aj ∈ delf ∩ pref ) are sequentially

ordered due to an interference on f , there must exist at least one

action ak that adds fluent f (i.e., ak ∈ addf ) between each ai. This

observation gives rise to three constraints: Constraint (18) counts the

total number of occurrences of both ai and ak while Constraints (19)

and (20) each split the plan into two for each ai and ensure there are

more actions ak than aj succeeding and preceding ai, respectively.

∑
ak∈addf

Zak + If ≥
∑

aj∈(delf∩pref )

Zaj +Gf ∀f ∈ F (18)

∑
ak∈addf

Oai,ak ≥
∑

aj∈(delf∩pref )

Oai,aj +GfZai (19)

∀ai ∈ A, f ∈ PREai ∩DELai∑
ak∈addf

Oak,ai + IfZai ≥
∑

aj∈(delf∩pref )

Oaj ,ai (20)

∀ai ∈ A, f ∈ PREai ∩DELai

Symmetry Breaking Constraints Two actions that are equivalent

in their preconditions, add effects, and delete effects (denoted ai ≡
aj) introduce symmetrically identical solutions (and non-solutions)

3 Based on the interference constraints of Do and Kambhampati [8].

B. Say et al. / Mathematical Programming Models for Optimizing Partial-Order Plan Flexibility 1047



Zai ≤ Zaj ∀i < j, ai ≡ aj ∈ A (21)

Oai,aj = 0 ∀i < j, ai ≡ aj ∈ A (22)

Estaj ≤ Estai +
∑
a∈A

da(1− Zai) (23)

∀i < j, ai ≡ aj ∈ A
Oaj ,ai = Zai ∀i < j, ai ≡ aj ∈ A, (24)

∃f ∈ F, ai, aj ∈ delf ∩ pref

Figure 4: Symmetry breaking constraints.

into the search space. We can break this symmetry by enforcing a

lexicographical ordering as shown in Figure 4. Constraints (21)-(23)

disallow the inclusion, ordering, and start of the action with lower

index value before its equivalent action with higher index value, re-

spectively. Constraint (24) ensures that two equivalent actions, ai, aj ,

that delete and require fluent f (i.e. f ∈ F, ai, aj ∈ delf ∩ pref )

are ordered with respect to their index values.

Note that Constraint (23) can only be applied toOMILP
O and T MILP.

Constraints (17), (19), (20), and (24) do not introduce any ordering

constraints that are not relevant to the validity of a POP. However,

their addition to OMILP
O can change the optimal solution because the

orderings due to threats may now be replaced with explicit order-

ing constraints. We add Constraints (15)-(22) and Constraint (24) to

OMILP
C , OMILP

O and T MILP, and add Constraint (23) only to OMILP
O and

T MILP. We refer to these strengthened models as OMILP+S
C , OMILP+S

O

and T MILP+S, respectively.

8 Computational Results
In this section, we present the results of two computational exper-

iments. In Experiment 1, we investigate the empirical behaviour of

the three proxy functions. While we discussed in Section 4.3 that the-

oretically none of the proxy functions dominate the others, this result

does not speak to the average empirical behaviour: it is possible that,

in practice, a proxy function often results in more linearizations than

others. To test this possibility, we focus on the minimum reordering
problem: a version of LCFP where the number of actions is fixed.

This restriction ensures that we are comparing the proxy functions

while controlling for the complicating factor of different action sets

that arises in the LCFP models. We show that, generally, there is

also no empirical domination among the proxy functions, with our

only significant comparison being that T MILP+S achieves a statisti-

cally significant higher mean logarithmic number of linearizations

than OmaxSAT
C . We also provide empirical evidence that the MILP

models for temporal flexibility and open ordering constraints are sub-

stantially faster than the state-of-the-art MaxSAT model on the min-

imum reordering problems.

In Experiment 2, we solve the full LCFP problems. Our findings

show that the proposed models OMILP+S
O and T MILP+S can be solved

to optimality faster on the majority of the tested instances, and scale

better with the initial number of actions compared to OmaxSAT
C . The

solution quality across proxy functions is similar with no significant

differences in the action cost or mean number of linearizations but

with T MILP+S and OmaxSAT
C finding a statistically significantly higher

mean logarithmic number of linearizations than OMILP+S
O .

Experimental Details For both experiments, the initial plans are

generated using Fast-Forward [12]. For the first experiment, we

use eight domains from the International Planning Competition:

Depots, Driverlog, Freecell, Gripper, Logistics,

Rovers, Tpp, and Zenotravel, giving in total 144 instances.

For the second experiment, we use the use the same experimental

setup as Muise et al. [18] including the same domains: Depots,

Driverlog, Logistics, Rovers, Tpp, and Zenotravel,

giving in total 138 instances. The experiments ran on a MacBookPro

computer with 2.66 GHz Intel Core i7. The MILP models were

solved using IBM ILOG CPLEX 12.6.2 with 1 thread. For OmaxSAT
C ,

we use the SAT4j MaxSAT 2.3.5 solver with a memory limit of 2GB.

A time limit of 1,800 seconds was imposed on all models.

8.1 Experiment 1: Comparing Proxy Functions
To observe the effect of the optimization of each proxy objective on

the number of linearizations in a POP, we fix the set of actions (i.e.,

Za = 1, ∀a ∈ A) and optimize the proxy objective functions.

Solution Quality In Table 1, we report the mean logarithmic num-

ber of linearizations considering the instances for which all three

models return an optimal solution and for which we successfully

count the number of linearizations: 99 instances. Values in boldface

represent the maximum in each row. The number of linearizations

is found through a simple depth-first search with a time limit of 30

minutes per instance. We note that the mean logarithmic number of

linearizations is equivalent to the geometric mean of such numbers,

which is more appropriate when comparing large-magnitude num-

bers (as the number of linearizations grows exponentially large with

the number of actions). This measure is largely used in the optimiza-

tion literature (see, e.g., [2, 4]).

We performed bootstrap paired t-tests [5] using two statistics:

number of linearizations and logarithmic number of linearizations

(base 10). Our results indicated that there are no statistically signif-

icant differences in the mean number of linearizations while for the

mean logarithmic statistic the only significant difference (p ≤ 0.01)

is that T MILP+S finds a higher mean than OmaxSAT
C . Among the two

models that optimized the closed ordering constraints, OMILP+S
C and

OmaxSAT
C , OmaxSAT

C consistently dominated OMILP+S
C . Therefore the re-

sults for OMILP+S
C are not presented in this section.

Mean Log10 Number of Linearizations

Dom T MILP+S OMILP+S
O OmaxSAT

C
Dep 7.09 6.97 6.93
Dri 5.84 5.95 5.83
Fre 7.55 6.80 7.57
Gri 4.34 4.34 4.34
Log 11.91 11.42 11.38
Rov 8.53 8.15 8.41
Tpp 3.71 3.71 3.71
Zen 7.69 7.55 7.69
Mean 7.76 7.51 7.63

Table 1: Solution quality in terms of linearizations (logarithmic) in

Experiment 1.

In Figure 5, we plot the number of linearizations for which op-

timal solutions were found for both closed ordering flexibility and

temporal flexibility and for which we successfully counted the num-

ber of linearizations. For 83% of the instances, optimization of both

proxy objective functions resulted in POPs with the same number of

linearizations.

Computational Effort We now compare the models with respect

to the effort to optimize each proxy objective. Figure 6 shows a per-
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formance profile depicting the number of instances solved to opti-

mality over the 30-minute time limit. Optimization of open order,

temporal and closed ordering flexibility using OMILP+S
O , T MILP+S and

OmaxSAT
C models solve 126, 122 and 118 problem instances to opti-

mality within 30 minutes, respectively. It can be observed that both

MILP models outperform OmaxSAT
C , while OMILP+S

O is also superior to

T MILP+S across all time points.

8.2 Experiment 2: Solving LCFPs

Turning to LCFPs, we present results on three issues in this sub-

section: the quality of LCFPs produced by each model, the compu-

tational effort for each model, and the impact of the strengthening

constraints that we introduced above.

Solution Quality In Table 2, we report the mean action cost for

each planning domain. The table includes results from the 131 prob-

lems instances for which at least one of the approaches found a fea-

sible solution. For instances for which an approach found no feasible

Closed Order Flexibility (number of linearizations)
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Figure 5: Number of linearizations between temporal flexibility and

closed ordering flexibility (in logarithmic scale) in Experiment 1.
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Figure 6: Performance profile (in log scale) for Experiment 1.

POP but another one did, we use the action cost of the input sequen-

tial plan for the former approach. Values in boldface are the minimum

for each row. All four models perform similarly, a result reflected in

the bootstrap paired t-tests showing no significant differences. The

Tpp domain is the only one that appears to have variation, an obser-

vation that we further explore below (see Figure 10).

Average Total Action Cost

Dom OMILP+S
O OMILP+S

C T MILP+S OmaxSAT
C

Dep 42.30 43.86 42.30 42.30
Dri 26.80 26.80 26.80 26.80
Log 91.11 91.94 91.11 91.14
Rov 35.2 35.2 35.2 35.2
Tpp 91.5 94.05 91.82 85.95
Zen 33.1 33.1 33.1 33.1
Mean 59.81 60.74 59.87 58.95

Table 2: Solution quality in terms of total action cost.

Mean Log10 Number of Linearizations

Dom OMILP+S
O OMILP+S

C T MILP+S OmaxSAT
C

Dep 9.24 8.55 11.17 10.95
Dri 6.66 6.81 6.79 6.81
Log 18.01 18.76 18.70 18.76
Rov 14.82 15.05 15.05 15.05
Tpp 9.75 8.06 10.53 10.58
Zen 7.64 7.84 7.82 7.84
Mean 11.06 10.97 11.75 11.72

Table 3: Solution quality in terms of linearizations (logarithmic).

In Table 3 we report the average logarithmic number of lineariza-

tions considering instances for which all four models return a feasi-

ble solution with the same action cost and for which we successfully

count the number of linearizations: 93 instances in total. Values in

boldface represent the maximum in each row. As in Experiment 1,

we generate the linearizations through a depth-first search with a 30-

minute time limit per instance. T MILP+S performs at the same level as

the closed ordering constraint models (OMILP+S
C and OmaxSAT

C ) while

OMILP+S
O trails substantially. Bootstrap paired t-tests indicate no sig-

nificant differences between any pair in terms of the mean number

of linearizations while reflecting the pattern in the table in terms

of the mean of the logarithm of the number of linearizations: both

T MILP+S andOmaxSAT
C have a significantly higher log mean number of

linearizations than OMILP+S
O (p ≤ 0.01).

Computational Effort We compare the models with respect to so-

lution times, focusing on the strengthened formulations – we evaluate

the effect of the strengthening below (see Figure 11). Figure 7 shows

a performance profile depicting the number of instances solved to

optimality over time.OMILP+S
O and T MILP+S each solved 119 instances

out of 138, whileOMILP+S
C andOmaxSAT

C each solved 111 instances, all

of which were also solved by the other methods.

For the 111 instances solved by all methods,OMILP+S
O and T MILP+S

were faster than the other approaches in all but one case. On aver-

age,OMILP+S
O and T MILP+S were approximately 27 times and 20 times

faster than OmaxSAT
C , respectively. A scatter plot comparing the run

times of T MILP+S and OmaxSAT
C for all instances is depicted in Figure

8. The plot comparingOMILP+S
O andOmaxSAT

C on the same basis is sim-

ilar. The speedups obtained both by OMILP+S
O and T MILP+S are likely

due to a smaller formulation when compared to other models. As

noted above, the number of constraints in OMILP+S
C (which is derived

directly from OmaxSAT
C ) grows cubically with the number of actions,

while in OMILP+S
O and T MILP+S the growth is quadratic. This explana-

tion is supported by Figure 9, which indicates that the difference in
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Figure 7: Performance profile (in log scale) for Experiment 2.
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Figure 8: Run time comparison between T MILP+S andOmaxSAT
C (in log-

arithmic scale).

run times between T MILP+S and OmaxSAT
C is positively correlated with

the number of actions in the original plan.

All models grow linearly with the number of threats in the plan,

here encoded by Constraints (2), which now becomes more relevant

to the size of both OMILP+S
O and T MILP+S. Figure 10 depicts the run

time of T MILP+S as a function of the number of threat ordering con-

straints for each domain, and strongly suggests a direct correlation.

The 19 instances that were unsolved by OMILP+S
O and T MILP+S are

from the Tpp domain and have more than 10,000 threats.

The Effect of the Strengthening Constraints In Figure 11 we

plot run time comparisons between the pairs of base and strengthened

models. The effect is significant for the instances that take longer

than one second to solve. On average, the strengthened models are

one order of magnitude faster than their corresponding base models.

Summary of Results The performance profiles in Figures 6 and 7

clearly show the superior performance of T MILP+S and OMILP+S
O over

OmaxSAT
C in terms of problem solving efficiency. Figure 11 demon-
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Figure 9: Run times of OmaxSAT
C and T MILP+S and number of actions

in the original plan (in logarithmic scale).
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Figure 10: Run time performance of T MILP+S and number of threat

ordering constraints (in logarithmic scale).

strates that the run time advantage is largely a result of the valid

inequalities that we derived. The solution quality results are more

nuanced, showing no significant differences in action cost in Exper-

iment 2 or in mean number of linearizations in either experiment.

The mean logarithmic number of linearizations does show superior-

ity for T MILP+S over OmaxSAT
C in Experiment 1 and for both T MILP+S

and OmaxSAT
C over OMILP+S

O in Experiment 2.

9 Related Work
The problem of generating a flexible POP from an initial set of ac-

tions has been theoretically [1] and empirically [8, 18] investigated.

Do and Kambhampati [8] studied the problem of generating a flex-

ible order-constrained plan by minimizing the number of ordering

constraints in a plan. Unlike POPs, order-constrained plans allow for

concurrent execution of multiple actions, which can invalidate the

plan if two interfering actions (i.e., a1 ∈ delf and a2 ∈ addf∪pref )

overlap during execution. Do and Kambhampati [8] ordered all pairs

of interfering actions with ordering constraints. Because we assume
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a sequential execution, we do not need to enforce the ordering of all

such interfering actions unless a causal link is threatened. Therefore,

we relax Do and Kambhampati’s [8] ordering constraint definition to

form our open ordering constraint definition.

Muise at al. [18] focused on the problem of finding a POP with

minimum total action cost and, among all such minimum POPs, the

one that minimizes the number of ordering constraints under transi-

tive closure, given an initial sequential plan. The authors showed that

minimizing the number of ordering constraints under transitive clo-

sure is positively correlated with the number of linearizations in the

POP and developed the MaxSAT model denoted as OmaxSAT
C above.

10 Conclusion

We presented three mixed-integer programming models for convert-

ing a sequential plan to a POP by optimizing a combination of action

cost and one of three different proxy functions: the number of open

ordering constraints [8], the number of closed ordering constraints

[18] and a novel proxy, temporal flexibility. We proved, through a

set of counter-examples, that none of these functions dominates the

others in terms of the number of linearizations in the resulting POPs.

We then added valid strengthening constraints to these models, re-

sulting in approximately an order of magnitude improvement in per-

formance. Finally, we demonstrated that the two MILP models based

on open ordering constraints and temporal flexibility achieve solu-

tion quality equal to that of the previous state-of-the-art MaxSAT ap-

proach [18] with a decrease in run time of approximately one order

of magnitude.

An obvious direction for future work is to investigate the improve-

ment of the MaxSAT model through the encoding of temporal vari-

ables rather than closed ordering constraints. The ideas of Crawford

& Baker [6] and Frausto-Solis & Cruz-Chavez [11] may be useful

here. We would also like to investigate other proxy functions and

their relationship to POP flexibility.

A Appendix: Dominance Relations

To formally prove Proposition 4, Figures 12 to 15 present counter-

examples showing that there does not exist a dominance relation be-

tween any pair of the three proxy functions in terms of the resulting

number of linearizations in a POP. That is, it is not the case that op-

timizing one proxy function will always lead to more POP lineariza-

tions than optimizing one of the other two.

Each counter-example presents a planning problem with fluents

indexed by integers and two graphs presenting the POP found by op-

timizing two of the objective functions, respectively. The nodes rep-

resent the actions and arcs represent the ordering constraints under

the OO definition. For clarity, we do not show the causal links, the

action variables aI and aG, or the transitive closure. We use the nota-

tion obj1 � obj2 to represent the non-dominance of obj1 over obj2
with respect to the number of linearizations, where obj1 and obj2
represent a pair of proxy objectives. In order to show obj1 � obj2,

we optimize the set of actions with respect to both obj1 and obj2,

and show that L1 > L2, where Li is the number of linearizations of

objective i which counted through exhaustive enumeration. For each

POP example, we report the proxy objective functions optimized, and

the resulting |OO|, |OC |, T and L values.

Actions Pre Add Del

aI - 0 -
a1 0 1,7 -
a2 1 2,3,8 -
a3 0 6,9 4
a4 6 4,5,10 -
a5 4 2,3,11 -
a6 2,3,5 12 -
aG 7,8,9,10,11,12 - -

a1 a2

a3 a4 a5

a6 a1 a2 a6

a3 a4 a5

Figure 12: min. |OC | � max. T . Left: min. |OC |, |OO| = 5,

|OC | = 7, T = 16, L = 15. Right: max. T , |OO| = 5, |OC | = 8,

T = 18, L = 16.

Actions Pre Add Del

aI - 8,9,10 -
a1 8 0,3 -
a2 0 1,2,4 -
a3 0,1,2 5 -
a4 9 1,6 -
a5 10 2,7 -
aG 3,4,5,6,7 - -

a1 a2

a3

a4

a5

a5 a1 a2

a4 a3

Figure 13:max. T � min. |OC | andmax. T � min. |OO|. Left:
min. |OC | or min. |OO|, |OO| = 3, |OC | = 3, T = 14, L = 20.

Right: max. T , |OO| = 4, |OC | = 4, T = 15, L = 18.

Actions Pre Add Del

aI - 7 -
a1 7 2,3 0
a2 7 0,1,4 -
a3 0,7 1,2,5 -
a4 1,2,7 6 -
aG 3,4,5,6 - -

a1 a3

a2 a4

a1 a2

a3 a4

Figure 14: min. |OO| � min. |OC | and min. |OO| � max. T .

Left: min. |OC | or max. T , |OO| = 4, |OC | = 5, T = 4, L = 2.

Right: min. |OO|, |OO| = 3, |OC | = 6, T = 0, L = 1.

Actions Pre Add Del

aI - 10 -
a1 10 3,4,5 -
a2 3,4,10 0,1,2,6 -
a3 10 1,4,7 3
a4 1,10 2,8 -
a5 2,10 3,9 -
aG 5,6,7,8,9 - -

a1 a2 a3

a4a5 a3 a4

a5 a2

a1

Figure 15: min. |OC | � min. |OO|. Left: min. |OO|, |OO| = 4,

|OC | = 7, T = 10, L = 6. Right: min. |OC |, |OO| = 5; |OC | = 6,

T = 8, L = 5.
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On Distances Between KD45n Kripke Models
and Their Use for Belief Revision

Thomas Caridroit and Sébastien Konieczny and Tiago de Lima and Pierre Marquis 1

Abstract. In this paper, some distances between KD45n Kripke

models are introduced and investigated. We define several distances

between Kripke models, based on different criteria, inspired by var-

ious concepts such as bisimulation and propositional distances be-

tween valuations for different modal degrees. We study the proper-

ties of these distances. Such distances are useful for defining belief

change operators in multi-agent scenarios. We show that they can be

used to define belief revision operators based on the standard AGM

framework and suited to KD45n Kripke models.

1 INTRODUCTION

Distance proves to be a key concept for a number of applications. Es-

pecially, in knowledge representation, distances between interpreta-

tions (or between formulas) is a central notion on which many belief

change operators (belief revision operators, belief merging operators,

etc.) are anchored. Such operators are governed by a principle of min-

imal change, which consists in selecting the most plausible models

of a given constraint (the new piece of information in case of belief

revision, or the integrity constraints in case of belief merging), given

the current beliefs of the agent(s).

In some applications, a plausibility relation can be easily obtained

from the input, so that it can be used to rule the change operator.

However, in many cases, no such plausibility relation is directly

available. In such cases, it makes sense to derive a plausibility re-

lation from a preset distance. Thus, for instance, in (finite) classical

propositional logic, the Hamming distance (also called Dalal distance

[10, 17]), that is defined as the number of propositional variables two

valuations differ on, is often considered. When one has no particular

information on the application and on the logical dependencies of the

propositional variables, it is a reasonable assumption to consider that

the more variables in common in two interpretations, the closer they

are. Accordingly, in the classical propositional setting, many revision

operators [10, 17, 20, 21], update operators [12, 16], merging opera-

tors [19, 18] and other change operators are actually distance-based

ones.

Belief change in classical propositional logic has received much

attention so far. However, in numerous applications, agents have not

only beliefs about the world, but also beliefs about the beliefs of

other agents, which makes classical propositional logic inadequate.

The typical semantics for multi-agent epistemic (actually, doxastic)

frameworks relies on KD45n Kripke models. On the other hand,

though several approaches in epistemic logic settings aim at mod-

eling revision as a dynamic modality (see e.g., [22, 25, 6, 8, 24, 5]),

there are quite few works which tackled the problem of defining be-

1 CRIL, CNRS – Université d’Artois, France, email:{caridroit, konieczny,
delima, marquis}@cril.fr

lief change for epistemic logics in the standard AGM framework (see

mainly [3, 9]).

As defining concrete revision operators for Kripke models is

nowadays expected (see [14]), our aim in this work is to define such

revision operators for finite KD45n Kripke models. To do so, we first

investigate the notion of distance between such models. This turns

out to be a key step towards the definition of belief change operators

complying the standard AGM framework, and suited to multi-agent

scenarios.

As far as we know, only one distance has been pointed out so far

for measuring the extent to which Kripke models are different. This

distance was reported in [2] and concerned the revision of subjective

epistemic models. Subjective epistemic models represent the beliefs

of one agent about the world and about the beliefs of the other agents,

whereas KD45n Kripke models represent the beliefs of an external

observer about the world and about the beliefs of the agents. To be

more precise, Aucher [2] presents a similarity degree between sub-

jective epistemic models, that can be straightforwardly translated into

a distance between KD45n Kripke models.

In the following, we point out distances between KD45n Kripke

models which are alternatives to this one. Such distances can also be

easily adapted to Aucher’s subjective models, and therefore be used

to define new revision operators in this setting as well [3]. Five new

distances between KD45n Kripke models are investigated. Three of

them are based on a weakening of the standard bisimulation relation

between Kripke models. The other two rely on an aggregation of

the propositional distances between the set of valuations for different

modal depths in the two models.

Beyond standard distance properties (indistinguishability, symme-

try, subadditivity and nonnegativity), three additional properties, that

are sensible for distances between KD45n Kripke models, are intro-

duced. In a nutshell, the first one expresses the fact that the higher the

modal depth of discordance (i.e., the higher the modal degree of the

formulas that are not satisfied in both models), the lower the distance

between the two models. The second property expresses that all dis-

cordances at a given modal depth should not be considered as equiv-

alent. The third property refines the second one by asking the dis-

tance between Kripke models to be based on a non-drastic distance

between the valuations of the worlds. When considering the applica-

tion of these distances to belief revision, we introduce a last property,

called boundedness property, that ensures that there are only finitely

many models to consider for computing the revision.

For each distance introduced, the properties of interest it satisfies

are identified. We show that three distances satisfy all the properties

under consideration and can be used as such for characterizing belief

revision operators based on the standard AGM framework, yet suited

to KD45n Kripke models.
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2 PRELIMINARIES
We are interested here in modeling the beliefs of several agents, each

of them having her own beliefs about the state of the world. Hence

we use a multi-agent epistemic logic. Let P be a finite, non-empty

set of propositional variables and A a finite, non-empty set of agents.

We consider the language L containing the classical propositional

language augmented by a belief modal operator Ba for each agent

a ∈ A. Formally, L is defined as follows:

ϕ ::= p | ¬ϕ | ϕ ∧ ϕ | Baϕ

A formula of the form Baϕ is read ”agent a believes that ϕ is

true”. The modal degree deg(ϕ) is defined as usual [7]:

deg(p) = 0 deg(ϕ ∧ ψ) = max (deg(ϕ), deg(ψ))

deg(¬ϕ) = deg(ϕ) deg(Baϕ) = 1 + deg(ϕ)

In order to give meaning to our formulas, and especially to opera-

tors Ba, we use the standard KD45n system for n agents [11]. Such a

system consists of the set of formulas in L that can be derived using

the following axioms and inference rules:

(TAU) All instantiations of propositional tautologies

(K) (Biϕ ∧ Bi(ϕ⇒ ψ))⇒ Biψ (Belief Distribution)

(D) ¬Bi⊥ (Belief Consistency)

(4) Biϕ⇒ BiBiϕ (Positive Introspection)

(5) ¬Biϕ⇒ Bi¬Biϕ (Negative Introspection)

(RM) From |= ϕ⇒ ψ and |= ϕ infer |= ψ (Modus Ponens)

(RN) From |= ϕ infer |= Biϕ (Belief Generalization)

The same set of validities can be captured using a semantic ap-

proach. The most common representation in this system is based on

Kripke models, defined as follows:

Definition 1 (Finite Pointed Kripke Model). A finite pointed

Kripke model is a tuple 〈W,R, V,w〉 whereW is a finite, non-empty
set of possible worlds, R = {Ra | a ∈ A}, where Ra ⊆ W ×W
is the binary accessibility relation on W for agent a, V = {Vv |
v ∈W}, where Vv : P→ {0, 1} is a valuation function that defines
the truth value of each propositional variable at the world v, and
w ∈W is the pointed world of the model.

We sometimes use Ra(w) to denote the set of possible worlds

which are accessible from w for agent a, namely, Ra(w) = {w′ |
(w,w′)∈Ra}.

LetM be a finite pointed Kripke model. We denote byM |= ϕ the

fact that the formula ϕ is satisfied inM . This is defined as usual for

the propositional connectives, and as follows for the operators Ba:

〈W,R, V,w〉 |= Baϕ if and only if ∀w′ ∈ W if w′ ∈ Ra(w) then

〈W,R, V,w′〉 |= ϕ
Two finite pointed Kripke models are equivalent if and only if they

are bisimilar, in the following sense:

Definition 2 (Bisimilarity). Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 be two finite pointed Kripke models. M and M ′

are bisimilar, noted M ↔–M
′, if and only if there is a bisimulation

Z ⊆W ×W ′.

Definition 3 (Bisimulation). Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 be two finite pointed Kripke models. Let Z ⊆
W × W ′. Z is a bisimulation if and only if (w,w′) ∈ Z and for
all (v, v′) ∈ Z:

1. Vv = V ′
v′ and

2. if ∃u ∈ W such that (v, u) ∈ Ra, then ∃u′ ∈ W ′ such that
(v′, u′) ∈ R′a and (u, u′) ∈ Z, and

3. if ∃u′ ∈ W ′ such that (v′, u′) ∈ R′a, then ∃u ∈ W such that
(v, u) ∈ Ra and (u, u′) ∈ Z.

Let K be the set of KD45n finite pointed Kripke models. In what

follows, we refer to Kripke models as a short for models of K. A

formula ϕ ∈ L is valid (noted |= ϕ) if and only ifM |= ϕ, for every

finite pointed Kripke modelM ∈ K.

Two bisimilar models may have different number of worlds. This

means that, depending on how distances between two bisimilar mod-

els are computed, one may end up with a non-null distance. However,

we need to look at the very information conveyed by each model, and

not to be distracted by a particular representation. So we need to use

some kind of normal form. We take the corresponding minimal mod-

els, defined in the sequel, as “normal forms”.

With each KD45n Kripke model, a minimal model which corre-

sponds to its bisimulation contraction can be associated [7]:

Definition 4 (Minimal Finite Pointed Kripke Model). Let M =
〈W,R, V,w〉 be a finite pointed Kripke model. M is a minimal fi-

nite pointed Kripke model if and only if there is no model M ′ =
〈W ′, R′, V ′, w′〉 such thatM ↔–M

′ and |W | > |W ′|.

Finite pointed Kripke models are similar to nondeterministic au-

tomata. But the latter can be transformed into deterministic ones eas-

ily. The resulting model is sometimes exponentially larger, though.

Given a finite pointed Kripke model M , the problem of finding a

minimal model associated with it is similar to the problem of mini-

mizing the number of states in a deterministic finite automaton. An

algorithm for it can be easily adapted from the one given in [15].

We note that, as in the deterministic finite automata case, the mini-

mal model is unique. We denote by μ(M) the minimal finite pointed

Kripke model corresponding toM . We clearly haveM ↔– μ(M).
The height of a possible world v in a finite pointed Kripke model

M , noted heightM(v), is the length of a shortest path between

the pointed world of M and v. The height of a model M (noted

height(M)) is, as usual [7], the largest n such that there is a world

of height n inM .

3 DISTANCES BETWEEN FINITE KRIPKE
MODELS

We start with the notion of distance between Kripke models:

Definition 5 (Distance). A distance between two Kripke models is a
mapping d from K2 to R which satisfies the properties:

(D1) d(M,M ′) = 0 iffM ↔–M
′ (indistinguishability)

(D2) d(M,M ′) = d(M ′,M) (symmetry)
(D3) d(M,M ′′) ≤ d(M,M ′) + d(M ′,M ′′) (subadditivity)
(D4) d(M,M ′) ≥ 0 (nonnegativity)

The following properties taken from [1] are consequences of prop-

erties (D1) – (D4):

Lemma 1. Let d be a mapping from K2 to R. If d satisfies the prop-
erties (D1) – (D4), then d satisfies:

(DK1) IfM =M ′ then d(M,M ′) = 0
(DK2) IfM ↔–M

′ then d(M,M ′) = 0
(DK3) IfM ′ ↔–M

′′ then d(M,M ′) = d(M,M ′′)
(DK4) IfM ′ ↔–M

′′ then d(M ′,M) = d(M ′′,M)
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Lemma 2. Let d be a mapping fromK2 to R. If d satisfies (D1)-(D4),
then d cannot satisfy:

(DK5) d(M,M ′′) ≥ d(M,M ′) + d(M ′,M ′′)
(DK6) d(M,M ′′) = d(M,M ′) + d(M ′,M ′′)

To define distances on KD45n Kripke models we consider some

additional expected properties. First, we must introduce a modifica-

tion function that is used to change the valuation of a world w′ in a

modelM to match the valuation ϑ.

Definition 6 (Modification Function). Let M = 〈W,R, V,w〉,
w′ ∈ W , and ϑ a valuation. We denote by M(ϑ → w′) the model
obtained by changing the valuation of w′ by ϑ, defined as follows:

M(ϑ→ w′) = 〈W,V ′, R, w〉 where

V ′ = {Vv|v 	= w′} ∪ {Vw′ |∀p ∈ P, Vw′(p) = ϑ(p)}

We can now define the additional properties:

(D5) ∀M = 〈W,R, V,w〉, ∀w′, w′′ ∈ W , ∀ϑ, ϑ′, if

heightM(w′) < heightM(w′′) and M ′ = M(ϑ → w′)
and M ′′ = M(ϑ → w′′) with Vw′ 	= ϑ 	= Vw′′ , then

d(M,M ′) > d(M,M ′′).
(D6) ∃M = 〈W,R, V,w〉, ∃w′ ∈ W , ∃ϑ, ϑ′ such that M ′ =

M(ϑ → w′) andM ′′ = M(ϑ′ → w′) with ϑ 	= Vw′ 	=
ϑ′, and d(M,M ′) 	= d(M,M ′′)

(D7) There is a non-drastic propositional distance 2 dV such

that ∀M = 〈W,R, V,w〉, ∀w′ ∈ W , ∀ϑ, ϑ′, if M ′ =
M(ϑ→ w′) andM ′′ =M(ϑ′ → w′) and dV (ϑ, Vw′) <
dV (ϑ′, Vw′) then d(M,M ′) < d(M,M ′′).

(D5) expresses the fact that the higher the modal depth of dis-

cordance (i.e., the higher the modal degree of the formulas that are

not satisfied in both models), the lower the distance between the two

models. Basically, this property has to be evaluated by considering

the use of epistemic models for making strategic decisions. As a mat-

ter of illustration, consider a card game, or any imperfect information

game (like Cluedo, for instance). Then it is more harmful for a player

A to make a mistake about the beliefs of another playerB (since this

piece of beliefs is used for making many strategic decisions), rather

than to be mistaken with the beliefs ofB about the beliefs ofA about

the beliefs of B.

(D6) expresses that not all discordances at modal degree k are

equivalent, which means that one has to do better than the drastic

dichotomous distance (same/different) between (the two valuations

of) two worlds.

(D7) stipulates that the distance between two models must be

based on a non-drastic propositional distance between valuations.

Clearly, (D7) is more demanding that (D6):

Proposition 3. Let d be a distance between Kripke models. If d sat-
isfies (D7), then d satisfies (D6).

4 PREVIOUS DISTANCES BETWEEN KRIPKE
MODELS

In [1], some measures between Kripke models have been pointed out.

Those measures have not been primarily defined for KD45n models

but can be adapted for this purpose, as follows.

2 A drastic propositional distance d is a distance between valuations such that
∃α ∈ N∗ for which d(ϑ, ϑ′) = 0 if ϑ = ϑ′ and d(ϑ, ϑ′) = α otherwise
(the usual drastic distance dD is recovered for α = 1).

Definition 7 (Kripke Distance [1]). Let M = 〈W,R, V,w〉 and
M ′ = 〈W,R′, V, w〉 be two Kripke models. δmin(M,M

′) =
δK(μ(M), μ(M ′)), with δK(M,M ′) =

∑
a∈A |Ra \R′a|.

Apart from not being symmetric, the fact that only the relations

of the two modelsM andM ′ can be different for the distance to be

defined is too restrictive for our purpose. Indeed, δmin does not sat-

isfy (D5), because it does not look at the depth of the worlds causing

the discordance between the models. And, as it does not check the

valuations of the worlds, it does not satisfy (D6) nor (D7).
In [2], a notion of similarity degree between Kripke models,

based on the notion of n−bisimulation, is proposed. This similar-

ity degree can be directly transformed into a distance. The notion

of n−bisimulation we use is slightly different from the one from

[7, 2, 4]. We do not impose any condition for the 0-bisimulation,

thus allowing any model to be 0-bisimilar to another one, even if their

pointed worlds are different. Intuitively, two models are n-bisimilar

(with n ≥ 1), notedM ↔–nM
′, if they are equivalent until a height

of n−1. Consequently, two n-bisimilar models satisfy the same for-

mulas with a modal degree at most n− 1.

Definition 8 (n-Bisimilarity). Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 be two pointed Kripke models. M and M ′ are n-
bisimilar, noted M ↔–nM

′, if and only if there is a n-bisimulation
Z ⊆W ×W ′.

Definition 9 (n-Bisimulation). LetM = 〈W,R, V,w〉 andM ′ =
〈W ′, R′, V ′, w′〉 be two pointed Kripke models. Let Z ⊆W ×W ′:

• Z is a 0-bisimulation.
• Z is a 1-bisimulation if and only if (w,w′) ∈ Z and Vw = V ′

w′ .
• Z is a (n + 1)-bisimulation (n > 1) if and only if (w,w′) ∈ Z

and for each (v, v′) ∈ Z:

1. Vv = V ′
v′ , and

2. if ∃u ∈ W such that (v, u) ∈ Ra, then ∃u′ ∈ W ′ such that
(v′, u′) ∈ R′a and ∃Z′ such that (u, u′) ∈ Z′, and

3. if ∃u′ ∈ W ′ such that (v′, u′) ∈ R′a, then ∃u ∈ W such that
(v, u) ∈ Ra and ∃Z′ such that (u, u′) ∈ Z′, and

4. Z′ is a n-bisimulation.

The next lemma follows immediately from Definitions 2 and 8.

Lemma 4. (∀n ∈ N,M ↔–nM
′) if and only ifM ↔–M

′.

Let us now recall the similarity degree defined in [2]:

Definition 10 (Similarity Degree [2]). LetM = 〈W,R, V,w〉 and
M ′ = 〈W ′, R′, V ′, w′〉 be two Kripke models, v ∈W and v′ ∈W ′,
S and S′ two finite sets of possible worlds. Let n = |W | · |W ′| + 1
and k ∈ N. We define the similarity degree sk(M,M ′) betweenM
andM ′ by:

· σ(v, v′) = max ( i
n
|〈W,R, V, v〉 ↔–i〈W ′, R′, V ′, v′〉 and i ∈

�0;n�)
· σ(S, S′) = 1

2
(avg{σ(s, S′)|s ∈ S} + avg{σ(S, s′)|s′ ∈ S′})

where σ(s, S′) = max{σ(s, s′)|s′ ∈ S′} and σ(S, s′) =
max{σ(s, s′)|s ∈ S}

· sk(M,M ′) = (σ(w,w′), avg{σ(Ra(w), Ra(w
′))|a ∈ A}, . . . ,

avg{σ(Ra1 ◦ · · · ◦ Rak (w), Ra1 ◦ · · · ◦ Rak (w
′))|∀i, ai ∈

A and ai 	= ai+1}).3

3 avg denotes here the average mapping and ◦ is used here for denoting
relation composition.
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σ(v, v′) measures a degree of similarity between the worlds v and

v′. Likewise, σ(S, S′) measures a degree of similarity between the

sets of worlds S and S′. To be more precise, σ(v, S′) is the degree

of similarity of a world v with S′. The degree of similarity between

S and S′ is just the average of such degrees. sk(M,M ′) is a tuple

which represents how much two Kripke models are similar relatively

to their respective modal depth. See [2] for more details and justifi-

cations about this similarity degree.

Based on this similarity degree, we can define a distance between

Kripke models. We add the distances between μ(M) and μ(M ′)
relative to their modal depth, by recovering the element of the tu-

ple sk(μ(M), μ(M ′)) corresponding to each depth. The distance

between these two models at a depth p ≤ k is given by the dif-

ference between 1 (the maximal degree) and the (p+1)th element of

sk(μ(M), μ(M ′)).

Definition 11 (Similarity Distance). Let M = 〈W,R, V,w〉 and
M ′ = 〈W ′, R′, V ′, w′〉 be two Kripke models. Let n= |W |·|W ′|+1.

dA(M,M ′) =
n∑

i=0

(1− sni (μ(M), μ(M ′)))

where sni (μ(M), μ(M ′)) is the (i+1)th element of the tuple
sn(μ(M), μ(M ′)).

The problem with those distances is that none of them satisfies the

expected properties introduced in the previous section:

Proposition 5. δmin and dA do not satisfy any of (D5), (D6) or
(D7).

In the next section we introduce new distances that will be proved

to satisfy the expected properties.

5 FAMILIES OF DISTANCES BETWEEN
KRIPKE MODELS

In the following, we define several families of distances Dd
m. Each

distance of a family Dd
m is defined for finite Kripke models con-

taining at most m worlds. Whatever the finite set of models under

consideration, the existence of anm suited to it is ensured by the fact

that all the models it contains are finite. For each family of distances

we point out, all distances will be considered between the minimal

models associated with the two Kripke models considered at start

(note the use of the μ minimisation function in the definitions). This

is necessary to ensure that bisimilar models are at a null distance, as

expected.

5.1 Bisimulation Distances

Here we exploit the ideas behind bisimulation in order to define dis-

tances betweens Kripke models. First, we introduce a useful result,

namely that there is a rank k from which a k-bisimulation implies a

(k+1)-bisimulation since we consider a finite set P of propositional

variables. In a first place, we prove a lemma which states that for two

Kripke models M = 〈W,R, V,w〉 and M ′ = 〈W ′, R′, V ′, w′〉,
if there is a n-bisimulation (n > 1) Z and (w,w′) ∈ Z ,

then the existence of a sequence of n − 1 worlds wi such that

wRw1Rw2R · · ·Rwn−1 implies the existence of a sequence of n−1
worldsw′i such thatw′R′w′1R

′w′2R
′ · · ·R′w′n−1, such that Z is a 1-

bisimulation and (wn−1, w
′
n−1) ∈ Z, and conversely.

Lemma 6. Let M = 〈W,R, V,w〉 and M ′ = 〈W ′, R′, V ′, w′〉
be two finite pointed Kripke models. Let Z ⊆ W × W ′, if Z is a
n-bisimulation (n > 1) and (w,w′) ∈ Z then:

1. if ∃v ∈ W such that wRa1 · · ·Ran−1v, then ∃v′ ∈ W ′ such
that w′R′a1

· · ·R′an−1
v′ and there exists a 1-bisimulation Z′

and (v, v′) ∈ Z′.4
2. if ∃v′ ∈W ′ such that w′R′a1

· · ·R′an−1
v′, then ∃v ∈W such

that wRa1 · · ·Ran−1v and there exists a 1-bisimulation Z′ and
(v, v′) ∈ Z′.

The following proposition, based on Lemma 6, shows that for a

given rank k, if two models are k-bisimilar, then they are (k + 1)-
bisimilar. k is taken here as the size of the largest set of worlds of

the two models, plus one. This result reinforces a similar result due

to Balbiani [2].

Proposition 7. LetM = 〈W,R, V,w〉 andM ′ = 〈W ′, R′, V ′, w′〉
be two Kripke models containing at mostm worlds. IfM ↔–m+1M

′,
thenM ↔–M

′.

We now use the notion of n-bisimulation to define a family of dis-

tances DdNB
m . To do so, we look at how deep the two Kripke models

under consideration are bisimilar, then we subtract that value to the

maximal possible value.

Definition 12 (n-Bisimulation-based Distance). Let M =
〈W,R, V,w〉 and M ′ = 〈W ′, R′, V ′, w′〉 be two Kripke models
containing at most m worlds. We denote by dNB(M,M ′) the dis-
tance betweenM andM ′, defined as follows:

dNB(M,M ′) = (m+1)−max (i |μ(M)↔–i μ(M
′), i∈�0;m+1�)

An illustration of this distance (and the other distances introduced

in the paper) can be found in the forthcoming Example 1.

It is easy to check that dNB satisfies (D5). Indeed, the purpose

of this distance is to look at how deep the two models are bisimi-

lar. Thus, when the modal depth of difference increases, the distance

between the models decreases. But since we do not consider the val-

uations of the worlds, dNB satisfy neither (D6) nor (D7).

Proposition 8.

1. dNB satisfies (D1)-(D4).
2. dNB satisfies (D5).
3. dNB satisfies neither (D6) nor (D7).

The next distance is based on an approximation of the notion of

bisimulation in which the valuations of the worlds may differ. Thus,

two models quite close to each other are considered as ε-bisimilar. In

this case, we first use a propositional distance d between valuations

from 2P × 2P to N, supposed to satisfy the usual distance proper-

ties (indistinguishability, symmetry, subadditivity and nonnegativity)

[23].

Definition 13 (dε-Bisimilarity). Let d be a propositional distance.
Let ε ∈ N. LetM = 〈W,R, V,w〉 andM ′ = 〈W ′, R′, V ′, w′〉 be
two Kripke models containing at mostm worlds.M andM ′ are dε-
bisimilar, notedM ↔–

d,εM ′, if and only if there is a dε-bisimulation
Z ⊆W ×W ′.

Definition 14 (dε-Bisimulation). Let d be a propositional distance.
Let ε ∈ N. LetM = 〈W,R, V,w〉 andM ′ = 〈W ′, R′, V ′, w′〉 be
two Kripke models containing at mostm worlds. Let Z ⊆W ×W ′.
Z is a dε-bisimulation if and only if (w,w′) ∈ Z and for all (v, v′) ∈
Z:
4 We use the notation wRa1 · · ·Ran−1v to abbreviate
wRa1w1Ra2w2....wn−2Ran−1v.
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1. d(Vv, Vv′) ≤ ε, and
2. if ∃u ∈ W such that (v, u) ∈ Ra, then ∃u′ ∈ W ′ such that

(v′, u′) ∈ R′a and (u, u′) ∈ Z, and
3. if ∃u′ ∈ W ′ such that (v′, u′) ∈ R′a, then ∃u ∈ W such that

(v, u) ∈ Ra and (u, u′) ∈ Z.

Similarly to the n-bisimulation (family of) distance(s), we can

use the notion of dε-bisimulation to establish a family of distances

DdEBd
m . We seek here for the smallest possible ε so that both models

are dε-bisimilar.

Definition 15 (dε-Bisimulation-based Distance). Let d be a propo-
sitional distance. Let ε ∈ N. Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 two Kripke models containing at most m worlds.
We denote by dEBd(M,M

′) the distance between M and M ′, de-
fined as follows:

dEBd(M,M
′) = min{ε | μ(M)↔–

d,ε μ(M ′)}.

It is clear that the distance dEBd does not satisfy (D5). Indeed,

here, we seek for an epsilon regardless of the depth of the discor-

dance between the models. But, as we somehow check the valuations

of the worlds causing the discordance, if a non-drastic propositional

distance d is used, dEBd satisfies (D7) and thereby (D6).

Proposition 9.

1. Given any propositional distance d (from 2P × 2P to N), dEBd

satisfies (D1)-(D4).
2. dEBd does not satisfy (D5) in general.
3. For any non-drastic distance d (from 2P×2P to N), dEBd satisfies

(D6) and (D7).

The ideas of the two previous “weak” bisimulations can be taken

together:

Definition 16 (dε-n-Bisimilarity). Let d be a propositional dis-
tance. Let ε ∈ N. Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 be two Kripke models containing at mostmworlds.
M andM ′ are dε-n-bisimilar, notedM ↔–

d,ε
n M

′, if and only if there
is a dε-n-bisimulation Z ⊆W ×W ′.

Definition 17 (dε-n-Bisimilation). Let d be a propositional dis-
tance. Let ε ∈ N. Let M = 〈W,R, V,w〉 and M ′ =
〈W ′, R′, V ′, w′〉 be two Kripke models containing at mostmworlds.
Let Z ⊆W ×W ′:

• Z is a dε-0-bisimulation.
• Z is a dε-1-bisimulation if and only if (w,w′) ∈ Z and
d(Vw, V

′
w′) ≤ ε.

• Z is a dε-(n+1)-bisimulation (n > 1) if and only if (w,w′) ∈ Z
and for all (v, v′) ∈ Z:

1. d(Vv, V ′
v′) ≤ ε, and

2. if ∃u ∈ W such that (v, u) ∈ Ra, then ∃u′ ∈ W ′ such that
(v′, u′) ∈ R′a and ∃Z′ such that (u, u′) ∈ Z′, and

3. if ∃u′ ∈ W ′ such that (v′, u′) ∈ R′a, then ∃u ∈ W such that
(v, u) ∈ Ra and ∃Z′ such that (u, u′) ∈ Z′, and

4. Z′ is a n-bisimulation.

Clearly, we can also take advantage of the notion of dε-n-

bisimulation to establish another family of distancesDdENBγ
d

m . Here,

for each depth p, we look for the smallest ε such that both models

are dε-p-bisimilar. We also apply a discounting factor γ ∈ (0; 1] to

each of these distances. Thus, the deeper a difference between two

models, the less important for the distance between them.

Definition 18 (dε-n-Bisimulation-based Distance). Let d be a
propositional distance. Let ε ∈ N. Let M = 〈W,R, V,w〉 and
M ′ = 〈W ′, R′, V ′, w′〉 be two Kripke models containing at most
m worlds. Let γ ∈ (0; 1]. We denote by dENBγ

d (M,M
′) the dis-

tance betweenM andM ′, defined as follows:

dENBγ
d (M,M

′) =
m∑
i=1

(min(ε | μ(M)↔–
d,ε
i μ(M

′))× γ(i−1))

It is easy to show that, for a small enough discounting factor,

dENBγ
d satisfies (D5). Like we did it with dEBd, we check the valu-

ations of the worlds causing the discordance. Hence, again, if a non-

drastic propositional distance d is used, dENBγ
d satisfies (D7) and

(D6).

Proposition 10.

1. Given any propositional distance d (from 2P × 2P to N), and any
discounting factor γ, dENBγ

d satisfies (D1)-(D4).
2. Given any propositional distance d (from 2P× 2P to N), there is a
λ ∈ (0; 1] such that, for all γ < λ, dENBγ

d satisfies (D5).
3. For any non-drastic distance d (from 2P × 2P to N), dENBγ

d sat-
isfies (D6) and (D7).

5.2 Tree-based Distance
We now define a family of distances between Kripke models based

on the tree models that correspond to them. The idea is to unveil the

Kripke models into trees and to compare how much these trees can

be matched, by looking at the best matching.

Definition 19 (Tree Model). Let M = 〈W,R, V,w0〉 be a finite
pointed Kripke model. The tree model corresponding toM is a tuple
〈W ′, R′, V ′, w0〉 where:

(i) W ′ = {w0} ∪ {σ = w0a1w1a2 · · · an−1wn−1anwn |
(w0, w1) ∈ Ra1 , . . . , (wn−1, wn) ∈ Ran}

(ii) R′ = {R′a | a ∈ A}
(iii) R′a = {(σ, σaw) | σ, σaw ∈W ′}
(iv) V ′

w0
(p) = Vw0(p)

(v) V ′
σaw(p) = Vw(p)

Definition 20 (Tree Function). LetM = 〈W,R, V,w0〉 be a mini-
mal finite pointed Kripke model. We denote by τ(M) the tree model
corresponding toM .

Proposition 11. LetM = 〈W,R, V,w0〉 be a minimal finite pointed
Kripke model. τ(M) is bisimilar toM .

Assume that we want to measure the distance betweenM andM ′.
First, we generate the corresponding tree models A and A′. We take

advantage of the Hamming distance dh to compare valuations. We

measure the distance between the roots of two trees and make the

sum with the distance between the sub-trees of A and A′ as follows:

for each sub-tree α of A, we recursively seek for the sub-tree α′ of

A′ whose distance with α is the smallest. Once all pairs (α, α′) are

found, we make the sum of the distances and apply a discounting

factor γ ∈ (0; 1]. Note that an α can only match one α′. In the event

that a sub-tree α does not have a corresponding sub-tree, we make

it correspond to a fictitious sub-tree π which, is at a distance dmax

of α, where dmax is the maximum Hamming distance between two

valuations.

Let DdT πγ

m be a family of distances defined on a finite set M of

finite tree models containing at mostm worlds.
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Definition 21 (Tree-based Distance). Let M = 〈W,R, V,w〉 and
M ′ = 〈W ′, R′, V ′, w′〉 be two tree models containing at most m
worlds. Let γ ∈ (0; 1].

dT πγ(M,M ′) = h(w,w′) · γheightM(w)

+
∑
a∈A

dT πγa (τ(μ(M)), τ(μ(M ′)))

where

h(w ,w ′) =

{
dmax if w = π or w′ = π

dh(Vw, V ′
w′ ) otherwise

dT πγ
a (τ(μ(M)), τ(μ(M ′))) = min

b∈B
w,w′
a

(
∑

(v,v′)∈b

dT πγ

(
〈W,R, V, v〉,
〈W ′, R′, V ′, v′〉

)
)

Bw,w′
a = {b|b ∈ P((Ra(w) ∪ {π})× (R′

a(w
′)) ∪ {π}) and

Ra(w) ⊆ dom(b) and R′
a(w

′) ⊆ img(b)}

For a small enough discounting factor, dT πγ satisfies (D5). And,

as we compare the valuations of the worlds causing the difference

between the models, dT πγ satisfies (D7) and (D6).

Proposition 12.

1. Given any discounting factor γ, dT πγ satisfies (D1)-(D4).
2. ∃λ ∈ (0; 1] such that ∀γ < λ, dT πγ satisfies (D5).
3. Given any discounting factor γ, dT πγ satisfies (D6) and (D7).

5.3 Worlds Sets Distance
Finally, we define a family of distances DdWSγ

d
m . Each distance of

this family is based on a distance d between sets of worlds5, which

is itself based on a propositional distance (also noted d) between the

valuations associated with the worlds. Here we calculate, for each

height p, the distance between the two sets of valuations at a height

p. We also apply a discounting factor γ ∈ (0; 1] to each of the inter-

mediate distances.

Definition 22 (Worlds Sets Distance). LetM = 〈W,R, V,w〉 and
M ′ = 〈W ′, R′, V ′, w′〉 be two Kripke models containing at mostm
worlds and d be a distance between world sets. Let γ ∈ (0; 1]. We
denote by dWSγ

d (M,M
′) the distance betweenM andM ′, defined

as follows:
dWSγ

d (M,M
′)=F(σ0(μ(M), μ(M ′))), . . . , σn(μ(M), μ(M ′)))

where:
σ0(M,M

′) = d({w}, {w′});
σ1(M,M

′) = avg{d(Ra(w), R
′
a(w

′)) | a ∈ A};...
σn(M,M

′) = avg{d(Rai1
◦· · ·◦Rain

(w), R′ai1
◦· · ·◦R′ain

(w′))

| aik 	= aik+1 ∈ A};

F(σ0, . . . , σn) =
m∑
i=0

(σi · γi).

For example, we can take advantage of the Hausdorff distance [13]

that we adapt to KD45n models.

Definition 23 (Hausdorff Distance). LetW andW ′ be two sets of
worlds. We define the Hausdorff distance betweenW andW ′ by:

H(W,W ′) = max

(
max (min(dh(w,w

′)|w′ ∈W ′)|w ∈W )

max (min(dh(w,w
′)|w ∈W )|w′ ∈W ′)

)
5 d is supposed to satisfy the usual distance properties (indistinguishability,

symmetry, subadditivity and nonnegativity).

We denote by dWSγ
H the distance defined by Definition 22 using

the Hausdorff distance between worlds sets.

For any propositional distance d and a small enough discount-

ing factor, dWSγ
d satisfies (D5). As we check the valuations of the

worlds using a non-drastic distance d, dWSγ
d also satisfies (D7) and

so (D6). Contrastingly, if a drastic propositional distance D is used,

dWSγ
D satisfies neither (D7) nor (D6). Indeed, in this case, we do

not look at the discordance between the valuations of the worlds.

Proposition 13.

1. Given any propositional distance d and any discounting factor γ,
dWSγ

d satisfies (D1)-(D4).
2. Given any propositional distance d, ∃λ ∈ (0; 1] such that ∀γ < λ,
dWSγ

d satisfies (D5).
3. And, for any non-drastic distance d, dWSγ

d satisfies (D6) and
(D7).

5.4 Comparing Distances
Our distances capture different intuitions about how close two Kripke

models are. A key question when dealing with distances d is to de-

termine how fine-grained they are. Stating it formally calls for the

following notion of refinement:

Definition 24 (Refinement). Let d1 and d2 be two distances. d1
is at least as fine as d2 (denoted d1 ≥f d2) if and only if ∀a, b, c,
if d1(a, b) < d1(a, c) then d2(a, b) < d2(a, c) and if d1(a, b) =
d1(a, c) then d2(a, b) = d2(a, c).

Basically, a distance refines another one if it allows to obtain a

finer distinction between models. So, if a distance can be refined by

another (sensible) one, this can be seen as a flaw of the first, that does

not do the full discrimination work.

We can show that no such refinement relation holds between the

distances we have introduced:

Proposition 14. dNB, dEBh, dENBγ
h , dT πγ , dWSγ

D and dWSγ
H

are pairwise incomparable with respect to ≥f .

This result shows that we have obtained six truly different types of

distances.

Let us now illustrate the differences between these distances on a

small example.

Example 1. Consider the four models in Figure 1. The differences
between M1 and M2 are in w′1 and w′2 (height = 1). In the first
model agent 1 believes 0001 and agent 2 believes 1000, and in the
second model agent 1 believes 0011 and agent 2 believes 1100. The
difference between M1 and M3 is in w′′3 (height = 2). The differ-
ences betweenM1 andM4 are in w′′′3 , w′′′4 and w′′′5 (height = 2).
Table 1 reports the distances between those models. One can check
that dNB, dEBd, dENBγ

d , dT πγ , dWSγ
D and dWSγ

H do not order
these four models in the same way. Note also that the discounting
factor γ = 1/2 is not small enough to ensure that (D5) is satisfied
by each distance.

Another way to compare the distances under consideration is to

focus on the satisfaction of expected properties (D5)-(D7). Table 2

summarizes the obtained results.

6 USE OF DISTANCES FOR BELIEF REVISION
We show now how the families of distances considered in the previ-

ous sections can be exploited to revise Kripke models, or more gen-

erally finite sets of Kripke models. Indeed, since, revising a Kripke
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Figure 1: Four Kripke models

γ = 1/2 M1,M2 M1,M3 M1,M4 M2,M3 M2,M4 M3,M4

dNB 6 5 5 6 6 5
dEBh 1,000 4,000 1,000 4,000 1,000 3,000

dENBγ
h 0,938 1,750 0,438 2,250 0,938 1,312

dT πγ 2,500 1,000 0,500 3,500 3,000 1,000

dWSγ
D

7 0,500 0,125 0,469 0,625 0,969 0,469

dWSγ
H 0,500 0,500 0,469 1,000 0,969 0,719

Table 1: Distances between the models of Figure 1

(D5) (D6) (D7)
dNB √ × ×
dEBd × √# √#

dENBγ
d

√γ √# √#

dT πγ √γ √ √

dWSγ
d

√γ √# √#

Table 2: Distances and some properties they satisfy.
√

means satisfied by the distance,
√γ

means satisfied for a

small enough discounting factor,
√#

means satisfied if a

non-drastic distance is used, and × means not satisfied.

model by a formula could lead to several (but a finite number of)

models, being able to take account for such sets is indeed essential in

order to possibly iterate the revision.

Let α be a formula such that deg(α) = p and M′ be a finite

set of (finite, pointed KD45n) Kripke models containing at mostm′

worlds. In this case, each distance d of a family Dd
m is defined on a

finite set M of finite minimal Kripke models containing at most m
worlds such thatm = max (m′, |A|p · |P|p+1). Doing so, we ensure

that we can compare using d the models of M′ with the models of

α.

We denote by Mod(α) the set of minimal Kripke modelsM that

satisfy α. The revision ofM by α is a set of minimal Kripke models,

notedM◦ α. We expect from the revision operator ◦ that it satisfies

a set of rationality conditions, reminiscent to those proposed by Kat-

suno and Mendelzon in the case of classical propositional logic [17]:

(R1) M◦ α ⊆ Mod(α)
(R2) ifM∩Mod(α) 	= ∅, thenM◦ α =M∩Mod(α)
(R3) if Mod(α) 	= ∅, thenM◦ α 	= ∅
(R4) if Mod(α) = Mod(β), thenM◦ α =M◦ β
(R5) (M◦ α) ∩Mod(β) ⊆M ◦ (α ∧ β)
(R6) if (M◦ α) ∩Mod(β) 	= ∅,

thenM◦ (α ∧ β) ⊆ (M◦ α) ∩Mod(β)

In the case of classical propositional logic, Katsuno and Mendel-

zon gave a representation theorem for characterizing all revision op-

erators satisfying the expected conditions. This theorem is based on

the concept of faithful assignment. It is interesting to adapt this con-

cept to our framework to obtain conditions which are sufficient to

ensure the rationality of a revision operator:

Definition 25 (Faithful assignment). A faithful assignment is a
mapping that associates with any finite set M of minimal Kripke
models a pre-order ≤M on the set of Kripke models, such as:

◦ ifM1 ∈M andM2 ∈M, thenM1 4M M2 ;
◦ ifM1 ∈M andM2 	∈ M, thenM1 <M M2 ;
◦ ifM1 =M2, then ≤M1=≤M2

We have the following result:

Proposition 15. Let ◦ be a revision operator that associates with
any finite set M of minimal Kripke models and any formula α of L
a set of minimal Kripke models. If there exists a faithful assignment
that associates with each finite set of Kripke modelsM a nœtherian6

total pre-order ≤M such that M◦ α = min(Mod(α),≤M) , then
◦ satisfies (R1)-(R6).

Given a distance d between Kripke models and a finite set of

Kripke models M, we note for any Kripke modelM , d(M,M) =
min

M′∈M
(d(M,M ′)) and height(M) = max

M∈M
(height(M)). As M

is finite, we can ensure that d(M,M) and height(M) are defined.

On this basis, one can easily associate with d and M a total pre-

order ≤M by stating thatM1 ≤M M2 if and only if d(M1,M) ≤
d(M2,M).

To ensure that ≤M is nœtherian, we consider two additional con-

ditions on d:

Definition 26 (Bounded distance). A distance d is said to be
bounded if and only if for any finite set of finite pointed Kripke mod-
elsM, for any formula α of L such that deg(α) = k, for any Kripke
modelM2 such that

◦ M2 satisfies α;
◦ height(M2) > max (k + 1, height(M)),

there is a Kripke modelM1 such that

◦ M1 satisfies α;
◦ height(M1) ≤ max (k + 1, height(M));
◦ d(M1,M) ≤ d(M2,M).

Definition 27 (Minimal model condition). A distance d between
Kripke models satisfies the minimal model condition if and only if
for all modelsM1 andM2, d(M1,M2) = d(μ(M1), μ(M2)).

When d is bounded, for any model M2 ∈ Mod(α), we know

that there is a model M1 ∈ Mod(α) such that height(M1) ≤
max (deg(α) + 1, height(M)) and d(M1,M) ≤ d(M2,M). Yet,

there is a finite number of models M1 of Mod(α) (up to bisimula-

tion) verifying height(M1) ≤ max (deg(α) + 1, height(M)), this

ensure that ≤M is nœtherian.

6 A pre-order on a set E is nœtherian if there is no sequence of element of E
that is infinite and strictly decreasing for the pre-order.
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Definition 28 (Revision Operator). Let d be a bounded distance
verifying the minimal model condition. Let M be a finite set of
KD45n finite minimal pointed Kripke models and let α be a for-
mula. We assign to M a nœtherian total pre-order ≤d

M on KD45n

finite Kripke models, defined as follows:M1 ≤d
M M2 if and only if

d(M1,M) ≤ d(M2,M).
The revision operation ◦d associated with this pre-order ≤d

M is de-
fined semantically:

M◦d α = min(Mod(α),≤d
M).

SoM is closer to M thanM ′ when its distance with the models

ofM is lower than the distance ofM ′ to the models ofM.

Proposition 16. Let d be any bounded distance verifying the mini-
mal model condition. The revision operator ◦d satisfies (R1)-(R6).

The last point is to check whether some of the distances introduced

in the previous sections satisfy the relevant conditions. Fortunately,

this is the case:

Proposition 17. dNB, dEBd, dENBγ
h , dT πγ and dWSγ

H are
bounded and satisfy the minimal model condition.

Consequently, we can define AGM revision operators on the sets

of KD45n models based on the five distances dNB, dEBd, dENBγ
h ,

dT πγ and dWSγ
H. The distances dENBγ

h , dT πγ et dWSγ
H appear

as the most interesting ones (among those considered here), because

they also satisfy all the expected properties (D1)-(D7).
We now illustrate the five revision operators corresponding to

these distances.

Example 2. Let us consider the Kripke model M0 in Figure 2. In
this situation, agent 1 believes ¬x ∧ y, agent 2 believes x ∧ ¬y and
agent 3 believes x ∧ y. Agent 1 believes that agents 2 and 3 believe
x ∧ y, agent 2 believes that agent 1 believes x ∧ y and that agent 3
believes ¬x∧ y, agent 3 believes that agents 1 and 2 believe ¬x∧ y.
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Figure 2: Finite Kripke Model Before Revision

Let us look at the outcome of the revision of this model by the
formula α = x ∧ B1(¬y) ∧ B2(¬x) ∧ B3(¬x ∧ ¬y) for our five
revision operators ◦dNB, ◦dEBd , ◦dENBγ

d
, ◦dT πγ and ◦dWSγ

H
. We

are revising the model M0 by changing the real world and beliefs
about the real world of the three agents.

Figure 3 shows two Kripke models M1 and M2. Although both
models M1 and M2 are selected as models resulting from the revi-
sion 7 using the operators ◦dNB, ◦dEBd and ◦dENBγ

d
,M2 is the only

model resulting from the revision of M0 by α using the operators
◦dWSγ

H
and ◦dT πγ .

Let us consider ◦dNB. Since the valuation of the pointed world
must change to satisfy α, all the models of α are equidistant from
M0. Let us now consider ◦dEBd and ◦dENBγ

d
. Since the valuation of

the world accessible for agent 3 must completely change (from xy

7 And many other models that we can not list here for lack of space.
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Figure 3: Finite Kripke Models After Revision

to xy) to satisfy α, this time again, all models of α are equidistant
fromM0. Finally, for ◦dT πγ and ◦dWSγ

H
, as the associated distances

consider the valuation of each world at each height of the model, a
closest model is one which coincides withM0 but for the valuations.
Thus, dT πγ and dWSγ

H appear as the most appropriate distances
for defining distance-based revision operators.

In [2] the modeled revision is a subjective revision, which means

that the new information is received by one of the agents of the sys-

tem (thus, after the revision, subjective models of this agent will be

modified). Here, the revision which is defined is that of the observer

of the multi-agent system, which describes the real world and the

beliefs of the agents.

7 Conclusion

In this paper we have investigated distances between KD45n Kripke

models. The aim was to characterize revision operators based on

these distances. We have identified properties that expected distances

should satisfy, introduced new distances verifying those properties,

and showed that these distances are incomparable with respect to

refinement. Then, we have shown that the representation theorem in

terms of faithful assignment defined by Katsuno and Mendelzon [16]

can be adapted to define the revision of a KD45n Kripke model by

a formula. Finally, we have shown that all the distances we defined

can be used to define distance-based revision operators.

Clearly enough, the distances defined here make sense for other

classes of Kripke models than KD45n ones. However it is not clear

that the set of expected properties should remain the same. Identify-

ing reasonable conditions to be satisfied by distances when revising

preferences, programs, etc. is a perspective for further research.
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15-17, 2015. Proceedings, pp. 175–185, (2015).

[10] Mukesh Dalal, ‘Investigations into a theory of knowledge base revi-
sion: preliminary report’, in Proceedings of the AAAI Conference on
Artificial Intelligence (AAAI’88), pp. 475–479, (1988).

[11] Ronald Fagin, Joseph Y. Halpern, Yoram Moses, and Moshe Vardi,
Reasoning about Knowledge, The MIT Press, 1995.

[12] Kenneth D. Forbus, ‘Introducing actions into qualitative simulation’,
in Proceedings of the 11th International Joint Conference on Artificial
Intelligence. Detroit, MI, USA, August 1989, pp. 1273–1278, (1989).
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Unsupervised Activity Recognition Using Latent Semantic
Analysis on a Mobile Robot

Paul Duckworth, Muhannad Alomari, Yiannis Gatsoulis, David C. Hogg, Anthony G. Cohn 1

Abstract. We show that by using qualitative spatio-temporal ab-

straction methods, we can learn common human movements and

activities from long term observation by a mobile robot. Our novel

framework encodes multiple qualitative abstractions of RGBD video

from detected activities performed by a human as encoded by a skele-

ton pose estimator. Analogously to informational retrieval in text cor-

pora, we use Latent Semantic Analysis (LSA) to uncover latent, se-

mantically meaningful, concepts in an unsupervised manner, where

the vocabulary is occurrences of qualitative spatio-temporal features

extracted from video clips, and the discovered concepts are regarded

as activity classes. The limited field of view of a mobile robot repre-

sents a particular challenge, owing to the obscured, partial and noisy

human detections and skeleton pose-estimates from its environment.

We show that the abstraction into a qualitative space helps the robot

to generalise and compare multiple noisy and partial observations in

a real world dataset and that a vocabulary of latent activity classes

(expressed using qualitative features) can be recovered.

1 Introduction
Unsupervised learning over long durations of time has the potential

to allow mobile robots to become more helpful, especially when co-

habiting human populated environments. Autonomous mobile robot

platforms are well suited to continuously update their own knowl-

edge of the world based upon their observations and interactions, us-

ing unsupervised learning frameworks. Such robots can be adaptable

to their surroundings, the particular time of day, or a specific individ-

ual being detected, saving considerable time and effort hard-coding

specific information. Understanding what activities occur in which

regions and when, allows the robot to adjust its own behaviour, or

assist in the task it believes is being undertaken.

The aim of our work is to understand human activities taking place

from long term observation of real world scenarios. We present a

novel unsupervised, qualitative framework for learning human ac-

tivities in a real world environment, which is deployed on an au-

tonomous mobile robot platform, seen in Figure 1. The challenge is

to learn semantically meaningful human activities by observing mul-

tiple people performing everyday activities, and learn a vocabulary

which can describe them.

The first main challenge is that each observed activity is likely

to be carried out with particular variations, e.g. opening a door with

opposite hands. This is called intra-class variation, which our qualita-

tive framework deals with well. A second major challenge is that our

robot’s on-board sensors only grant our system a partial and mobile

view of the world. Using recent advancements in human pose esti-

mation techniques it obtains incomplete and noisy observations of

1 School of Computing, University of Leeds, UK.
email: p.duckworth, scmara, y.gatsoulis, d.c.hogg, a.g.cohn}@leeds.ac.uk

Figure 1. A Metralabs Scitos A5 mobile robot was used to capture and
learn human activities in a real-world environment.

detected humans performing everyday tasks. Our framework helps

alleviates these problems by using a qualitative spatial representa-
tion (QSR) as an effective abstraction method. This allows the sys-

tem to compare observations based upon key qualitative features and

learn common patterns in an abstracted space, instead of their exact

metric details which can arbitrarily differ. For example, if a person

reaches for a mug on the desk, the exact xyz coordinates of their

hand or mug are not important, but the action of approaching and

grasping the mug is a useful human activity to learn and understand.

To the best of our knowledge, we are the first to combine Latent

Semantic Analysis (LSA) [13] with a qualitative spatial representa-

tion to recover human activity classes, and a vocabulary to explain

them, from a challenging and realistic mobile robot activity dataset.

In the following sections, we provide formal details of the qualitative

abstractions used throughout the paper, and introduce our activity

learning framework methodology. Briefly, the system architecture is

shown in Figure 2 and consists of:

1. Detection of humans using an RGBD sensor on a mobile robot;

the system estimates and tracks the main skeleton positions. This

is introduced formally in § 3.

2. Transformation of the skeleton pose estimates into a qualitative

space; qualitative calculi are used to abstract the detected metric

coordinates of the person’s joint positions. These positions are ab-

stracted first in the camera coordinate frame with respect to the

other estimated joints, and secondly, in the map coordinate frame

relative to key landmark objects. The qualitative representations

used are introduced in § 4.

3. A code book of unique qualitative features is identified by ex-

tracting all paths up to some length k, through an interval graph

representation of each observation; this is presented in § 4.1.

4. Finally, we use Latent Semantic Analysis (LSA) to recover se-

mantically meaningful (latent) concepts which exist in the fea-

ture space. The latent concepts retrieved become our semantically

meaningful activity classes which are used to explain human ac-

tions. This is presented in detail in § 5.
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Figure 2. System Architecture.

We build upon a technique used previously [16]; however, in pre-

vious work only a single coordinate point of the detected human

in the map frame of reference was used to learn common motion

behaviours throughout a region of space. We extend this here by

adding the estimated skeleton pose of the detected person into the

framework, allowing us to generate more detailed and specific activ-

ity classes from observations.

Our learning methodology consists of first encoding a video clip

(of a detected human) as the occurrences of its qualitative spatio-

temporal features which is used as a feature vector to represent the

activity. We analyse the collection of feature vectors analogous to

a corpus of text documents, looking for semantically similar struc-

tures and features (words) that commonly co-occur; these are used

to define a vocabulary over which to describe human activities. In-

stead of documents containing multiple words, our video clips con-

sist of multiple qualitative spatio-temporal features. The activity tak-

ing place in the video is akin to learning the document’s context. We

use term frequency-inverse document frequency (tf - idf) [32] scores

to weight the observations based upon the importance of the qualita-

tive features observed. For example, if a qualitative feature is present

in every video clip, it is given a very low score, as opposed to fea-

tures which occur less frequently which have a higher score. Finally,

we use Latent Semantic Analysis (LSA) [13] to recover latent con-

cepts, effectively semantically clustering qualitative features which

commonly co-occur together. This provides information about which

qualitative features are used to represent each activity class and is

used to define a vocabulary.

We present more information on each of these steps in the follow-

ing sections, and introduce a new, publicly available human activity

dataset captured from a mobile robot in § 6. Analysis and results val-

idating our approach are presented in § 7 and 8, before conclusions

are drawn in § 9.

2 Related Work

There is a considerable literature which aims to understand, recog-

nise or detect human motions and activities from video data. There is

a long standing field of research in video surveillance, where it is im-

portant to be able to track human movements in a particular area. This

can be thought of as learning motion patterns in a 2D image plane,

and many statistical approaches have been applied [4, 21], along

with neural network approaches [22, 24], and also clustering tech-

niques [30]. These approaches make no inference as to what activity

the tracked object might be performing, as usually more information

is needed about the object to make that conclusion. The research area

of activity recognition is broad and its aim is to not only keep track

of objects in a scene, but also to draw a conclusion into what they

might be doing. More specifically, human activity recognition aims

to understand what action a person is performing in the observed

scene. There have been many approaches to this task; the majority

use data collected from static RGB cameras, but also more recently

from RGBD depth sensors. For a more detailed comparison on gen-

eral activity recognition techniques, the reader is pointed to survey

papers which cover the topic using RGB cameras [25, 39, 42] and

3D RGBD cameras [2, 45]. However, similarly to surveillance sys-

tems, the majority of approaches in these surveys use a static camera

where the field of view does not change and the view point is usu-

ally carefully chosen so as to maximise information recorded. The

key difference to our work, is that a human activity recognition sys-

tem deployed on a mobile robot has a changing field of view. This

presents a challenging and partial view of the environment, making

the observations within a class vary greatly.

Activity recognition from mobile robots is a much more recent

field of research, mainly due to the advancements in probabilistic

robotics [38]. This has allowed mobile robots to have much more

reliable mapping, localisation, and navigation frameworks. Activity

recognition using a mobile robot has previously been performed, al-

beit in a strictly supervised setting. Simple, whole body activities

have been learned and recognised using the position and height of a

person’s detected face [20]. More recently, the locations of estimated

skeletal joints have been abstracted using qualitative 3D cone bins to

create histograms [44], pose trajectory descriptors [9] and also joint

location covariance descriptors [23]. These approaches create a com-

pact and viewpoint invariant representation which is similar to our

approach using Ternary Point Configuration Calculus (which is in-

troduced in § 4). A combination of these descriptors are used in [19]

on a spontaneous-actions dataset collected from an environment pop-

ulated by humans, by patrolling a university student area. An SVM

learning methodology is used to classify the different activity classes.

The key difference between these approaches and our work is that our

activity learning is performed in an unsupervised manner. Supervised

learning involves annotating each activity observed, and labelling it

with the action that is performed before learning can occur. This is

unsuitable for a long term patrolling mobile robot since the number

of detections obtained is very large. Our method is unsupervised and

does not need human input to decide what activity classes to learn. A

further advantage is that our methodology is adaptable to changing

environments, as it selects the most frequently observed co-occurring

qualitative features to define classes.

Similar to a mobile robot field of view, is the recent literature

which performs activity recognition from egocentric vision. Qual-

itative representations have been used in a system to assist with

assembling-like tasks from an egocentric perspective [5]; human

robot interactions are recognised in [44] using a mixture of skeleton

pose estimate features, optical flow and STIP features; early recogni-

tion of actions is performed in [34]. However, each of these egocen-

tric approaches use a supervised methodology, which are unsuitable

for our long-term autonomous robot.

Many different visual features are used throughout the literature to

accurately describe human actions. The authors of [36] define three

types of invariance that they use to distinguish between different hu-

man actions. They specify that a system should be view invariant,

execution rate invariant and finally anthropometric invariant. Our

qualitative methodology also satisfies each of these conditions by

abstracting and comparing activity observations in a qualitative fea-

ture space. The authors present an action classification system which

uses action exemplars resulting from projecting the joint angle posi-

tions into a subspace, and comparing across frames. Although their

technique uses a similar representation of the estimated skeletal po-

sitions, it also requires the exemplars of each action in a supervised

manner unlike our approach.

There is a large literature which uses qualitative spatial represen-

tations to abstract metric visual data. The Qualitative Trajectory Cal-
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culus (introduced in § 4), has been used to represent human danc-

ing activities [8]. The authors use a sophisticated infra-red motion-

capture system to detect the exact position of each dancer’s body

which allows them to recover repetitive patterns which are associ-

ated with specific dance actions. There is also previous work which

uses a distance based qualitative feature, defined by the distance be-

tween joints and objects (in particular the floor) [46]. The authors

detects abnormal events in daily living activities such as elderly peo-

ple falling; however this analysis is also performed in a supervised

setting, using an SVM and data collected from a static a RGBD cam-

era. A related unsupervised approach uses a qualitative representa-

tion to recover repeated events in a static camera dataset consisting

of multiple aeroplane turnarounds [37]. The events learned are struc-

tured events which occur often between similar tracked vehicles in

the dataset, and the view point is static. However, similarly to our

work, the authors us qualitative relations to reduce the effect of vari-

ations between observations. Qualitative relations are also used with

Inductive Logic Programming (ILP) to learn activities from the same

aeroplane turnaround dataset [15] but in a supervised manner.

To the best of our knowledge, we are the first to combine LSA

with a qualitative spatial representation to learn human activities

from a challenging and realistic mobile robot activity dataset. Our

qualitative representation abstracts metric observations and takes in-

spiration from [37, 16]. Previous works have used LSA and pLSA

(probabilistic LSA) for learning activity categories in an unsuper-

vised setting, although not from a mobile robot using qualitative fea-

tures. Approaches have been developed using low-level STIP fea-

tures [28], local shape context descriptors on silhouette images [47],

and a combination of semantic and structural features [43, 26]. These

approaches are not performed with the variability of a mobile robot’s

frame of reference, and were restricted to a single person in the scene

during the training phase, unlike ours which can encode feature vec-

tors for multiple people in the scene simultaneously. Further, a major

problem cited in the literature is “The lack of spatial information

provides little information about the human body, while the lack of

longer term temporal information does not permit us to model more

complex actions that are not constituted by simple repetitive pat-

terns” [28]. Descriptive spatial-temporal correlogram features have

been used previously to attempt to address this issue [35], however,

their approach still suffers from low-level image processing frailties,

and the requirement for a single person in the scene during training.

We address and partially alleviate this problem by using semantically

meaningful qualitative features extracted from an interval graph rep-

resentation. Such features encode more “longer term temporal infor-

mation” than used in the previous works. Further, our code book of

features is adaptable to the environment of the robot, and can contain

qualitative relations with semantic landmarks which help understand

more complex interactions with key regions, or objects.

3 Skeleton Pose Estimates
Our aim is to understand human activities taking place from long

term observations over a varied environment. In this section, we first

introduce the input data, followed by the qualitative representation

used, and finally describe the auto-generated codebook of qualitative

features which results in a term-document matrix representation.

A mobile robot is used to detect humans as they pass within the

field of view of its RGBD sensor. The system is hardware indepen-

dent and modular, although we use an OpenNi skeleton tracker [29]

to first detect the human, then estimate and track 15 main positions

of the human skeleton, roughly corresponding to 15 joint positions

(at approximately 30Hz). An example of this is given in Figure 3

(left), where the estimated skeletal joint positions have been detected

using the depth information. Also shown (right) is one region of

the global map. The detected person in camera frame coordinates

is transformed into the map frame of reference; using the robot’s

location and orientation of the camera (fitted atop a pan-tilt unit).

The global map frame is semantically labelled with key regions and

landmark objects in advance, which can be seen as brightly coloured

CAD (Blender) models in the image (best viewed in colour).

Figure 3. (left:) Skeleton pose estimate at a single timepoint, overlaid onto
the original RGB image. (right:) Semantic global map frame.

Formally, we define one skeleton joint pose as an xyz Carte-

sian coordinate in the camera coordinate frame along with a cor-

responding xyz position in the map coordinate frame, i.e. j =
(id, x, y, z, xmap, ymap, zmap). A skeleton pose then comprises of

a collection of joint poses, one for each estimated skeletal joint of

the detected human, i.e p = [j1, j2, . . . jn], where n = 15 using

the OpenNi tracker (i.e. 15 joints are estimated and tracked). For a

detected human, we obtain a sequence of skeleton poses over a time

series of detections, and generate a skeleton activity. This is defined

as S = [p1, p2, . . . , pt, . . . ], where each pt is the detected skele-

ton pose at timepoint t. Note that there are no restrictions placed

on t, i.e. each skeleton activity comprises of an arbitrary number of

frames and therefore skeleton poses. This depends only upon how

long the person is detected by the robot’s sensors, and this variation

is a major difficulty when using real world data to learn activities on

a mobile robot. We discuss how we represent the skeleton data in

order to achieve a learning framework next.

4 Qualitative Representation

Abstracting the metric skeleton data using a qualitative representa-

tion allows the robot to learn common and repeated activities being

performed over multiple observations, even if they vary metrically in

their execution. We introduce the qualitative representation used in

this paper, before describing the learning methodology in § 5.

Given a video clip containing a human, our system generates a

skeleton activity clip, as described above, which comprises of a se-

quence of skeleton poses (one per frame). Each skeleton pose con-

tains the tracked joints in both a camera coordinate frame and a map

coordinate frame. We abstract these exact metric coordinates using

a qualitative spatial representation (QSR) expressed in one or more

qualitative calculi, which are briefly introduced in this section. The

abstraction into a qualitative space allows for the comparison of mul-

tiple observations, and the potential to draw similarities which can be

used to understand the activities observed. For example, if a person

raises their hand above their head and waves, the exact xyz coordi-

nates of their hand or head are not important. It is the relative move-

ment between the two which captures the possible “waving” activity.

Likewise, “wave” is an activity which can occur using either hand

and as in some earlier literature, the exact joint is abstracted to its

joint type when using qualitative calculi; hence the activity is learned
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and recognised from observations using either hand (where “hand”

is the joint type).

Another reason for representing the data in a qualitative space is

that a mobile robot only observes a small section of the world at once

from using its on board sensors. The data captured represents only a

fraction of the human’s total movements in the scene. For example,

before a human enters the robot’s field of view, the robot has no in-

formation about that person, such as which door the person came

through, or their intentions. We therefore consider the robot as only

partially observing the person’s movements. The person also may

only appear in the field of view for a few seconds, during which lim-

ited time the joint pose estimates can be noisy and inaccurate. Con-

versely, a person might be performing a static activity and detected

for thousands of frames (poses). This variation is a major difficulty,

which abstracting the data into a qualitative space helps to alleviate.

In this paper, we use the following qualitative calculi to abstract

our activity skeleton data:

1. Ternary Point Configuration Calculus (TPCC) [27]

2. Qualitative Trajectory Calculus (QTC) [14]

3. Qualitative Distance Calculus (QDC) [10]

In these calculi QSRs can be computed from raw xyz data over a

series of skeleton poses (frames) using the publicly available ROS

library we helped developed [17]. Given recent literature on qual-

itative representations, all three appear appropriate to describe hu-

man actions qualitatively. However, it is not an exhaustive list and

other calculi could be explored (something that is out of scope of

this work). We briefly introduce and justify each here, with more in-

formation available on the QSRLib website [18].

Ternary Point Configuration Calculus (TPCC)

TPCC deals with point-like objects in the 2D-plane. It qualitatively

describes the spatial arrangement of an object, relative to two oth-

ers. e.g. it describes the referent’s position relative to the relatum and

origin. This is known as a relative reference system, where the origin

object is used as an anchor point. In the literature, a 2-dimensional

plane is often created from a pair of joints and the relative qualita-

tive location of a third joint is computed. This is equivalent to fixing

the origin and relatum to specific detected skeleton joints, and com-

puting the relative positions of each of the other joints. The TPCC

reference system is shown in Figure 4. The letters f, b, l, r, s, d, c

stand for: front, back, left, right, straight, distant, close, respectively.

The implementation details of our use of TPCC are given in § 7.

Figure 4. TPCC reference system [27], and overlaid onto a human.

Qualitative Trajectory Calculus (QTC)

QTC represents the relative motion of two points with respect to the

reference line connecting them, and is computed over consecutive

timepoints. It defines the following three qualitative spatial relations

between two objects o1, o2: o1 is moving towards o2 (represented

by the symbol −), o1 is moving away from o2 (+), and o1 is neither

moving towards or away from o2 (0). QTC represents relative motion

between two objects in a qualitative manner [40] and is considered

appropriate for understanding the person’s movements in the map

coordinate frame relative to key landmark objects. Further details of

our use of QTC are given in § 7

Qualitative Distance Calculus (QDC)

QDC expresses the qualitative Euclidean distance between two

points depending on defined region boundaries. The threshold

boundaries used in this paper are subject to sensitivity analysis, and

given in § 7. The intuition behind using QDC is based on the assump-

tion that human motion can be partially explained using distance rel-

ative to a key landmark. That is, a set of QDC relations localises

a person with respect to a reference landmark, and a change in the

QDC relations can help explain relative motion by the person.

4.1 Interval Representation

Many human activities observed by a mobile robot can be explained

by a sequence of primitive actions over a duration of time. For this

reason, we create a skeleton activity from the robot’s detections over

a number of consecutive poses (of arbitrary length). In this section,

we describe how we represent the time series of qualitative detections

as a feature vector in a qualitative feature space.

We use Allen’s Interval Algebra (IA) [3] to abstract and repre-

sent the temporal relations over the observed sequence of QSRs. We

abstract the metric skeleton joint coordinates in each skeleton pose

using the qualitative spatial calculi above, then compress repeated re-

lations into an interval representation. In the literature, this is equiv-

alent to computing a Qualitative Spatial Temporal Activity Graph
(QSTAG) from the observed skeleton activity [16, 18]. For example,

if the right hand appears to be moving towards the head (QTC rela-

tion: −), for τ consecutive poses, and then is static (0) with respect

to the head for τ ′ further poses, we compress this into an interval

representation consisting of two intervals: i1 = {‘−’, (0, τ − 1)}
and i2 = {‘0’, (τ, τ + τ ′ − 1)}, each maintaining the QSR value (or

set of values, one per calculi used) and the start and end timepoints.

The interval representation of this example is shown in Figure 5 (top

row); however an interval representation of a complete skeleton ac-

tivity contains a single row for each joint (or pairwise joints with

objects) that are encoded.

Figure 5. Interval representation of the relations between two skeletal
pairwise joints. (Best viewed in colour).

Taking any two intervals in this representation, it is possible to

calculate the temporal relation which holds between them using IA

temporal abstractions. IA is used to represent and reason with tem-

poral intervals and defines 13 qualitative relations corresponding to

seven temporal situations; for two intervals A,B possible temporal

relations are: A before B, A after B, A meets B, A overlaps B (for

a complete list refer to [3]). For example, the IA relation that holds

between the i1 and i2 intervals is “meets”. More detail of how we use

this temporal abstraction to create qualitatively meaningful features

to describe the video clip is given below.
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4.2 Extracting Qualitative Features
Once a skeleton activity video clip is represented as an interval rep-

resentation, which encodes the sequence of QSRs, we extract a set

of unique qualitative features which are used to describe the obser-

vation. We define a code book as the set of unique features extracted

from all observed skeleton activities, defined as [γ1, γ2, . . . ], where

each γi represents one qualitative feature observed in at least one

detected skeleton activity. The occurrence of each code word within

a skeleton activity allows us to encode a sparse feature vector de-

scribing it (with equal length to the code book). This is similar to

the Bag of Words technique, where words are represented by quali-

tative features extracted from the videos, and ignores their positional

arrangement. This technique facilitates the use of Latent Semantic

Analysis (LSA) which is described in § 5.

To extract the qualitative features, we first create the interval rep-

resentation for each skeleton activity in our dataset as above. We then

compute an Interval Graph from this representation [12], an example

of which can be seen in Figure 6 (encoding both rows present in Fig-

ure 5). The timepoints which are implicit in the intervals in Figure 5

are dropped in the interval graph in Figure 6; however the objects

and spatial relations involved (e.g. head, Rhand,‘−’) for i1, are still

retained in the interval graph (though not explicitly shown in the i′1
node in Figure 6).

Nodes are linked by directed edges if their intervals are tempo-

rally connected, i.e. there exists no temporal break between a pair

of intervals. The directed edges are labelled with their IA relation

which holds between the two intervals. Thus there is no edge if the

IA relation is before or after. Note, where two intervals occur at the

beginning or end of the video clip (and therefore beginning or end

of the interval representation), there is insufficient temporal informa-

tion to abstract over the intervals and there is no edge between these

nodes, e.g. there is no edge between i′1 and i′3 in Figure 6, as both i1
and i3 occur at the start of the observation.

Figure 6. Example Interval Graph.

Code words are generated by enumerating all paths through the

interval graph up to and including some fixed length k. This is a new

representation for extracting such qualitative code words, although it

has been inspired by recent literature [16, 37] 2. For the interval graph

shown in Figure 6, the unique code words extracted (where k = 2)

are generated by taking all paths up to length 2. This generates the

following set of code words: γ1 = i′1, γ2 = i′2, γ3 = i′3,

γ4 = i′4, γ5 = i′5, γ6 = (i′1 meets i′2), γ7 = (i′1 overlaps i′4),

γ8 = (i′2 overlaps i′4), γ9 = (i′3 meets i′4), γ10 = (i′4 meets i′5).

Each observed unique code word, is a path through the interval graph

and is equivalent to a valid graphlet in the literature [16]. A similar

2 Interval graphs can be viewed as a representation of a QSTAG [16, 18], in
which the temporal nodes are replaced by edges and the object nodes are
implicit within the layer 2 spatial episode nodes. We use interval graphs
rather than QSTAGs because appropriate code words can be more intu-
itively expressed.

distance based graph kernel is used to encode the code words, for

efficient graph comparisons [11].

The code words generated using this technique represent mean-

ingful durations of qualitative relations which were specifically ob-

served within the data. We represent each skeleton activity as a fea-

ture vector over this code book, which is therefore an efficient and

intuitive method for representing observed human activities. We give

the implementation details of the code book that is auto-generated

from the mobile robot’s observations in § 7.

5 Latent Semantic Analysis
Once each skeleton activity is represented as a feature vector (over

the auto-generated code book), we draw comparisons with Infor-

mation Retrieval systems and use Latent Semantic Analysis (LSA).

This is often used to semantically analyse a “term-document matrix”,

which describes a matrix of word counts over a corpus of documents.

In our case, the “terms” are the qualitative spatio-temporal features

extracted in our code book, and each “document” in a corpus is a

human activity video clip in our dataset. Therefore, creating a fea-

ture vector over our code book, for each skeleton activity, generates

a term-document matrix.

5.1 Term Frequency - Inverse Document
Frequency

Given a term-document matrix D of size (m × n), (where m =
|dataset| and n = |codebook|), we apply term frequency-inverse
document frequency weighting (tf-idf) to scale each qualitative fea-

ture by an importance weight depending upon its variation over the

whole dataset. It is calculated by the product of two statistics, term
frequency and inverse document frequency. The tf-idf value increases

proportionally to the number of times a word appears in a document,

and is inversely proportional to the frequency of the word in the en-

tire corpus, which is a measure of how much information that word

provides. We use this weighting to adjust for the fact that some qual-

itative features appear much more frequently in general than others.

For example, the QSR value between a person’s joints when in a

“resting position” will probably appear in the majority of video clips

in the dataset. Thus this feature is not informative to learn what ac-

tivity the person is performing, and will be given a low weighting.

To calculate the tf-idf scores, we use a Boolean term-frequency (tf)

weighting and a logged inverse document frequency (idf) weighting:

tf(t, d) = 1 if t occurs in d and 0 otherwise,

idf(t, D) = log
N

|{d ∈ D : t ∈ d}| .

where, t is a unique feature (term) in our code book, d is a video

clip (document) and N is the number of video clips in the dataset

(corpus). Then the tf-idf weights are calculated as:

tf idf(t, d ,D) = tf(t, d).idf(t, D).

5.2 Singular Value Decomposition
Once we have the dataset represented as tf-idf weighted feature vec-

tors, the aim is to recover the latent concepts in the data. To do this,

we use Singular Value Decomposition (SVD) to extract the singular

values, and the left/right singular vectors. This step is key, since the

decomposition provides information about the main concepts in the

data, along with which features are prominent in each concept.
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The technique is akin to finding the eigenvalues of the matrix. A

geometric interpretation is that the eigenvalues are the scaling values

of the matrix in each specific dimension, whereas the singular vec-

tors are the rotations. It is common to use SVD to obtain a low rank
approximation of a matrix C, as low eigenvalues are given to vectors

which appear as linear combinations of other vectors. This is one of

the reasons that LSA helps alleviate the effects of multiple features

being synonymous, which can be the case using sparse data. For an

(m× n) tf-idf weighted matrix, the number of non-zero eigenvalues

(and therefore singular values), is bounded by the rank of the matrix,

i.e. at mostmin(m,n). However, our aim is to only recover a small

number of latent concepts in our matrix, assuming the majority of

activities are repeated a number of times. To do this, we make use of

the fact that SVD ranks the singular values in non-increasing order

along the diagonal matrix Σ.

Given our tf-idf weighted, term-document matrix C, SVD per-

forms the matrix decomposition:

C = UΣV T ,

where U and V are the singular vectors (rotations around the axis),

whilst Σ is a non-increasing diagonal matrix containing the squared

eigenvalues ofC (i.e. the scaling values in each dimension). Examin-

ing the decomposition, the eigenvalues in the diagonal matrix Σ are

the latent concepts of the matrix, and can be thought of as the latent

activity classes encoded in the data. Further, the columns of the left

singular vector (U ) contain the eigenvectors ofCTC, and hold infor-

mation about which video clips are assigned to which latent activity

class (concept). Finally, the columns of the right singular vector V
contain the eigenvectors of CCT and tell us which qualitative fea-

tures are used to describe each activity class. This is akin to finding a

vocabulary to best describe human activities performed in real world

scenarios, in an unsupervised setting.

In the next section we introduce a dataset collected on our mobile

robot, and experiments we conducted to evaluate the methodology.

6 Activities Dataset
In this section, we present a new, real-world human activities dataset

captured using a patrolling Metralabs Scitos A5 mobile robot, which

can be seen in Figure 1. The dataset is captured by observing uni-

versity members of staff and students performing a set of common

every day activities in a real university environment. These are re-

garded as activity classes. The dataset provides difficult intra-class

variation due to different viewpoints and partial occlusions.

The robot is equipped with a laser range finder for mapping and

localization and is running ROS Indigo [31] and the full STRANDS

system [1]. It is equipped with two RGBD cameras; one chest

mounted for the purpose of obstacle avoidance, the other head

mounted and used to detect people in the environment using an

OpenNi skeleton tracker (introduced in § 3). Given a detected person

in the robot’s field of view, the camera records RGB images along

with the estimated skeleton poses, depth images, plus meta data about

the detection i.e. date, time of day, odometry data, region of map 3.

The dataset was collected over the period of one week. The robot

patrolled a pre-mapped space which can be seen in Figure 3 (right).

The robot’s schedule randomly selects between a set of pre-defined

waypoints to visit and its task once there, is to observe human activ-

ities occurring, often for a few hours at a time. During the week, we

detected 300 human instances performing 398 daily living activities.

3 The dataset collected, along with meta-data and software repository, is
available at: http://doi.org/10.5518/86.

Figure 7. Examples from Human Activities Dataset. The second row are
all examples from the same class. (Best viewed in colour).

A selection of example detections can be seen in Figure 7, where the

second row, shows three different views of the same activity class (as

judged by the ground truth labels).

To reduce any bias, the dataset was annotated by a group of inde-

pendent volunteers, who segmented each video clip into the human

activities occurring. It is these segments which form the basis for

the experiments in § 7. No restrictions were applied to the labelling,

and the activities could temporally or spatially overlap within the ob-

servations. As anticipated, the dataset is unbalanced with respect to

the number of each activity class observed (i.e. some activities were

observed more frequently than others), and the durations of each in-

stance vary greatly. The following is a complete list of the common

activities annotated, along with the number of occurrences: a: Mi-

crowave food (17); b: Take object from fridge (52); c: Use the water

cooler (26); d: Use the kettle (58); e: Take paper towel (35); f: Throw

trash in bin (50); g: Wash cup (66); h: Use printer interface (28);

i: Take printout from tray (22); j: Take tea/coffee (35); k: Opening

double doors (9). These instances are used during the experiments

sections below to highlight the unsupervised learning using interest-

ing human activities.

7 Experimental Procedure

Our experiments comprise one main task; to learn a representation

of human activities in an unsupervised setting. For this task, we use

the activity instances from the new human activities dataset captured

from our mobile robot introduced in the previous section. The main

steps of the flow diagram in Figure 2 have already been explained; the

implementation details and evaluation metrics are given here, results

are presented in § 8, and conclusions drawn in § 9.

Our experiments and results section is presented using the

“kitchen” region (defined by the yellow quadrilateral in Figure 3

(right)), which is considered the most interesting in the dataset. In

this region there are a total of 10 semantic landmark objects includ-

ing: printer, shelves, microwave, water cooler, tea/coffee pot, sink,
kettle, fridge, waste bin and paper towel dispenser. For the purpose

of evaluation and computational efficiency, we restrict the entire set

of 15 skeletal joints to a discriminative subset of 8 including; the

head, torso, left and right, shoulders, hands and knees. For general-

ity when encoding our unique qualitative features below, we do not

distinguish between the “left” or “right” shoulders, hands and knees,

e.g. the i′1 node in Figure 6 would contain (head, hand,‘−’).

7.1 Qualitative Features

For each activity instance, we generate a skeleton activity and ex-

tract QSR features from the metric observations. We do this in a two
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stage process, first abstracting the person’s relative joint positions in

the camera frame, and secondly, abstracting the joint positions rela-

tive to pre-defined semantic landmarks. This process generates two

sequences of QSR values that are used to create our term-document

matrix. The detail of each sequence is discussed below.

7.1.1 Camera Frame

For each skeleton activity Sm in our dataset ofM observations, we

have a sequence of t skeleton poses. This is referred to as Sm =
[p1, p2, . . . pt, . . . ], where each pi contains both camera coordinate

and map coordinate frame xyz positions of each joint being used.

For each pose in a skeleton activity, we compute TPCC relations for

each skeleton joint pose relative to the person’s centre line, using

the camera coordinate frame, which produces a sequence Qcam. We

define a person’s centre line by connecting the detected head joint

with the torso joint. This equates to fixing the origin and relatum

to the head joint pose and the torso joint pose respectively in each

frame, and describing the relative position of the referent (i.e. each

joint being described). All possible relational values are shown in

Figure 4. We obtain a sequence of TPCC relations relative to the

centre line Qcam, of length |Sm|.

7.1.2 Map Frame

To abstract the person’s position in the map frame we use both QDC

and QTC relative to key landmark objects in the same region as the

detected person. We create a sequenceQmap of QSR pairs (QDC and

QTC) of length |Sm| − 1 (since QTC relies on pairs of consecutive

timepoints, we remove the QDC value at t = 1 to obtain |Sm| − 1
pairs. We also remove t = 1 in Qcam.).

QTC was introduced in § 4, but in practice we use the QTCB11

variant [14]; since the landmark objects are static in the environ-

ment, we capture the relative motion between a joint and an object

with just a single QTCB11 value, instead of the usual tuple, i.e. the

values (+, 0), (−, 0) and (0, 0), are reduced to (+), (−) and (0)
respectively. Similarly, the threshold values used for the QDC re-

lations are: touch [0-0.25m], near (0.25-0.5m], medium (0.5-1.0m]

and ignore (>1m]. Although a comprehensive sensitivity analysis on

these values has not been performed, we found the above intuitive

considering the locations of the semantic landmarks in some regions

are not particularly well spaced out. An example sequence in Qmap,

hand-fridge : [(‘+’, ‘Near’), (‘+’, ‘Near’), (‘+’, ‘Medium’), . . . ], of

length |Sm| − 1.

7.1.3 Generating the Code Book

For each sequence of QSRs, described above, we create an inter-

val representation (by compressing repeated relations) and thus an

interval graph. During this process, we apply a median filter which

smoothes any rapid flipping between relations, owing to visual noise.

By using semantically meaningful QDC relations in the sequence

Qmap, we do not encode interval graph nodes for any timepoints

where the QDC value is “ignore”. This has the effect of creating a

sparse interval graph, leading to a more efficient process.

To produce our term-document matrix we extract the set of unique

qualitative features (code words) by enumerating paths up to some

length k, over all interval graphs in our dataset. Since the number

of paths increases exponentially with the number of interval nodes,

we use k = 4 and restrict the nodes on a path to encode at most

4 different objects. During this process, we apply a low-pass filter

over the unique paths, stipulating they must be observed a minimum

p number of times to be included in our code book; we found p = 5
appropriate for our task. This subset allows us to capture overlapping

qualitative features, between multiple object pairs which occur in the

observations. Finally, since the calculi used in each sequence are dis-

tinct, we merge the unique features into a single code book of length

6482 (using the parameters presented above).

Once we have a code book of unique qualitative features, we en-

code each skeleton activity Sm in our dataset into a feature vector

representation, as per § 4.2. We do this by first encoding all the

unique code words using a distance based graph kernel for efficient

graph comparisons [11]. Secondly, counting the occurrence of each

code word in the skeleton activity’s interval graph (by comparing to

the each extracted path). This process generates a vector of the oc-

currences of each path in each skeleton activity, which we stack to

create the (m x n) term-document matrixD, (wherem = |dataset|
and n = |codebook|).

7.2 Metrics
Since our approach is an unsupervised learning problem and it does

not know the labels of each emergent concept, we introduce two pop-

ular clustering metrics to evaluate the performance. Our system does

not know the label assignments and both metrics provide a score of

how closely two sets of labels match (for the same set of data). We

use this to compare the ground truth labels (assigned by volunteers),

to the emerged concepts from the LSA decomposition. The two met-

rics are, the V -measure [33] and Mutual Information [41].

The V -Measure is a combination of the homogeneity and com-
pleteness clustering metrics, given two sets of labels. Homogeneity

evaluates whether all the predicted clusters contain only data points

which are members of the same class; whereas completeness eval-

uates whether the member data points of a given class are all ele-

ments of the same predicted cluster. Both values range from 0 to 1,

with higher values desirable. The V -measure is computed using: v =
2[(homogeneity× completeness)/(homogeneity + completeness)].
The second popular metric for unsupervised learning is the Mutual

Information score. It can be computed with the following formula:

MI(U, V ) =

|U|∑
i=1

|V |∑
j=1

P (i, j)log
P (i, j)

P (i)P ′(j)
,

where P (i) is the probability of a random sample occurring in cluster

Ui, and P ′(j) is the probability of a random sample occurring in

cluster Vj .

8 Results
In this section, we present empirical results that the methodology

presented in this paper learns common human activities from unsu-

pervised observations. We demonstrate this by applying our learning

methodology, and experimental procedure, to the challenging human

activities dataset captured from a mobile robot, introduced in § 6. The

structure of this section is as follows; firstly, we evaluate the results

of our unsupervised LSA learning framework, using the clustering

metrics introduced above. This is supplemented by a comparison to a

commonly used supervised learning technique (an SVM) and an un-

supervised technique (k-means) used previously in [16]. Secondly,

we discuss the learned vocabulary over which each activity class is

defined as the occurrences of qualitative features over the code book.

The results presented here are generated by performing LSA onto

the term-document matrix D generated in the previous section. This

involves applying the tf-idf weights to the term-document matrix D
to obtain the weighted matrix C, and performing SVD as per § 5.

Figure 8 shows the resulting singular values extracted. It can be seen
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Figure 8. Singular values of LSA decomposition of the weighted,
term-document matrix (C). The x-axis represents the singular values, to the
maximum of rank(C). Threshold limit for further analysis shown in green.

that there is a limited number of “large” singular values (< 15) where

each represents a latent concept in the matrix; this is intuitive given

our dataset contains 11 ground truth activity classes. We threshold

and use only the largest singular values from Σ (threshold shown as

a green vertical line in Figure 8) and the cluster results for 10 latent

concepts are presented in Table 1 (we do not present a method for

automatically selecting the best threshold in an unsupervised setting

in this paper). The dataset contains 11 activity classes; however, the

unsupervised system does not know which ground truth labels match

each emergent concept.

Table 1 presents a comparison between our unsupervised LSA ap-

proach and two popular commonly used alternative methods, a su-

pervised approach (an SVM) which uses the ground truth labels,

and an an unsupervised k-means used in previous work [16]. The

three methods are compared based upon the same qualitative fea-

tures. The SVM was trained using 5-fold cross validation, with a

linear kernel, and where the code book was trained only once across

the whole dataset. It can be seen that the supervised approach ob-

tains 66.1% accuracy on the challenging dataset, and performs only

slightly better than the LSA when evaluating using clustering met-

rics, even though it has access to labelled training instances to cre-

ate decision boundaries. It can also be seen that LSA outperforms a

standard k-means implementation using 10 cluster centres (average

result presented over 10 runs, as with random chance classifier). We

interpret this as LSA generalising observations better than k-means,

since it considers qualitative features with similar meaning, i.e. iden-

tifying synonymy between dimensions, unlike k-means.

Metric LSA SVM k-means chance

V-measure 0.542 0.614 0.368 0.057

Homogeneity Score 0.520 0.617 0.280 0.057

Completeness Score 0.566 0.611 0.542 0.057

Mutual Information 1.180 1.407 0.637 0.130

Normalised MI 0.543 0.614 0.388 0.057

Accuracy N/A 0.661 N/A 0.113

Table 1. Experimental results comparing LSA, with a supervised linear
SVM, unsupervised k-means clustering and random chance clustering.

The results presented demonstrate 10 activity classes are recov-

ered from a challenging, real world, mobile robot dataset. The dataset

contains high intra-class variation, shown by multiple view points in

Figure 7, and activities that are often occluded and partially observed.

The results show the majority of these instances are successfully con-

sidered part of the same latent concepts (activity class). This shows

the qualitative descriptors used in the abstraction are viewpoint in-

variant and can handle large amounts of noise and variation during

the unsupervised learning phase.

8.1 Learned Vocabulary
As stated in § 5, the LSA decomposition recovers latent concepts in

the non-increasing diagonal matrix Σ. In this section, we are inter-

ested in the right singular vector V T . The vectors specify the rota-

tions around the axes whereby the importance of each feature can

be determined and a vocabulary defined for each activity class over

the auto-generated code book. For our recovered 10 concepts from

the above decomposition, V T (with shape |codebook|x10), contains

an assignment weight for each qualitative feature (code word), for

each latent concept. Two of the right singular vectors from the above

decomposition are plotted in Figure 9. We consider these singular

vectors as the recovered vocabulary over the latent activity classes

present in our dataset.

Figure 9. Two latent concepts learned from the LSA decomposition.

9 Conclusion
This paper has presented a novel, unsupervised framework for learn-

ing a vocabulary of qualitative features for many common daily liv-

ing activities, from a mobile robot. We demonstrated its effectiveness

at learning ten common activities in a new, real-world human activity

dataset with large intra-class variations present.

Our methodology abstracts the exact metric coordinates of a de-

tected person and landmarks, using multiple qualitative representa-

tions. It auto-generates a code book from observations, comprising

of qualitative descriptors which work particularly well with the oc-

cluded and changing field of view afforded by a mobile robot’s sen-

sors. Latent Semantic Analysis (LSA) is used to decompose the tf-idf

weighted, term-document matrix and recover latent concepts which

are regarded as the activity classes observed. The results presented

validate our methodology from a challenging dataset and we define

a vocabulary for each activity class over the qualitative code words.

Further work includes increasing the complexity and size of the

dataset, adding more data pertaining to more varied activities with

hierarchical dependencies. This would allow us to learn a hierarchi-

cal structure over the activity classes by successively relaxing the

number of concepts. We also plan on extending the LSA methodol-

ogy to a probabilistic framework, using techniques such as pLSA,

Latent Dirichlet Allocation [7] or Dynamic Topic Models [6].
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N. Van de Weghe, ‘A qualitative approach to the identification, visu-
alisation and interpretation of repetitive motion patterns in groups of
moving point objects’, International Arab Journal of Information Tech-
nology, 12(5), 415–423, (2015).

[9] A. Chrungoo, S.S. Manimaran, and B. Ravindran, ‘Activity recogni-
tion for natural human robot interaction’, in Social Robotics, 84–94,
Springer, (2014).

[10] E. Clementini, P. Di Felice, and D. Hernández, ‘Qualitative representa-
tion of positional information’, Artificial Intelligence, 95(2), 317 – 356,
(1997).

[11] F. Costa and K. De Grave, ‘Fast neighborhood subgraph pairwise dis-
tance kernel’, in Proc. 26th Int. Conf. on Machine Learning, pp. 255–
262, (2010).

[12] H. N. de Ridder et al. Information System on Graph Classes and their
Inclusions (ISGCI). www.graphclasses.org (Interval Graphs), 2016.

[13] S. Deerwester, S. T. Dumais, G. W. Furnas, T. K. Landauer, and
R. Harshman, ‘Indexing by latent semantic analysis’, Journal of the
American society for Information Science, 41(6), 391, (1990).

[14] M. Delafontaine, A. G. Cohn, and N. Van de Weghe, ‘Implementing a
qualitative calculus to analyse moving point objects’, Expert Systems
with Applications, 38(5), 5187 – 5196, (2011).

[15] K. S. R. Dubba, A. G. Cohn, and D. C. Hogg, ‘Event model learning
from complex videos using ILP’, in European Conf. on. Artificial In-
teligence (ECAI), (2010).

[16] P. Duckworth, Y. Gatsoulis, F. Jovan, N. Hawes, D. C. Hogg, and A. G.
Cohn, ‘Unsupervised learning of qualitative motion behaviours by a
mobile robot’, in Int. Conf. on Autonomous Agents and Multiagent Sys-
tems (AAMAS), (2016).

[17] Y. Gatsoulis, M. Alomari, C. Burbridge, C. Dondrup, P. Duckworth,
P. Lightbody, M. Hanheide, N. Hawes, and A. G. Cohn, ‘QSRlib: a
software library for online acquisition of Qualitative Spatial Relations
from Video’, in Workshop on Qualitative Reasoning (QR16), at IJCAI-
16, (2016).

[18] Y. Gatsoulis, P. Duckworth, C. Dondrup, P. Lightbody, and C. Bur-
bridge. QSRlib: A library for qualitative spatial-temporal relations and
reasoning. qsrlib.readthedocs.org, Jan 2016.

[19] I. Gori, J. Sinapov, P. Khante, P. Stone, and J. K. Aggarwal, ‘Robot-
centric activity recognition in the wild’, in Social Robotics, 224–234,
Springer International Publishing, (2015).

[20] D. Govindaraju and M. Veloso, ‘Learning and recognizing activities
in streams of video’, in Workshop on Learning in Computer Vision, at
AAAI, (2005).

[21] W. Hu, X. Xiao, Z Fu, D. Xie, and T. Tan, ‘A system for learning sta-
tistical motion patterns’, IEEE Trans. on Pattern Analysis and Machine
Intelligence, 28, 1450–1464, (2006).

[22] W. Hu, D. Xie, and T. Tan, ‘A hierarchical self-organizing approach
for learning the patterns of motion trajectories’, IEEE Trans. on Neural
Networks, 15, 135–144, (2004).

[23] M. E. Hussein, M. Torki, M. A. Gowayyed, and M. El-Saban, ‘Human
action recognition using a temporal hierarchy of covariance descriptors
on 3D joint locations.’, in Int. Joint Conf. on Artificial Inteligence (IJ-
CAI), (2013).

[24] N. Johnson and D. C. Hogg, ‘Learning the distribution of object trajec-
tories for event recognition’, in Proc. British Machine Vision Confer-
ence (BMVC), (1995).

[25] G. Lavee, E. Rivlin, and M. Rudzsky, ‘Understanding video events: A
survey of methods for automatic interpretation of semantic occurrences
in video’, IEEE Trans. on Systems, Man, and Cybernetics, Part C (Ap-
plications and Reviews), 39(5), 489–504, (Sept 2009).

[26] J. Liu, S. Ali, and M. Shah, ‘Recognizing human actions using multiple
features’, in IEEE Conf. on Computer Vision and Pattern Recognition
(CVPR), (2008).

[27] R. Moratz and M. Ragni, ‘Qualitative spatial reasoning about relative
point position’, Journal of Visual Languages & Computing, 19(1), 75–
98, (2008).

[28] J. C. Niebles, H. Wang, and L. Fei-Fei, ‘Unsupervised learning of
human action categories using spatial-temporal words’, International
Journal of Computer Vision, 79(3), 299–318, (2008).

[29] OpenNI organization. www.openni.org/documentation, 2016.
[30] C. Piciarelli, G. L. Foresti, and L. Snidaro, ‘Trajectory clustering and its

applications for video surveillance’, in IEEE Conf. on Advanced Video
and Signal Based Surveillance, (2005).

[31] M. Quigley, K. Conley, B. Gerkey, J. Faust, T. Foote, J. Leibs,
R. Wheeler, and A. Y. Ng, ‘Ros: an open-source robot operating sys-
tem’, Workshop on open source software at ICRA, 3(3.2), 5, (2009).

[32] A. Rajaraman and J. D. Ullman, ‘Data mining’, in Mining of Massive
Datasets, 1–17, Cambridge University Press, (2011).

[33] A. Rosenberg and J. Hirschberg, ‘V-measure: A conditional entropy-
based external cluster evaluation measure.’, in EMNLP-CoNLL, (2007).

[34] M.S. Ryoo, T. J. Fuchs, L. Xia, J. K. Aggarwal, and L. Matthies,
‘Robot-centric activity prediction from first-person videos: What will
they do to me”, in Proc. 10th Annual Int. Conf. on Human-Robot Inter-
action, pp. 295–302. ACM, (2015).

[35] S. Savarese, A. DelPozo, J. C. Niebles, and L. Fei-Fei, ‘Spatial-
temporal correlatons for unsupervised action classification’, in IEEE
Workshop on Motion and video Computing WMVC, (2008).

[36] Y. Sheikh, M. Sheikh, and M. Shah, ‘Exploring the space of a human
action’, in 10th IEEE Int. Conf. on Computer Vision. (ICCV), volume 1,
pp. 144–149. IEEE, (2005).

[37] M. Sridhar, A. G. Cohn, and D. C. Hogg, ‘Unsupervised learning of
event classes from video.’, in Association for the Advancement of Arti-
ficial Intelligence (AAAI), (2010).

[38] S. Thrun, W. Burgard, and D. Fox, Probabilistic robotics, MIT press,
2005.

[39] P. Turaga, R. Chellappa, V. S. Subrahmanian, and O. Udrea, ‘Machine
recognition of human activities: A survey’, IEEE Trans. on Circuits and
Systems for Video Technology, 18(11), 1473–1488, (2008).

[40] N. Van de Weghe, A. G. Cohn, P. De Maeyer, and F. Witlox, ‘Repre-
senting moving objects in computer-based expert systems: The over-
take event example.’, Expert Systems with Applications, 29, 977–983,
(2005).

[41] N. X. Vinh, J. Epps, and J. Bailey, ‘Information theoretic measures for
clusterings comparison: Is a correction for chance necessary?’, in Proc.
of the 26th Annual Int. Conf. on Machine Learning, (2009).

[42] D. Weinland, R. Ronfard, and E. Boyer, ‘A survey of vision-based
methods for action representation, segmentation and recognition’,
Computer Vision and Image Understanding, 115(2), 224–241, (2011).

[43] S.F. Wong, T. K. Kim, and R. Cipolla, ‘Learning motion categories us-
ing both semantic and structural information’, in IEEE Conf. on Com-
puter Vision and Pattern Recognition (CVPR), (2007).

[44] L. Xia, I. Gori, J. K. Aggarwal, and M. S. Ryoo, ‘Robot-centric ac-
tivity recognition from first-person RGB-D videos’, in IEEE Conf. on
Applications of Computer Vision (WACV), (2015).

[45] M. Ye, Q. Zhang, L. Wang, J. Zhu, R. Yang, and J. Gall, ‘A survey on
human motion analysis from depth data’, in Time-of-Flight and Depth
Imaging. Sensors, Algorithms, and Applications, 149–187, Springer,
(2013).

[46] C. Zhang and Y. Tian, ‘RGB-D camera-based daily living activity
recognition’, Journal of Computer Vision and Image Processing, 2(4),
12, (2012).

[47] J. Zhang and S. Gong, ‘Action categorization by structural probabilistic
latent semantic analysis’, Computer Vision and Image Understanding,
114(8), 857–864, (2010).

P. Duckworth et al. / Unsupervised Activity Recognition Using Latent Semantic Analysis on a Mobile Robot1070



Dichotomy for Pure Scoring Rules Under Manipulative
Electoral Actions1

Edith Hemaspaandra2 and Henning Schnoor3

Abstract. Scoring systems are an extremely important class of elec-

tion systems. We study the complexity of manipulation, constructive

control by deleting voters (CCDV), and bribery for scoring systems.

For manipulation, we show that for all scoring rules with a constant

number of different coefficients, manipulation is in P. And we con-

jecture that there is no dichotomy theorem.

On the other hand, we obtain dichotomy theorems for CCDV and

bribery. More precisely, we show that both of these problems are

easy for 1-approval, 2-approval, 1-veto, 2-veto, 3-veto, generalized

2-veto, and (2, 1, ..., 1, 0), and hard in all other cases. These results

are the “dual” of the dichotomy theorem for the constructive control

by adding voters (CCAV) problem from [14], but do not at all follow

from that result. In particular, proving hardness for CCDV is harder

than for CCAV since we do not have control over what the controller

can delete, and proving easiness for bribery tends to be harder than

for control, since bribery can be viewed as control followed by ma-

nipulation.

INTRODUCTION
Elections are an important way to make decisions, both in human

and electronic settings. Arguably the most important class of election

systems are the scoring rules. A scoring rule is defined by, for each

numberm of candidates, a scoring vector α1 ≥ α2 ≥ · · · ≥ αm. We

typically want these vectors to be somehow similar. This is captured

nicely by the notion of pure scoring rules from [4] where the length-

(m + 1) vector is obtained by adding a coefficient in the length-m
vector. Voters have complete tie-free preferences over the candidates,

and a candidate ranked ith by a voter receives a score of αi from that

voter. The winners are the candidates with the highest score.

We are interested in determining, for all scoring rules at once,

which of them give rise to easy computational problems and which

of them lead to hard problems. Theorems of that form are known

as dichotomy theorems, and have received a lot of attention in the

literature, e.g., in computational social choice [13] and satisfiability

problems ([19] and its many follow-ups). These results are in par-

ticular interesting due to Ladner’s classic result [16] that if P	=NP,

then there are problems in NP that are neither NP-complete nor solv-

able in polynomial time. For weighted scoring rules, in which each

voter has a weight w and counts as w regular voters, there are di-

chotomy theorems for all standard manipulative actions: manipula-

tion [13], bribery [9], and control [10]. The arguably more natural

unweighted case is much harder to analyze (since in the unweighted

1 Supported in part by NSF grant CCF-1101452 and by COST Action
IC1205. Work done in part while H. Schnoor visited the University of
Rochester supported by an STSM grant of Cost Action IC1205.

2 Rochester Institute of Technology, Rochester, NY, USA
3 Kiel University, Kiel, Germany

case we can only get hardness when the number of candidates is un-

bounded, whereas in the weighted case hardness already occurs with

a fixed number of candidates; since weighted dichotomy theorems

typically look at a fixed number of candidates, the results for the un-

weighted cases do not at all follow from the results for the weighted

cases). Despite the prevalence of scoring rules, there are only two

dichotomy theorems for the unweighted case, namely for the possi-

ble winner problem [4, 3] and for the constructive control by adding

voters (CCAV) problem [14].

In this paper, we look at bribery and manipulation for unweighted

scoring rules, and, since bribery can be viewed as deleting voters

followed by manipulation, we also look at the constructive control

by deleting voters (CCDV) problem.

For manipulation, we show that for all scoring rules for which

there is a constant upper bound on the number of different coeffi-

cients used for any number of candidates, the manipulation prob-

lem is in P. This subsumes all known polynomial-time results for

unweighted manipulation for scoring rules. We conjecture that there

is no dichotomy theorem for manipulation.

For bribery and CCDV, we obtain a dichotomy theorem for pure

scoring rules. In particular, we show exactly when these problems are

easy (in P) and that they are hard (NP-complete) in all other cases.

Interestingly, our characterization is the “dual” of the CCAV charac-

terization in the following sense: For every scoring rule f , the com-

plexity of f -CCDV (and of f -bribery) is the same as for dual (f)-
CCAV, where dual (f) is obtained from f by multiplying each entry

in a scoring vector by −1, and reversing the order of the vector.

These results are quite surprising: CCDV has less structure to en-

code hard problems into it than CCAV, but we still obtain the same

complexity characterization (modulo duality). On the other hand,

bribery can be seen as the combination of CCDV and manipula-

tion, but the complexity is the same as for CCDV. However, in an-

other sense bribery behaves very differently from CCDV: By slightly

changing the definition of the bribery problem (to a variant where a

subset of the voters is immune to bribery attempts), the complexity

of the problem increases from polynomial time to NP-completeness

for some generators, while the corresponding change never changes

the complexity of CCDV. In that sense, the complexity of CCDV is

much more robust than that of bribery.

The paper is structured as follows: In Section 1, we introduce rel-

evant definitions, including the specific problems we study in this

paper. In Section 2, we state our results on manipulation. Section 3

contains our dichotomy result for CCDV and bribery. Our individual

results for CDDV and bribery can be found in Sections 4 and 5, re-

spectively. We conclude with open questions in Section 6. Most of

our proofs can only be found in the full version of this paper, [15].
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1 PRELIMINARIES

An election consists of a non-empty, finite set of candidates and a

finite set of voters. Each voter is identified with her vote, which is a

linear order on the set of candidates. An election system or voting rule
is a rule that, given an election, determines the set of candidates who

are winners of the election according to this rule. A scoring vector for

m candidates is a vector (α1, . . . , αm) of integer coefficients, where

αi ≥ αi+1 for all 1 ≤ i < m. Such a vector defines a voting rule

for elections withm candidates by awarding, for each vote, αi points

to the candidate ranked in the i-th position of this vote, and defining

the candidates with the most points to be the election winners. A

scoring rule is an election system that for each number of candidates

applies an appropriate scoring vector. Such a system can be described

by a generator, which is a function f such that for each m ∈ N,

f(m) = (αm1 , . . . , α
m
m) is a scoring vector form candidates.

Well-known scoring rules are Borda (using f(m) = (m− 1,m−
2, . . . , 1, 0)), k-approval (using f(m) = (1, . . . , 1︸ ︷︷ ︸

k many

, 0, . . . , 0)) and

k-veto (using f(m) = (1, . . . , 1, 0, . . . , 0︸ ︷︷ ︸
k many

)) for natural numbers k.

We usually identify a generator with the election system it defines.

To capture that elections for different numbers of candidates

should use “similar” generators, we use the following notion [4]: A

generator f as above is pure, if for all m ≥ 1, the vector f(m) can

be obtained from the vector f(m + 1) by removing one coefficient

from the sequence. [14] contains a study of different notions of purity

for generators and the class of pure generators with rational numbers

contains all generators studied in that paper.

We now define standard manipulative actions: Control [2], manip-

ulation [1, 7], and bribery [9], for generators.

Definition 1.1. For a generator f , the constructive control problem

for f by deleting voters, f -CCDV, is the following problem: Given a
set of voters V over a set of candidates C, a candidate p ∈ C and a
number k, is there a subset V ′ ⊆ V with ‖V ′‖ ≤ k such that p is a
winner of the election if the votes in V − V ′ are evaluated using f?

A similar problem, the constructive control problem for f by
adding voters, called f -CCAV, asks whether p can be made a win-

ner by adding to V at most k voters from a given set of so-called

unregistered voters. In the manipulation problem for f , we are given

a set V of nonmanipulative voters and a set of manipulators, and

we ask whether p can be made a winner by setting the votes of the

manipulators, with no restriction on how these votes can be chosen.

Finally, the bribery problem for f asks whether p can be made a

winner by replacing up to k votes in V with the same number of ar-

bitrary votes. The problems f -CCDV, f -bribery, and f -manipulation

are easily seen to be in NP for all generators we study in this paper.

Two scoring vectors (α1, . . . , αm) and (β1, . . . , βm) are equiva-
lent if they describe the same election system, i.e., if for any election,

they lead to the same winner set. It is easy to see [14] that this is the

case if and only if there are numbers γ > 0 and δ such that for each

i, βi = γαi + δ. We say that f1 and f2 are ultimately equivalent
if f1(m) and f2(m) are equivalent for all but finitely many m. It is

easy to see that in this case, CCDV, bribery, and manipulation have

the same complexity for f1 and f2.

For algorithms, we need the function f to be efficiently com-

putable. A generator f is polynomial-time uniform if f(m) can be

computed in polynomial time, givenm in unary. (Givenm in binary,

polynomial time would not suffice to even write down a sequence of

m numbers.) For the remainder of this paper, a generator is always a

polynomial-time uniform pure generator with rational coefficients.

2 MANIPULATION
Our main result on manipulation is the following: Every genera-

tor f for which there is a fixed, finite upper bound on the num-

ber of coefficients that are used for any number of candidates has

a polynomial-time solvable manipulation problem. We mention that

this result also holds for generators that are not pure (but still are

polynomial-time uniform). We note that the special cases where f
generates k-approval or k-veto were shown in [21].

Theorem 2.1. Let f be a generator such that there is a constant
c such that for each number m of candidates, at most c different
coefficients appear in the vector f(m). Then f -manipulation can be
solved in polynomial time.

We give a proof sketch for a simple special case of the theorem,

namely generators f of the form f = (0, . . . , 0,−β,−α). With

great care, this proof sketch generalizes to the general case.

Proof. (Sketch) Consider an election instance with a preferred can-

didate p, a set of candidatesC = {c1, . . . , cm, p}, a set V of nonma-

nipulative voters, and a set of k manipulators. From V , we compute a

surplus surplus(c) = score(c)−score(p) for each c ∈ C, this can be

done easily as f is polynomial-time uniform. Clearly, we can assume

that all manipulators will vote p first.

The obvious greedy approach of having a manipulator rank a can-

didate with the largest surplus last will not always work: If β = 2,

α = 3, the surplus of c1 is 4, the surplus of c2 and c3 is 3, and we

have two manipulators, the only successful manipulation is to have

the manipulators vote · · · > c1 > c2 and · · · > c1 > c3 and so we

cannot put c1 last.

If there is a successful manipulation, then for all i ∈ {1, . . . ,m},

there are natural numbers xi and yi (the number of times ci is ranked

next to last / last by a manipulator) such that:

1. xi + yi ≤ k,
2.

∑
1≤j≤m xj = k,

3.
∑

1≤j≤m yj = k, and

4. surplus(ci)−βxi−αyi ≤ 0.

We define a Boolean predicate M such that

M(k, k, k, surplus(c1), . . . , surplus(cm)) is true if and only if

there exists a successful manipulation. M is defined as follows.

For  ≥ 0, M(k, kβ , kα, s1, . . . , s�) is true if and only if for all i,
1 ≤ i ≤ , there exist natural numbers xi and yi such that

1. xi + yi ≤ k,
2.

∑
1≤i≤� xi = kβ ,

3.
∑

1≤i≤� yi = kα, and

4. si − βxi − αyi ≤ 0.

It is immediate that if there is a successful manipulation, then

M(k, k, k, surplus(c1), . . . , surplus(cm)) is true. It is not so easy

to see that the converse holds. This is shown by induction on k. It

is easy to come up with a simple ad-hoc proof for the simple case

we are looking at here, but we will instead describe an approach that

generalizes to the general case.

The inductive step uses the following argument. If M(k +
1, kβ , kα, s1, . . . , s�) is true, let X = {ci | xi > 0} and let

Y = {ci | yi > 0}. Then the sequence (X,Y ) can be shown to

fulfill the “marriage condition,” which then, by Hall’s Theorem [12],

implies that there is a “traversal,” i.e., a sequence of distinct repre-

sentatives of this sequence of sets which then gives us a vote for one

of the manipulators. In this particular case, the traversal consists of

two distinct candidates (ci, cj) such that xi > 0 and yj > 0. Let one
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manipulator vote · · · > ci > cj , subtract 1 from xi and yj , subtract

β from surplus(ci), and subtract α from from surplus(cj). It follows

from the induction hypothesis that the remaining k manipulators can

vote to make p a winner.

Finally, we show by dynamic programming thatM is computable

in polynomial time for unary k, kα, kβ (this suffices to solve the ma-

nipulation problem in polynomial time). This holds since:

1. M(k, kβ , kα) is true if and only if kβ = kα = 0.

2. For  ≥ 1,M(k, kβ , kα, s1, . . . , s�) if and only if there exist nat-

ural numbers x� and y� such that:

(a) x� + y� ≤ k,
(b) x� ≤ kβ ,

(c) y� ≤ kα,

(d) s� − βx� − αy� ≤ 0, and

(e) M(k, kβ − x�, kα − y�, s1, . . . , s�−1).

Given Theorem 2.1 and the fact that manipulation for Borda is NP-

complete [5, 8], it is natural to ask whether the manipulation prob-

lem is NP-complete for all generators not covered by Theorem 2.1.

But this is extremely unlikely: Though our approach does not give

polynomial-time algorithms when the number of coefficients is un-

bounded, it will give quasipolynomial algorithms when the coeffi-

cients are small enough and grow slowly enough.

It is also conceivable that additional cases will be in P. Though a

general greedy approach seems unlikely (as manipulation for Borda

is NP-complete), a greedy approach for specific cases is still possible.

We conjecture that there is no dichotomy theorem for manipula-

tion for pure scoring rules, with different intermediate (between P

and NP-complete) complexities showing up.

3 CCDV AND BRIBERY DICHOTOMY

We completely characterize the complexity of f -CCDV and f -

bribery for every generator f . For each f , these two problems are

polynomial-time equivalent, and are polynomial-time solvable or

NP-complete. For the cases where f generates k-approval or k-veto,

the complexity classification is already stated in [17]. For CCDV,

the special case where f generates 1-approval was shown in [2].

For bribery, the special cases where f generates 1-approval or 1-

veto were shown in [9]. We also note the existence of an unpub-

lished manuscript that proves NP-hardness for bribery for genera-

tors of the form (α, β, 0, . . . , 0), where α and β are coprimes with

α > β ≥ 1 [6]. The remainder of this paper contains a proof sketch

of our following main result on CCDV and bribery:

Theorem 3.1. Let f be a pure, polynomial-time uniform generator.
If f is ultimately equivalent to one of the following generators, then
f -CCDV and f -bribery can be solved in polynomial time:

1. f1 = (1, . . . , 1, 0, 0, 0) (3-veto),
2. f2 = (1, 0, . . . , 0) (1-approval),
3. f3 = (1, 1, 0, . . . , 0) (2-approval),
4. for some α ≥ β ≥ 0, f4 = (0, . . . , 0,−β,−α) (this includes

triviality, 1-veto, and 2-veto),
5. f5 = (2, 1, . . . , 1, 0).

Otherwise, f -CCDV and f -bribery are NP-complete.

This dichotomy theorem mirrors the one obtained for CCAV

in [14] (modulo duality, see below). For the relationship of CCDV

and CCAV, this implies that the partition of voters into those that can

be affected by the controller and those who are immune to such at-

tempts does not have any influence on the complexity of our decision

problems for the class of generators we study.

In particular, our results imply that CCDV is “robust” in the fol-

lowing sense: The complexity of CCDV does not depend on whether

we add a bit to each voter stating whether she can be deleted or not.

This will be made formal below in our discussion of CCDV∗.

The situation is different for bribery: Generalizing the bribery

problem to allow marking some voters as “unbribable” increases

the complexity to NP-complete for some generators. As an exam-

ple of this phenomenon, we state the following result. (The version

of bribery defined here may be of independent interest, but is only

used here to highlight the differences between CCDV and bribery.)

Theorem 3.2. The variation of the bribery problem for
(0, . . . , 0,−1,−2) where each voter has a bit that states whether
this voter can be bribed or not is NP-complete.

4 CONTROL BY DELETING VOTERS

In this section we give an overview over our proof of the CCDV-part

of Theorem 3.1. In Section 4.1, we show that our CCDV polynomial-

time cases easily follow from a relationship to CCAV, whose com-

plexity was studied in [14]. Sections 4.2 and 4.3 then contain our

hardness results for CCDV.

4.1 Relationship between CCAV and CCDV and
CCDV polynomial-time cases

CCDV and CCAV are closely related as follows: For a generator f ,

let dual (f) be the generator obtained from f by multiplying each

coefficient with −1 and reversing the order of the coefficients (to

maintain monotonicity). Removing a vote in an f -election has the

same effect as adding the same vote in a dual (f)-election. Using

this observation, we show that f -CCDV reduces to dual (f)-CCAV

for all generators f . In particular, if dual (f)-CCAV can be solved in

polynomial time, then this is also true for f -CCDV. A similar relation

holds for weighted k-approval and k-veto elections [10].

The other direction of this relationship does not follow so easily,

as there is an important difference between CCDV and CCAV: In

CCAV, the set of voters is partitioned into a set of registered voters

and a set of potential voters, where the controller’s actions can only

influence the potential voters. This provides the problem with addi-

tional structure, as the controller cannot modify the registered voters.

We often call these registered votes, which the controller cannot in-

fluence anymore, setup votes, as these allow us to set up the scenario

of an NP-hard problem in hardness proofs.

The CCDV problem does not have a corresponding structure; here

every vote may be (potentially) deleted by the controller. This makes

it harder to construct the above-mentioned setup votes: Since we can-

not simply “forbid” the controller to delete certain votes, hardness

proofs for CCDV need to “setup” the relevant scenario with votes

that are designed to be “unattractive” to delete for the controller.

To obtain CCDV hardness results, it is therefore natural to consider

the following analog to the CCAV problem: CCDV∗ is a version of

CCDV providing the additional structure that CCAV has: In CCDV∗,

the set of votes is partitioned into a set R of voters that cannot be

deleted, and votersD that can be deleted. From the above discussion,
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it follows that the complexities of CCAV and CCDV∗ are related with

the following duality, which, together with the polynomial-time re-

sults obtained for CCAV in [14] immediately implies the polynomial-

time CCDV cases of Theorem 3.1.

Proposition 4.1. For every generator f , f -CCDV∗ and dual (f)-
CCAV are polynomially equivalent.

Proposition 4.1 is not completely trivial, since the reductions must

convert election instances maintaining the relative points of the can-

didates. However, this is done using standard constructions.

From Theorem 3.1 and the results in [14], it follows that f -CCDV

and f -CCDV∗ always have the same complexity. For bribery, the

situation is quite different, see the above Theorem 3.2.

All polynomial-time cases for CCDV follow directly from the

above relationship. This is not surprising, since CCDV in the above-

discussed sense has less structure than CCAV, and thus easiness re-

sults for CCAV translate to (dual) CCDV. The interesting part of our

dichotomy is the converse: If CCAV is NP-hard for some generator

f , then CCDV is hard for dual (f) as well.

A natural approach for the proof of the dichotomy theorem, sug-

gested by Proposition 4.1, is to show that f -CCDV∗ always reduces

to f -CCDV. While this does in fact follow, proving a generic reduc-

tion from f -CCDV∗ to f -CCDV for all generators f seems to be

difficult, due to the additional structure provided by CCDV∗.

Our proof of the CCDV part of Theorem 3.1 therefore uses a

case distinction to obtain f -CCDV hardness for each remaining pure,

polynomial-time uniform generator f .

We note that due to the relationship between CCDV and CCAV, all

CCAV-hardness results in [14] easily follow from the results obtained

in the current paper. However, our proofs make use of the results and

proofs from [14].

4.2 CCDV hardness: “few coefficients”
We first consider generators with “few” different coefficients, i.e.,

generators of the form f = (α1, α2, α3, . . . , α3, α4, α5, α6) for

rationals α1, . . . , α6. Using equivalence-preserving transformations,

we can assume that all αi are nonnegative integers. Note that a gen-

erator of this form is trivially polynomial-time uniform.

4.2.1 Reductions from CCDV∗

A general reduction from f -CCDV∗ to f -CCDV does not seem fea-

sible, as discussed above. However, there are cases where hardness

of f -CCDV∗ leads to hardness of f -CCDV with a direct proof. The

following two results (Theorems 4.2 and 4.3) are proven in this way.

Theorem 4.2. Let f = (α, 0, . . . , 0,−β) be a generator with 1 ≤
α < β. Then f -CCDV is NP-complete.

Proof. (Sketch) dual (f)-CCAV is NP-complete due to [14]. Propo-

sition 4.1 implies that f -CCDV∗ is NP-complete as well. We show

that f -CCDV∗ reduces to f -CCDV. Given an instance of f -CCDV∗,

we convert it into an equivalent instance of f -CCDV by replacing the

undeletable votes R with votes that

1. result in the same relative points as the votes in R, and

2. are not deleted in a successful CCDV action.

We denote a vote c1 > c2 > · · · > cm−1 > cm simply as

c1 > cm (the rest is irrelevant). We can use light preprocessing to

convert the instance into one where no deletable vote has p in the

first or last position; this allows us to compute the number score(p)
of points that p will have after the delete action. Similarly, we can

assume that score(p) = Npα for some Np ≥ 2.

Satisfying point 1 above boils down to adding, for an arbitrary can-

didate c 	= p, votes that let c gain α points against p, and which will

not be deleted. This is done as follows: We add dummy candidates

d1, . . . , d� (for a suitably chosen number ) and a single vote c > d1,

letting c gain α points relative to p. To ensure that the vote c > d1
cannot be removed, we add votes setting up the scores as follows:

• Each di for 1 ≤ i ≤ − 1 ties with p,
• the only way to make di lose points (relative to p) is to remove

votes di > di+1, which then lets di+1 gain points (relative to p).

Hence removing the vote c > d1, which lets d1 gain β points

relative to p requires the controller to remove votes of the form

d1 > d2, which each lets d2 gain β points. This process contin-

ues for di with i ≥ 2. Thus, removing c > d1 triggers a “chain”

of additional removals—more than the budget allows. The numbers

of votes needed to setup grows exponentially in the number of steps.

However, since the controller can only remove a polynomial num-

ber of votes, we only require logarithmically many steps, yielding a

polynomial construction.

Constructing the actual set of votes that results in the above scores

and satisfies the two points above is nontrivial, the construction is in

fact the main technical difficulty in the proof.

The following result is shown similarly, the difference is that in-

stead of logarithmically many steps of an exponentially growing con-

struction, here we apply a simpler linear process.

Theorem 4.3. Let f = (α, 0, . . . , 0,−β) be a generator with α >
β ≥ 1. Then f -CCDV is NP-complete.

4.2.2 Reductions by inspection of the CCAV reduction

Similarly to the preceding Section 4.2.1, the results in this section

are proved by a reduction from f -CCDV∗ to f -CCDV. However,

while the reductions above were “generic” (reducing from an arbi-

trary CCDV∗-instance), we now start with instances of f -CCDV∗

produced by the hardness proof of f -CCDV∗. Therefore, we do not

need to construct “setup votes” that implement any possible given

set of scores, but only need to achieve exactly the points used in the

hardness proof of dual (f)-CCAV in [14].

In the following theorem, this is a significant advantage, as here

the “setup votes” grant more points to the preferred candidate than

to the remaining candidates. Therefore, it is easy to construct these

votes in such a way that the controller has no incentive to delete them.

The proof of the theorem also illustrates the relationship between

hardness results for CCAV [14] and the hardness results for CCDV

and bribery we obtain in the current paper: The proof of Theorem 4.4

below uses the reduction of the corresponding result for CCAV

in [14] as a starting point, but is technically more involved. We will

later re-use parts of the following construction to obtain the corre-

sponding hardness result for bribery as well, in the later Theorem 5.5.

Theorem 4.4. Let f = (α3, . . . , α3, α4, α5, α6) with α3 > α4 >
α6. Then f -CCDV is NP-complete.

Proof. We equivalently write f as f = (0, . . . , 0,−γ,−β,−α)
with 0 < γ < α. Then, dual (f) = (α, β, γ, 0, . . . , 0). From [14],

it follows that dual (f)-CCAV is NP-complete, and hence, due to
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Proposition 4.1, it suffices to show that f -CCDV∗ reduces to f -

CCDV. However, we do not give a general reduction between these

two problems, but only one from the set of hard instances produced

by the corresponding hardness proof from [14]. This makes our re-

duction simpler, since the “setup votes” from that reduction favor the

candidate p and are therefore not attractive to delete.

Let an f -CCDV∗ instance with (un)deletable D (R), preferred

candidate p, and budget  be given. From the proof of Proposition 4.1

(in our full version [15]), we can assume that the instance is obtained

from the hardness proof of dual (f)-CCAV as follows:

• the votes in D are exactly the votes available for addition in the

CCAV instance, with the order of candidates reversed,

• the relative points gained by the candidates from the votes inR∪D
are the same as the points of the candidates in the CCAV instance

(before the addition of votes by the controller).

The hardness proof of dual (f)-CCAV uses a reduction from

3DM, which is the following problem: Given a multiset M ⊆
X × Y × Z with X , Y and Z pairwise disjoint sets of equal size

such that each s ∈ X ∪ Y ∪Z appears in exactly 3 tuples ofM , de-

cide whether there is a set C ⊆M with ‖C‖ = ‖X‖ such that each

s ∈ X∪Y ∪Z appears in some tuple ofC (we also say thatC covers
s). From the problem definition, it follows that ‖M‖ = 3‖X‖. The

condition that each s appears in exactly 3 tuples is not standard; we

prove in the full version [15] of this paper that this version of 3DM

remains NP-complete.

Let M ⊆ X × Y × Z be an instance of 3DM. Following the

notation used in [14], we set n = ‖M‖ and k = ‖X‖. Since

‖M‖ = 3‖X‖ in every 3DM instance, it follows that n = 3k. The

hardness proof of dual (f)-CCAV, translated to the CCDV setting

(i.e., we present the votes as in the CCDV instance—as reversals of

votes from the CCAV instance), constructs the following situation:

• the candidate set is {p} ∪X ∪ Y ∪ Z ∪ {Si, S′i | Si ∈M},

• for each Si = (x, y, z) ∈M , the following votes are available for

deletion (we only list the non-zero points part of each vote):

– · · · > Si > p > x
– · · · > Si > p > y
– · · · > S′i > p > z
– · · · > S′i > p > Si

• the relative scores resulting from the registered voters of the

CCAV instance (i.e., the undeletable voters of the CCDV∗ in-

stance) are as follows:

– scorefinal(p) = α+ 2γ,

– scorefinal(c) = (n+ 2k)β + 2γ for each c ∈ X ∪ Y ∪ Z,

– scorefinal(Si) = (n+ 2k)β +min(α, 2γ),

– scorefinal(S
′
i) = (n+ 2k)β + α+ γ.

From the above votes introduced for the 3DM-elements, the candi-

dates gain the following initial points—recall that each c ∈ X∪Y ∪Z
appears in exactly 3 triples fromM , and, since ‖M‖ = n = 3k, and

there are 4 votes introduced for every element inM , there are exactly

12k deletable votes introduced above:

• score3DM (p) = −12kβ, since p gains −β points in each of the

12k votes,

• score3DM (Si) = −2γ − α, since Si gains 0 points in all of the

votes introduced for other elements Sj 	= Si ∈ M , and gains −γ
points in 2 of the votes above, and −α points in one of the vote,

• score3DM (S′i) = −2γ analogously,

• score3DM (c) = −3α for each c ∈ X ∪ Y ∪ Z, since each c
appears in exactly 3 triples Si fromM .

For each candidate x, the undeletable votes from the CCDV∗ in-

stance thus let her gain exactly scorefinal(x)− score3DM (x) points

(modulo an offset added to the points of all candidates, since the

CCAV reduction relies on an implementation lemma that only fixes

the relative points of each candidate). The scores that the undeletable

votes implement are therefore as follows (recall that n = 3k):

candidate x scorefinal(x)− score3DM (x)

p 12kβ + α+ 2γ
c ∈ X ∪ Y ∪ Z 5kβ + 3α+ 2γ
Si 5kβ + α+ 2γ +min(α, 2γ)
S′i 5kβ + α+ 3γ

Since we only need to implement the relative scores among the

candidates, it is enough to consider the points the candidates have to

gain/lose relative to p. These are as follows (clearly, p does not gain

or lose any points relative to herself):

candidate x points x needs to lose (result)

c ∈ X ∪ Y ∪ Z 7kβ − 2α
Si 7kβ −min(α, 2γ)
S′i 7kβ − γ

(For example, due to the first table, c ∈ X ∪ Y ∪ Z must gain
7kβ − 2α fewer points than p, equivalently, c must lose 7kβ − 2α
points relative to p, as indicated in the second table.)

To achieve this, we first introduce three dummy candidates d1,

d2, and d3 (by placing them in the 0-point segment of all present

votes), and add sufficiently many votes voting all relevant candidates

ahead of the dummy candidates. This lets the dummies lose α, β, or

γ points relatively to the other candidates; we do this often enough

to ensure that the dummy candidates cannot win the election. Using

these dummies, we can easily let a relevant candidate c 	= p lose

δ ∈ {α, β, γ} points, by using a vote placing c in the position worth

−δ points, filling the other two positions out of the last three with

dummy candidates, and voting the remaining candidates (including

p) in the positions gaining 0 points. Such a vote will never be deleted

by the controller, since it has p in the first position.

If 1 = δ ∈ {α, β, γ}, then the required amount of points can

easily be achieved by repeatedly losing δ = 1 points as described

above. Hence assume that, in particular, β ≥ 2. For the candidate c,
we proceed as follows:

• We add β − 2 many votes letting c lose α point each.

• After this, c, still needs to lose (7k − α)β points, which we can

achieve by using 7k − α many votes letting c lose β points as

described above (we can assume that 7k ≥ α).

For candidates Si and S′i, we proceed analogously. It follows that,

to make p a winner, the same number of vote removals is needed in

the CCDV∗ instance as in the constructed f -CCDV instance.

The following result uses a similar, but more involved argument.

Theorem 4.5. Let f = (α1, α2, α3, . . . , α3) with α1 > α2 > α3.
Then f -CCDV is NP-complete.

4.2.3 Direct Proofs

The remaining cases are shown with direct proofs (reducing from a

variant of three dimensional matching, 3DM); they are in part similar

to the hardness proofs of CCAV in [14].
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Theorem 4.6. f -CCDV is NP-complete in the following cases:

1. f = (α1, α2, α3, . . . , α3, α4, α5, α6) with α1 > α3 > α5,
2. f = (α1, α2, α3, . . . , α3, α6) with α1, α2 > α3 > α6,
3. f = (α1, α2, α3, . . . , α3, α4, α5, α6) with α1 > α3 > α4.

4.3 CCDV hardness: “many” coefficients
In Section 4.2, we have covered all generators of the form f =
(α1, α2, α3, . . . , α3, α4, α5, α6). Generators not of this form must

satisfyαm3 > α
m
m−3 for some valuem. We now prove that the CCDV

problem is NP-hard for all generators satisfying this condition. The

proof is similar to the corresponding result in [14].

An important observation is that when αm3 > α
m
m−3 holds for

some m, then purity of our generators implies that the condition

also holds for any m′ ≥ m. Clearly, if m ≥ 6 is a multiple of 3
and αm3 > α

m
m−3, then one of αm3 > α

m
2
3
m

and αm2
3
m
> αmm−3

must hold. In the first case, the generator—for this number m of

candidates—behaves in a similar way as 3-approval in the sense that

there are three positions in the vote that let the candidates gain more

points than a “large” number of positions later in the sequence of

coefficients. In the latter case, the generator (for this numberm) be-

haves similarly to 4-veto, as there are four “bad” positions in the

votes.

Therefore, a generator satisfying αm3 > α
m
m−3 behaves, for every

m′ ≥ m, similarly to 3-approval or to 4-veto. However, the behav-

ior can be different for different values for m. Therefore, our proof

of NP-completeness for generators satisfying this condition uses an

“adaptive” reduction from the problem 3DM, which, given a 3DM in-

stance, constructs either a reduction exploiting the “3-approval like-

ness” or the “4-veto likeness” of the generator, depending on the size

of the instance (which linearly corresponds to the number of candi-

dates in the constructed election instance). This gives the following

result:

Theorem 4.7. Let f be a polynomial-time pure generator such that
αm3 > α

m
m−3 for somem. Then f -CCDV is NP-hard.

5 BRIBERY
Bribery is closely related to both CCDV and manipulation: Bribing

k voters can be viewed as deleting k voters followed by adding k
manipulation voters. We thus can use our results obtained for CCDV

and manipulation in Sections 2 and 4 as a starting point to obtain a

complexity classification of the bribery problem.

However, it is not necessarily the case that an optimal bribery con-

sists of an optimal deletion followed by an optimal manipulation (see

Example 5.4), and so it is possible for bribery to be hard while the

manipulation and deletion of voters problems are easy. However, we

will show that for every pure scoring rule f , f -bribery is polynomial-

time solvable if and only if f -CCDV is, though the proofs for bribery

are more (and sometimes much more) involved.

We also obtain an interesting relationship between the complexi-

ties of manipulation and bribery: From Theorem 2.1, it follows that

every “few coefficients” case leads to a polynomial-time solvable

manipulation problem. From Theorem 3.1, we know that, for CCDV,

only such cases can be solved in polynomial time (unless P = NP).

Therefore, we obtain the following corollary:

Corollary 5.1. Let f be a polynomial-time uniform pure genera-
tor. Then f -manipulation reduces to f -CCDV and f -manipulation
reduces to f -bribery.

5.1 Bribery polynomial-time cases
Our first bribery algorithm (for a generator equivalent to

(2, 1, . . . , 1, 0)) uses a reduction to network flow.

Theorem 5.2. (1, 0, . . . , 0,−1)-bribery is in P.

Proof. (Sketch) There are three types of voters. Let V1 be the set of

voters that rank p last, let V2 be the set of voters that rank p neither

first nor last, and let V3 be the set of voters that rank p first. In this

case, we can assume without loss of generality that we bribe as many

V1 voters as possible, followed by as many V2 voters as possible. We

never have to bribe V3 voters. All bribed voters will put p first, so we

also know p’s score after bribery.

The hardest case is the one where we bribe all V1 voters and some

V2 voters. We view bribery as deletion followed by manipulation.

Delete all V1 voters. In V2, deleting a voter with vote a > · · · >
b corresponds to transferring a point from a to b. After deleting k
voters, the deleted voters will be bribed to rank p first and to rank

some other candidate last. After deleting V1, for every candidate c,
score(c) = scoreV2∪V3(c), i.e., the score of c in V2 ∪ V3. For every

V2 voter a > · · · > b that is deleted, transfer one point from a to b.
For every bribe p > · · · > d, delete a point from d. There are exactly

k bribes. After bribery, score(p) = ‖V3‖+ k and the score of every

other candidate needs to be at most score(p) = ‖V3‖+ k.
It is not too hard to see that this problem can be translated in

min-cost network flow problem, in a similar, though somewhat more

complicated, way as in the CCAV algorithm for the same generator

in [14].

We now state our second bribery result.

Theorem 5.3. Let α ≥ β ≥ 0. Then bribery for (0, . . . , 0,−β,−α)
is solvable in polynomial time.

Proof. (Sketch) As in the proof of Theorem 5.2, we partition V into

V1, V2, and V3. V1 consists of all voters in V that rank p last, V2
consists of all voters in V that rank p second-to-last, and V3 consists

of the remaining voters. In the proof of Theorem 5.2, it was important

that we never had to bribe V3 voters. This is not always the case here,

as shown in the example below. That also means that this case is very

different from CCDV, since in CCDV we never have to delete V3
voters. It also shows that an optimal bribery is not always an optimal

deletion followed by an optimal manipulation.

Example 5.4. This example shows that we sometimes need to bribe
V3 voters. We will use the scoring rule (0, . . . , 0,−1,−3). Let C =
{p, a, b, c, d, e, f} and let V consist of the following votes:

· · · > p > a, · · · > e > f , · · · > f > e,
· · · > p > b, · · · > e > f , · · · > f > e,
· · · > p > c.

Then score(p) = score(a) = score(b) = score(c) = −3,
score(d) = 0, and score(e) = score(f) = −8.

We can make p a winner by bribing one of the V3 voters to vote
p > · · · > d. But it is easy to see that we can not make p a winner
by bribing a V2 voter, wlog, the voter voting · · · > p > a, since in
the bribed election, the score of p will be at most −2, and so both a
and d must be in the last position of the bribed voter.

Though we may need to bribe V3 voters, we can show that we

never need to bribe more than a constant number of V3 voters. This

is crucial in obtaining a polynomial-time bound on a dynamic pro-

gramming approach similar to, but more complicated than, the one

in the proof for Theorem 2.1.
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Together with Lin’s results on the complexity of bribery for k-veto

and k-approval election systems in [17], the above results prove all

polynomial-time bribery cases of our main result, Theorem 3.1. In

the remainder of Section 5, we therefore discuss our NP-hardness

results for bribery.

5.2 Bribery hardness approach

Our dichotomy results imply that each generator f for which CCDV

is NP-hard also has an NP-hard bribery problem. Proving this via a

generic reduction from CCDV to bribery does not seem to be easy:

Even though bribery can be seen as CCDV followed by manipula-

tion, solving a bribery instance is not the same as first finding an

optimal deletion of votes and then performing an optimal manipu-

lation. Therefore, hardness of f -bribery does not easily follow from

hardness of f -CCDV. We briefly discuss a proof strategy to obtain a

hardness proof for f -bribery from a hardness proof of f -CCDV.

A key difficulty in the construction of a bribery hardness proof is

that the manipulation action of the controller allows her more free-

dom than her delete action: For the latter, the reduction controls the

available votes, whereas the manipulation action can use arbitrary

permutations of the candidates. However, we can always assume that

the bribed voters will vote p in the first position, and will place any

“dummy” candidates in the positions following p in their votes. This

often allows us to compute the score of p after the bribery action.

To limit the controller’s freedom in the manipulation votes, we

proceed as follows: We identify a sufficiently long subsequence of

the coefficients that differ by only a “small” amount. (Such a se-

quence exists by definition for the generators treated in Section 4.2,

and can be found using a pigeon-hole argument for other genera-

tors.) We then set up the points such that the “relevant” candidates

must be placed into this “low-variation” sequence of the vote. This

is done using “blocking” candidates that must be placed in low-score

positions, and dummy candidates occupying the high-score positions

(except for the first position, in which the bribed voters always vote

p). This ensures that moving a candidate inside the “low-variation”

does not make a large difference, and allows the reduction to control

the possible manipulation actions very tightly.

A second difficulty is that the controller is more powerful in

bribery than in CCDV: In bribery, she can perform a manipulation

action in addition to her delete action. Therefore, to make it “hard”

for the controller to find an optimal bribery action, the scores in the

election instance must be “worse” for p than in the CCDV setting.

This leads to setup votes that are more attractive to delete than in the

CCDV case. Similarly as in CCDV, the main technical issue is to de-

fine setup votes that both obtain the required scores and still will not

be deleted by the controller, however due to the reasons above this is

even more difficult for bribery as for CCDV.

The ideas outlined above allow us to prove the bribery hardness

results of Theorem 3.1.

As an example for our approach to bribery hardness, we prove the

following theorem, which is the “bribery version” of Theorem 4.4.

We therefore apply our recipe to the proof of Theorem 4.4, which is

the CCDV hardness result for the same generator.

Theorem 5.5. Let f = (α3, . . . , α3, α4, α5, α6) with α3 > α4 >
α6. Then f -bribery is NP-complete.

Proof. We follow the above recipe to obtain a hardness proof for

f -bribery. Applying the recipe requires to make some changes to

the construction of the CCDV hardness proof. As in the proof of

Theorem 4.4, we write f as f = (0, . . . , 0,−γ,−β,−α). In par-

ticular, since we can assume that all bribed voters will vote p first,

the score of p will not change from manipulation votes (but may, of

course, change from the deleted votes).

The budget for the controller is, as in the CCAV proof from [14],

n + 2k, where n = 3k, i.e., the budget is 5k (here, k is again the

number ‖X‖ from the given 3DM instance). We make the following

changes to the setup in the proof of Theorem 4.4:

• We introduce three new distinct candidates bα, bβ , and bγ (i.e.,

even if β = γ, then bβ is still a different candidate from bγ).

These candidates will be placed in the three “relevant” positions

of each manipulation vote in every successful bribery action.

• Recall that in the proof of the CCDV hardness result, i.e.,

Theorem 4.4, each element (x, y, z) leads to four 3DM votes. We

make the following addition: For each 3DM vote introduced in

this way, we introduceG additional votes obtained from the 3DM

votes by swapping the candidates in the−γ and−β-positions (for

an appropriate value of G). More precisely: For each (x, y, z) ∈
M , we add the following votes:

– a single vote · · · > Si > p > x
– G many votes · · · > p > Si > x
– a single vote · · · > Si > p > y
– G many votes · · · > p > Si > y
– a single vote · · · > S′i > p > z
– G many votes · · · > p > S′i > z
– a single vote · · · > S′i > p > Si
– G many votes · · · > p > S′i > Si
The purpose of these added votes (we will call them G-votes in

the sequel) is to ensure that the candidates bα, bβ , and bγ gain

points relatively to p, using votes that are less attractive than the

actual 3DM votes from the construction of Theorem 4.4, such that

the controller will delete the latter votes instead of the G-votes.

Note that the controller will clearly vote p in the first position

of all manipulation votes. Therefore, the score of p will not change

from the manipulation votes, but only from the CCDV-aspect of the

bribery action. Hence, the score of p behaves in exactly the same

way as in the CCDV proof. In the bribery instance we construct, the

final scores (i.e., from the 3DM votes including the G-votes plus the

setup votes that we will introduce below) will be as follows (recall

that n = 3k as above):

• scorefinal(p) = α+ 2γ,

• scorefinal(c) = 5kβ + 2γ for each c ∈ X ∪ Y ∪ Z,

• scorefinal(Si) = 5kβ +min(α, 2γ),
• scorefinal(S

′
i) = 5kβ + α+ γ.

• scorefinal(b♥) = α+ 2γ + 5k(β +♥) for ♥ ∈ {α, β, γ}.

The score of b♥ is such that b♥ ties with p if 5k 3DM votes are

removed (letting p gain 5kβ points), and b♥ is placed in the −♥-

position of each of the 5k manipulation votes. Since the score of b♥
cannot be decreased by deleting 3DM votes, this ensures that the b♥
candidates must in fact be placed in the relevant positions of each

manipulation vote, and therefore, with regard to the remainder of the

candidates, the construction works as in the CCDV case.

As in the proof of Theorem 4.4, we first compute the scores the

candidates receive from the 3DM- and G-votes, for a candidate x,

we call this value score3DM (x).

E. Hemaspaandra and H. Schnoor / Dichotomy for Pure Scoring Rules Under Manipulative Electoral Actions 1077



• score3DM (p) = −12k(β + Gγ), since, for each tuple in M , p
gains −4β − 4Gγ points, and ‖M‖ = 3k.

• score3DM (Si) = −2γ − (G+ 1)α− 2Gβ,

• score3DM (S′i) = −2γ − 2Gβ,

• score3DM (c) = −3α(G+1) for each c ∈ X∪Y ∪Z, since each

c appears in exactly 3 tuples fromM ,

• score3DM (b♥) = 0 for each ♥ ∈ {α, β, γ}.

For each candidate x, with scoresetup(x) we denote the points

that x needs to receive from the setup votes in order to en-

sure that scorefinal(x) = score3DM (x) + scoresetup(x), i.e.,

scoresetup(x) = scorefinal(x)− score3DM (x). We get the follow-

ing:

• scoresetup(p) = α + 2γ + 12k(β + Gγ) = (12kG + 2)γ +
12kβ + α,

• scoresetup(Si) = 5kβ+min(α, 2γ)+2γ+(G+1)α+2Gβ =
min(α, 2γ) + 2γ + (5k + 2G)β + (G+ 1)α,

• scoresetup(S′i) = 5kβ+α+γ+2γ+2Gβ = 3γ+β(5k+2G)+α,

• scoresetup(c) = 2γ+5kβ+3α(G+1) for each c ∈ X ∪Y ∪Z,

• scoresetup(b♥) = 2γ + α+ 5k(β +♥).

Clearly, it again suffices to realize the relative scores among the

candidates (and clearly, the absolute points of all candidates will be

at most 0, since we wrote f as having no strictly positive coefficient).

Hence, it suffices to construct setup votes that for each candidate x,

let x gain scoresetup(p) − scoresetup(x) points less than the pre-
ferred candidate p; this is the number of points that the x must lose

against p from the setup votes. For each x, we get the following value

(clearly for p itself, the value is 0):

• scorelose(Si) = (12kG+2)γ+12kβ+α−(min(α, 2γ)+2γ+
(5k+ 2G)β + (G+ 1)α) = −min(α, 2γ) + 12kGγ + β(7k−
2G)−Gα, note that this value can be made arbitrarily large if k is

chosen sufficiently large, since G is a constant chosen depending

on α, β, γ, but independent of the instance and therefore of k.
• scorelose(S′i) = (12kG+2)γ+12kβ+α−(3γ+β(5k+2G)+
α) = (12kG + 2)γ + 12kβ + α − 3γ − β(5k + 2G) − α =
γ(12kG − 1) + β(7k − 2G), again this value grows arbitrarily

large in k.
• scorelose(c) = (12kG+2)γ+12kβ+α− (2γ+5kβ+3α(G+

1)) = (12kG + 2)γ + 12kβ + α − 2γ − 5kβ − 3α(G + 1) =
12kGγ + 7β + α(−3G − 2), again the value grows arbitrarily

large in k.
• scorelose(b♥) = (12kG+2)γ+12kβ+α− (2γ+α+5k(β+
♥)) = (12kG + 2)γ + 12kβ + α − 2γ − α − 5k(β + ♥) =
12kGγ + (7k)β − 5k♥ = k(12Gγ + 7β − 5♥).
Note that, for a suitable choice of G, this value also grows arbi-

trarily for increasing k.

Hence, all candidates must lose points against p, and the number

of points they must lose grows arbitrarily in k. Therefore, the points

can be implemented using setup votes letting a candidate x lose α, β,

or γ points against all other relevant candidates. The controller will

not delete these votes, since they have p in one of the top positions.

Note that, since bα, bβ and bγ must lose 5k(α + β + γ) points

against p even if p gains 5kβ points, it follows that these candi-

dates must take all relevant positions in the manipulation votes, and,

if β > γ, then p can only win if p indeed gains 5kβ points from the

deletions, i.e., only if only non-G 3DM votes are deleted. Therefore,

for the remainder of the proof, assume that γ = β.

It remains to show that the controller will in fact delete only

the non-G-3DM votes. Therefore, assume that there is a successful

bribery action in which at least one of the G-votes is also deleted. If

for every G-vote vG that is removed in the bribery action, the cor-

responding non-G vote v3DM (obtained from the G-vote by swap-

ping the −γ and −β positions) is not removed, then a bribery action

deleting only non-G-3DM votes can be obtained by deleting v3DM

instead of vG for every relevant vote (the effect for p is at least as

good when deleting v3DM ). Therefore, we can without loss of gen-

erality assume that there is a successful bribery action in which there

is a non-G 3DM vote v3DM such that both v3DM and the corre-

sponding G-vote vG are deleted. We show that in this case, p cannot

win the election. To see this, first note that p gains at most 5kβ points

from the delete actions. Therefore, after the bribery action, p’s points

are at most (recall that we can assume β = γ)

scoremax(p) ≤ α+ 2γ + (5k − 1)β + γ = α+ (5k + 2)β.

We now make a case distinction depending on which type of G-

vote is deleted.

• First assume that vG has a candidate c ∈ X ∪ Y ∪ Z in the last

position. Then the same is true for v3DM . Since both votes are

deleted, c gains at least 2α points (and note that c cannot lose

points from deleting other votes). Therefore, c has at least 5kβ +
2γ + 2α = (5k + 2)β + 2α points, which is strictly more than

scoremax(p).
• Now assume that vG has a candidate Si in the last position. Anal-

ogously to the above, Si then gains at least 2α points, and hence

ends up with at least (recall that β = γ) 5kβ+min(α, 2γ)+2α ≥
5kβ +2γ +2α = (5k+2)β +2α points, which again is strictly

more than scoremax(p).

Therefore, in both cases p does not win the election and we have a

contradiction. Therefore, if the bribery instance is positive, then there

exists a successful bribe in which only non-G 3DM votes are deleted,

as required.

6 OPEN QUESTIONS
The main open question is to completely characterize the complex-

ity of f -manipulation, for all generators f . As discussed at the

end of Section 2, we conjecture that this will not be a dichotomy

theorem. As a first step, we would like to prove that the cases listed

in Theorem 2.1 are exactly the polynomial-time cases (under some

reasonable complexity-theoretic assumptions) or to construct an ex-

plicit counterexample to this statement.

Other interesting avenues to pursue are going beyond NP-

completeness, by looking at such issues as fixed-parameter tractabil-

ity (see, e.g., [11]), approximability (see e.g., [10]), and experimental

results (see, e.g., [20] and [18]).
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Higher-Order Correlation Coefficient Analysis for
EEG-Based Brain-Computer Interface

Ye Liu 1 and Qibin Zhao 2 and Min Chen 3 and Liqing Zhang1

Abstract. Electroencephalogram (EEG) based brain-computer in-

terface (BCI) has been proved to be an effective communication way

between human brain and external devices. In order to effectively re-

cover the cortical dynamics from the EEG signals and improve the

classification performance, plenty of studies focused on construct-

ing subject-specific spatial and spectral filters, achieving consider-

able improvement in classification accuracy. However, almost all the

approaches aimed to find one common subspace for projection of

all the samples in different classes. Studies have shown that active

channels and frequency information were not only subject-dependent

but also class-dependent. Thus the variety of class-dependent spa-

tial and spectral characteristics can provide further discriminative

information for classification. In this paper, we proposed a tensor-

based method which attempted to seek individual spatial and spec-

tral subspaces for each class by which each class was projected into

its own subspace separately such that they were easily to be classi-

fied. Finally, we added a regularization term in this model to avoid

overfitting. We evaluated the effectiveness and robustness of the pro-

posed method on two different datasets including one widely-used

benchmark EEG dataset collected from healthy subjects and one

self-collected EEG dataset collected from stroke patients. The results

demonstrated its superior performance.

1 Introduction
Brain-computer interface (BCI) provides a communication system

between human brain and external devices, and hence provides a

communication channel for people with severe motor disabilities to

reestablish environmental control abilities [35]. Among assorts of

brain diffused signals, electroencephalogram (EEG) is the most ex-

ploited sensory signal to be studied in BCI researches, due to its

low cost and high time resolution compared to other modalities. A

number of EEG-based BCI systems have been developed recently

[35, 6, 25] in which patterns of EEG in different mental states can be

discriminated for information transmission by feature extraction and

classification algorithms. Research [9, 22] has shown that their ef-

fectiveness and efficiency depend on the quality of EEG feature rep-

resentation and the accuracy of pattern classification of the recorded

single trial EEG.

One of the most successful algorithms for EEG classification, ev-

idenced by the BCI Competition [8], is termed the Common Spatial

1 Key Laboratory of Shanghai Education Commission for Intelligent Interac-
tion and Cognitive Engineering, Department of Computer Science and En-
gineering, Shanghai Jiao Tong University, Shanghai, 200240, China. Cor-
responding author email: zhang-lq@cs.sjtu.edu.cn

2 Advanced Brain Signal Processing, Brain Science Institute, RIKEN, Saita-
ma, Japan.

3 Bank of Communications Pacific Credit Card Center, Shanghai, China.

Pattern (CSP) [28]. CSP is used for discriminating two classes of

EEG data by maximizing the variance of one class while minimizing

the variance of the other class. Although CSP proves to be highly suc-

cessful in BCI, the performance of the spatial filters constructed by

CSP algorithm heavily depends on their operational frequency band-

s and channels configuration [3, 31, 21]. Setting a broad frequency

range and channels or manually selecting a subject-specific frequen-

cy range and channels are commonly used with the CSP algorithm

when applied on real applications.

To address the problem of manually selecting the operational

subject-specific frequency band and channels group, several ap-

proaches have been proposed. Arvaneh et al. proposed a sparse CSP-

based channel selection method by sparsifying the CSP projection

matrix [4]. Lemm et al. proposed a Common Spatio-Spectral Pat-

tern (CSSP) [18] method to optimize a simple filter that employed

a one time delayed sample with the CSP algorithm, while Dornhege

introduced a Common Sparse Spectral Spatial Pattern (CSSSP) [14]

method to improve the CSSP algorithm by performing simultane-

ous optimization of an arbitrary (Finite Impulse Response) FIR filter

within the CSP algorithm. Differently, Wu et al. proposed an iterative

learning method, called Iterative Spatio-Spectral Patterns Learning

(ISSPL) [36], in which an FIR filter and a classifier were simultane-

ously parameterized and optimized in the spectral domain, alternate-

ly with optimization of spatial filters using CSP in the spectral do-

main. More recently, Filter Bank Common Spatial Pattern (FBCSP)

[2], whose efficacy was demonstrated in the latest BCI Competition

IV [26], combined a filter bank framework with CSP and selected

the most discriminative features using a mutual information based

criterion [2].

However, learning optimum spatial-spectral filters is still a chal-

lenging and open issue in BCI, especially in some paradigms where

motor imagery characteristics are not available (e.g., active channel-

s and frequency information of stroke patients are not well known).

Moreover, the previous methods aimed to find common projection

matrices for all the classes so that all the samples were projected

into a lower dimensional space. Despite various studies and recen-

t advances, none of them attempted to learn the optimal individual

spatial-spectral filters for each class. e.g., CSP-based methods only

learned the individual spatial filters for each class, ignoring finding

class-dependent spectral filters. Studies have shown that both active

channels and frequency information are not only subject-dependent

but also class-dependent [38, 13, 39]. Hence, the variety of class-

dependent spatial and spectral characteristics can provide further

discriminative information. Theoretically speaking, the classification

performance will be improved if we try to seek a set of individual s-

patial and spectral subspaces for each class and project the samples

in each class into its own subspace rather than a common subspace.
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To address the problems mentioned above, in this paper, a tensor-

based method, called Higher-order Correlation Coefficient Analysis

(HOCCA), is proposed with the aim of simultaneously seeking indi-
vidual spatial and spectral subspaces for each class so that each class

is projected into its own subspace separately. Many real-world data

is formed in a multidimensional way rather than a vector form. i.e.,

EEG can be represented by high order tensors with multiple-modality

patterns in the spatial-spectral-temporal domain. Tensor provides an

effective and faithful representation of the structural properties of da-

ta, in particular, when multidimensional data or a data ensemble af-

fected by multiple factors are involved. Tensor representation has at-

tracted growing attention in multidimensional data analysis, such as

functional magnetic resonance (fMRI), electrocorticography (ECoG)

and EEG [37, 16].

In brief, the main contributions in this paper can be summarized

as follows:

• To the best of our knowledge, this is the first study for EEG clas-

sification which attempts to seek a set of individual multilinear

subspaces for each class rather than a common subspace for all

the classes, by which the samples belonging to different classes

are projected into their own subspace separately such that they are

easily to be classified.

• The proposed method extends the vector-based subspace learning

method to a tensor variate input space in order to consider the

multiway structure of inputs into the model learning and predic-

tions, which is effective and robust for multidimensional EEG data

classification when lacking of the prior knowledge like channels

configuration and active frequency bands.

• The discriminative spatial and spectral patterns can be simultane-

ously identified from limited training dataset, which may provide

insights to the underlying cortical activity patterns, e.g. for brain

source localization and physiological knowledge exploration.

In the rest part of the paper, Section 2 introduces the notations

and basic multilinear algebra operations. Details of HOCCA is given

in Section 3, followed by the experimental configuration in Section

4. Section 5 evaluates the effectiveness of HOCCA when applied on

one widely-used benchmark EEG dataset and one self-collected EEG

dataset. Finally, we give a brief discussion and conclusion about our

work in Section 6 and Section 7, respectively.

2 Preliminary
2.1 Notations and tensor algebra
Many real-world data is formed in a multidimensional way rather

than a vector form. Tensor representation has attracted growing at-

tention in multidimensional data analysis, such as functional mag-

netic resonance (fMRI), electrocorticography (ECoG) and EEG

[16, 20, 19].

N th-order tensors (multi-way arrays) are denoted by underlined

boldface capital letters, matrices (two-way arrays) by boldface

capital letters, and vectors by boldface lower-case letters, e.g., X,

P and t are examples of a tensor, a matrix and a vector, respec-

tively. The nth-mode matricization of a tensor X is denoted by X(n).

Definition 1: (Inner product) The inner product of two same-sized

tensors X,Y is defined by:

〈X,Y〉 =
∑

i1i2···iM

xi1i2···iM yi1i2···iM (1)

The Frobenius norm by ‖X‖F =
√
〈X,X〉.

Definition 2: (Outer product) The outer product of the tensors X and

Y is given by

(X ◦Y)i1i2...iM j1j2...jN = xi1i2...iM yj1j2...jN (2)

Definition 3: (Mode-n product) The mode-n product of a tensor X ∈
RI1×I2×···×IN and matrix A ∈ RJn×In is denoted by Y = X×n

A ∈ RI1×I2×···×In−1×Jn×In+1×···×IN and is defined as:

yi1...in−1jnin+1...iN =
∑
in

xi1...iNajnin

The mode-n product of a tensor X ∈ RI1×I2×···×IN and multiple

matrices {A(n) ∈ RJn×In , n = 1, . . . , N} is denoted by Y =

X
N∏

n=1

×nA
(n) ∈ RJ1×J2×···×JN . Especially, the product of X and

multiple matrices {A(n)}Nn=1 except the k-th one is denoted as

X(k̄) = X

N∏
n=1,n �=k

×nA
(n) ∈ RJ1×···×Jk−1×Ik×Jk+1...×JN

Definition 4: (Tensor Contraction) The contraction of a tensor is

obtained by equating two indices and summing over all values of

the repeated indices. Contraction reduces the tensor order by 2.

Given two tensors X ∈ RI1×I2×···×IM×J1×J2×···×JN and Y ∈
RI1×I2×···×IM×K1×K2×···×KP , the contraction on the tensor prod-

uct X⊗Y along the firstM modes is

[[X⊗Y; (1 :M)(1 :M)]] =

I1∑
i1

· · ·
IM∑
iM

xi1...iM j1...jN yi1...iMk1...kP

Especially, contracted product of X and Y on all indices except the

k-th index is denoted as [[X⊗Y; (k)(k)]].

3 Higher-order Correlation Coefficient Analysis
HOCCA is proposed with the aim of finding multilinear subspaces

for each class so that high-dimensional samples belonging to differ-

ent classes are projected into their individual subspaces where the

mutual correlation between them is minimized. We first formulate

the HOCCA model and then adopt an alternating solution to solve

this problem in iterations.

3.1 Problem Formulation
(1) Vector-based Correlation Coefficient Analysis

For each subject, denote Xt ∈ RI1×M and Yt ∈ RJ1×M as EEG

training samples of left and right motor imagination at time t, respec-

tively, whereM is the number of the training samples and I1 (J1) is

number of the channels. Motivated by the definition of correlation

coefficient [7], we aim to seek two projection vectors, u ∈ RI1 and

v ∈ RJ1 , such that the following correlation coefficient constructed

by Xt and Yt:

ρ=
uTXtY

T
t v√

(uTXtXT
t u)(v

TYtYT
t v)

(3)
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is minimized.

Since ρ is invariant to the scaling of u and v, minimizing ρ can be

formulated equivalently as

min
u,v

uTXtY
T
t v

s. t. uTXtX
T
t u = 1, vTYtY

T
t v = 1

(4)

Hence, u can be learned as the eigenvector corresponding to smallest

eigenvalue of the following generalized eigenvalue problem:

XtY
T
t (YtY

T
t )

−1YtX
T
t u = λXtX

T
t u (5)

where λ is the eigenvalue corresponding to the eigenvector u. v can

be learned as v =
(YtY

T
t )
−1

YtX
T
t u√

λ
. By the pair of projection vec-

tors u and v, the discriminant features xt and yt can be obtained as

xt = uTXt and yt = vTYt, respectively.

(2) Higher-order Correlation Coefficient Analysis
Multiple projection vectors under certain orthonormality con-

straints can be computed simultaneously by solving the following

optimization problem:

{U,V} = min tr(UTXtY
T
t V)

s. t. UTXtX
T
t U = I,VTYtY

T
t V = I

(6)

where U ∈ RI1×� and V ∈ RJ1×� are the projections matrices,  is

the number of projection vectors, and I is the identity matrix.

According to the objective functions defined in (6), we have:

{U,V} = min tr(UTXtY
T
t V)

= min tr
(
(UTXt)(V

TYt)
T
)

= min [[(Xt×1U
T )⊗ (Yt×1V

T ); (1 : 2)(1 : 2)]]

s. t. UTXtXt
TU = I,VTYtYt

TV = I

(7)

The solution to the optimization problem consists of the  smallest

eigenvectors of the generalized eigenvalue problem in Eq. (5).

In this paper, in order to simultaneously learn the spatial and

spectral patterns for bilateral hemispheres, two-way (channel ×
time) raw EEG samples are constructed into high-order tensors.

e.g., we use the complex Morlet wavelet to construct two-way

(channel × time) sample Xchannel×time into a third-order ten-

sor Xchannel×frequency×time in spatial-spectral-temporal domain.

Let {X
m
}M
m=1

, where X
m

∈ RI1×···×IN , denoteM samples (ten-

sor) in one class (e.g., left motor imagination), while {Y
m
}M
m=1

,

where Y
m

∈ RJ1×···×JN , denoteM samples in the other class (e.g.,

right motor imagination). For simplicity, we use XI1×···×IN×M and

YJ1×···×JN×M to represent the samples in these two classes, re-

spectively. For the convenience of formulation, the training samples

are subtracted to be zero-mean.

The objective of the proposed HOCCA method is to find pairs

of projections matrices U(n)|Nn=1, where U(n) ∈ RIn×Ln , and

V(n)|Nn=1, where V(n) ∈ RJn×Ln , to project the training samples

in these two classes into low dimensional spaces where each pair is

minimally correlated. Based on an analogy with (7), we define HOC-

CA by replacing U,V,Xt,Yt with U(n)|Nn=1,V
(n)|Nn=1,X,Y, as:

{
U(n)|Nn=1,V

(n)|Nn=1

}
= min [[(X

N∏
n=1

×nU
(n)T )⊗

(Y

N∏
n=1

×nV
(n)T ); (1 : N + 1)(1 : N + 1)]]

s. t. (X

N∏
n=1

×nU
(n)T )T

(N+1)
(X

N∏
n=1

×nU
(n)T )(N+1) = I

(Y
N∏

n=1

×nV
(n)T )T

(N+1)
(Y

N∏
n=1

×nV
(n)T )(N+1) = I

(8)

3.2 Alternating solution
The problem defined in Eq. (8) does not have a closed form solution,

so we derive a suboptimal solution instead by following the principle

of the alternating projection method [33], where the complicated op-

timization problem is reduced into smaller conditional subproblems

that can be solved through simple established methods. Therefore,

Eq. (8) is decomposed into N different subproblems, as:

F = min

⎛⎝ [[(X
N∏

n=1

×nU
(n)T )⊗ (Y

N∏
n=1

×nV
(n)T );

(1 : N + 1)(1 : N + 1)]]

⎞⎠
= min

(
[[(X(n̄)×nU

(n)T )⊗
(Y(n̄)×nV

(n)T ); (1 : N + 1)(1 : N + 1)]]

)
= min tr

{
U(n)T

(
[[(X(n̄))⊗ (Y(n̄)); (n̄)(n̄)]]

)
V(n)

}
s. t. U(n)T

(
[[(X(n̄))⊗ (X(n̄)); (n̄)(n̄)]]

)
U(n) = I,

V(n)T
(
[[(Y(n̄))⊗ (Y(n̄)); (n̄)(n̄)]]

)
V(n) = I

(9)

To simplify Eq.(9), we define C
(n)
xy , C

(n)
xx , C

(n)
yy and C

(n)
yx as

C(n)
xy = ([[(X(n̄))⊗ (Y(n̄)); (n̄)(n̄)]])

C(n)
xx = ([[(X(n̄))⊗ (X(n̄)); (n̄)(n̄)]])

C(n)
yy = ([[(Y(n̄))⊗ (Y(n̄)); (n̄)(n̄)]])

C(n)
yx = ([[(Y(n̄))⊗ (X(n̄)); (n̄)(n̄)]])

(10)

Therefore, Eq. (9) is simplified as:

{U(n),V(n)} = min tr{U(n)T C(n)
xy V(n)}

s. t. U(n)T C(n)
xx U(n) = I, V(n)T C(n)

yy V(n) = I
(11)

We use the Lagrange multipliers to transform the objective func-

tion (11) to the following unconstrained multi-variate optimization

problem, which is defined as:

L(λx, λy,U
(n),V(n)) = tr{U(n)T C(n)

xy V(n)}−
λx
2

∥∥∥U(n)T C(n)
xx U(n) − I

∥∥∥
F
−λy

2

∥∥∥V(n)T C(n)
yy V(n) − I

∥∥∥
F

(12)

where λx and λy are the Lagrange multipliers.
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The optimization is performed by setting the partial derivative of

L(λx, λy,U
(n),V(n)) with respect to U(n) and V(n) to zero, re-

spectively.

∂L

∂U(n)
= λxC

(n)
xx U(n) −C(n)

xy V(n) = 0

∂L

∂V(n)
= λyC

(n)
yy V(n) −C(n)

yx U(n) = 0

(13)

In (13), subtracting V(n)T times the second equation from U(n)T

times the first equation we have:

λyV
(n)T C(n)

yy V(n) − λxU(n)T C(n)
xx U(n) = 0 (14)

Together with the constraints in the objective function (11), we have

λx = λy . Let λ = λx = λy . Assuming C
(n)
yy is invertible we have

V(n) =
C

(n)−1

yy C
(n)
yx U(n)

λ
(15)

Substituting (15) in the first equation in (13) gives:

C(n)
xy C(n)−1

yy C(n)
yx U(n) = λ2C(n)

xx U(n) (16)

Hence, when C
(n)
xx and C

(n)
yy are nonsingular, U(n) is achieved as

the (unit) generalized eigenvectors corresponding to the smallest Ln

generalized eigenvalues of Eq. (16). Then V(n) is obtained by Eq.

(15).

In conclusion, the whole alternating projection optimization pro-

cedure of HOCCA is shown in Algorithm 1.

Algorithm 1 Higher-order Correlation Coefficient Analysis (HOC-

CA) Algorithm

Input: XI1×···×IN×M : zero-mean samples for one class.

YJ1×···×JN×M : zero-mean samples for another class. σ: the

threshold to test the convergence. T : the maximum number of

iteration.

Output: Pairs of multilinear projections matrices{
U(n),V(n)

}N

n=1
, where U(n) ∈ RIn×Ln and V(n) ∈ RJn×Ln .

Method:

1: Initialize
{
U

(n)

(0) ,V
(n)

(0)

}N

n=1
= 1.

2: for iteration t = 1 to T do
3: for iteration n = 1 to N . do
4: Calculate C

(n)

xx(t−1),C
(n)

xy(t−1),C
(n)

yx(t−1),C
(n)

yy(t−1)

according to Eq. 10.

5: Learn U
(n)

(t) and V
(n)

(t) according to Eq. 16 and Eq. 15, re-

spectively.

6: end for

7: Check:
N∑

n=1

‖U(n)

(t) −U
(n)

(t−1)‖2F+‖V
(n)

(t) −V
(n)

(t−1)‖2F ≤ σ.

8: end for
9: Return all U(n) = U

(n)

(t) and V(n) = V
(n)

(t) for all n.

3.3 Regularized HOCCA

In this section, we formulate a Regularizing HOCCA model (rHOC-

CA) to address the practical small sample size problem [7]. A regu-

larization term ηI is added to C
(n)
xx and C

(n)
yy defined in the objective

function (11) to prevent overfitting and avoid the singularity of C
(n)
xx

and C
(n)
yy . Therefore, we have:

{U(n),V(n)} = min tr{U(n)T C(n)
xy V(n)}

s. t. U(n)T (C(n)
xx + ηI)U(n) = I,

V(n)T (C(n)
yy + ηI)V(n) = I

(17)

Based on a similar derivation with HOCCA, rHOCCA solves the

following generalized eigenvalue problem, in terms of U(n).

C(n)
xy (C(n)

yy + ηI)−1C(n)
yx U(n) = λ2(C(n)

xx + ηI)U(n) (18)

and V(n) can be obtained as V(n) = (C
(n)
yy + ηI)−1C

(n)
yx U(n)/λ.

3.4 Complexity
The computational complexity and memory requirements of HOC-

CA are analyzed, in a similar way as in [24]. From a com-

putational complexity point of view, the most demanding step-

s involve the calculations of the projection C
(n)

xx(t−1),C
(n)

xy(t−1),

C
(n)

yx(t−1),C
(n)

yy(t−1). Therefore, the overall computational complex-

ity is TNt′max

N∑
n=1

In.

With respect to the memory requirement, the respective computa-

tion can be done incrementally by reading sequentially. Hence, the

memory needed for the HOCCA algorithm can be as low as In (ig-

noring lower-order terms).

4 Experimental Configuration
4.1 Data Acquisition
We conducted several experiments on two motor imagery datasets,

which were one benchmark dataset recorded from 5 normal person-

s and one dataset recorded from 10 stroke patients, to validate the

performance of HOCCA. The task was to classify the type of the

imagination for each trial in an offline fashion.

(1) Dataset I: Dataset I was collected from five healthy subjects

(labeled ’aa’, ’al’, ’av’, ’aw’ and ’ay’ respectively) performing right

hand and right foot motor imagery in a benchmark dataset of dataset

IVa from BCI competition III [10]. EEG was recorded using 118

electrodes, and bandpass filtered between 8 and 30 Hz. We extracted

a time segment from 500 to 2500 ms after the cue. A training set and

a testing set were available for each subject. Their size was different

for each subject. More precisely, 280 trials were available for each

subject, among which 168, 224, 84, 56 and 28 composed the training

set for the five subjects and the remaining trials were their test set.

(2) Dataset II: Dataset II was collected from 10 unilaterally para-

lyzed stroke patients diseased in two months who performed motor

imagination of their disabled (left or right) upper limb in a BCI com-

bined with Functional Electrical Stimulation (BCI-FES) rehabilita-

tion training system for 24 times over two months (three times per

week). EEG data was recorded by a 16-channel (FC3, FCZ, FC4,

C1-C6, CZ, CP3, CPZ, CP4, P3, PZ and P4) g.USBamp amplifier at

a sampling rate of 256 Hz. Patients had to complete basic motor im-

agery related tasks for five sessions and each session comprised forty

trials and lasted for 240 s. At the beginning of each trial, a bold arrow

as the visual cue with a command, randomly left or right, was shown

on the screen, instructing patients to imagine left or right. We extract-

ed a time segment starting from 0.5s to 4.5s after the visual cue for

analysis. All the trials in the training model course were divided into

a training set with 120 trials and a testing set with 80 trials.
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Figure 1. Distributions of two best features obtained by CSP and the proposed rHOCCA filters for Subjects aa, al, av, aw and ay. The best features were
obtained by using the Fisher score strategy. The blue circles and red crosses denoted the first and second features of the two classes, respectively. The black line

represented the LDA hyperplane. The features were plotted after normalization.

4.2 Data Preprocessing

EEG signals were bandpass filtered within a specific frequency band

related to motor imagery. For healthy people, exemplary spectral

characteristics of EEG in motor imagery tasks were α rhythm (8-

13 Hz) and β rhythm (14-30 Hz) [27]. Thus Dataset I was bandpass

filtered in the frequency range of 8-30 Hz. However, it was not avail-

able to obtain the spectral characteristics of stroke patients [17]. Thus

raw data in Dataset II was filtered in a general band ranged from 5 to

40 Hz.

4.3 Feature Extraction and Classification

We employed five state-of-the-art approaches for comparison includ-

ing Common Spatial Pattern (CSP) [28], Common Sparse Spectral

Spatial Pattern (CSSSP) [14], Filter Bank Common Spatial Pattern

(FBCSP) [1], Bayesian Spatio-spectral Filter Optimization (BSSFO)

[30], and General Tensor Discriminant Analysis (GTDA) [32]. We

employed each algorithm to extract discriminative features from dif-

ferent types of data to detect change of rhythmic activity in different

subjects.

CSP, which has been evidenced as the most successful algorithm-

s for EEG classification, discriminated two classes of EEG data by

maximizing the variance of one class while minimizing the variance

of the other class [28]. CSSSP method performed simultaneous opti-

mization of an arbitrary (Finite Impulse Response) FIR filter within

the CSP algorithm [14]. FBCSP, whose efficacy was demonstrated in

the latest BCI Competition IV [26], selected discriminative frequen-

cy bands by means of the mutual information between class labels

and feature vectors [1]. BSSFO utilized a Bayesian framework to si-

multaneously optimize spectral filters and spatial filters along with

a modified factored-sampling method for probability density func-

tion (pdf) estimation [30]. GTDA, which was the extension of two-

dimensional Linear Discriminant Analysis (LDA) in tensor space,

was applied to reserve multilinear discriminative subspace from the

training tensors [32].

For CSSSP, the regularization constant C was set to 0.3. FBC-

SP filtered the EEG signals into six nonoverlapping subband com-

ponents. For BSSFO, particles were generated from a mixture of

Gaussians as described in the original paper [30]. Finally, for GT-

DA and the proposed HOCCA and rHOCCA, we constructed the

two-dimensional EEG data into third-order EEG tensors in spatial-

spectral-temporal domain by a complex Morlet wavelet [34]. i.e.

φ(t) = exp(2iπt) exp(−t2/2)/
√
2π (center frequency: 1; band-

width parameter: 2). Then we combined all the training samples into

a fourth-order tensor as channels × frequency × time × trials.
Regularization parameter η in rHOCCA was set to 0.1.

A linear support vector machine (SVM) [12], which obtained top-

level performance in many applications, was conducted for classifi-

cation. A 5-fold cross-validation was used to choose suitable SVM

parameters.

5 Experimental Results
In this section, we presented the experimental results on the two

aforementioned datasets, where the first dataset was one widely-used

benchmark dataset of Dataset IVa from BCI competition III and the

last one referred to stroke patients. To begin with, we applied the

proposed method on the first dataset where motor imagery related s-

patial and spectral characteristics were known, and evaluated its per-

formance when compared with some traditional algorithms. Finally,

the proposed method was applied on the second dataset where the

discriminative spatial and spectral properties were not specifically

identified.

5.1 Results on Dataset IVa from BCI competition
III

The results were mainly given in two aspects of the classification

accuracy and the merits of HOCCA.

(1) Classification accuracy. For HOCCA, rHOCCA, the training

samples were divided into two parts: X with all the samples in the

right hand imagery, and Y with all the samples in the right foot im-

agery. X and Y were used as input for HOCCA and rHOCCA to

find a pair of projection matrices {U(n),V(n)}3n=1 by which EEG

samples from right hand imagery and right foot imagery were pro-

jected separately into their individual space. Each sample in the test

dataset was projected into the two individual low-dimensional spaces

Y. Liu et al. / Higher-Order Correlation Coefficient Analysis for EEG-Based Brain-Computer Interface1084



{U(n)}3n=1 and {V(n)}3n=1 separately, yielding two feature vectors

representing the two classes. We finally combined these two feature

vectors into one feature vector for classification. The feature dimen-

sionality was set to 32. Table 1 showed the classification accuracies

obtained by all the methods on the benchmark dataset. It is obvious

that HOCCA and rHOCCA yielded superior classification accuracies

against the other algorithms, and rHOCCA had the best performance.

With a closer look at the HOCCA results, it was realized that bigger

improvements were achieved by subject av with relatively poor per-

formances.

Table 1. The classification accuracies of all the methods on Dataset IVa
from BCI competition III (%)

Subject CSP CSSSP FBCSP BSSFO GTDA HOCCA rHOCCA

aa 73.3 80.1 84.6 78.3 69.8 92.1 93.7
al 82.3 91.8 90.5 92.7 86.4 100 100
av 52.4 56.6 61.7 65.4 72.5 79.9 80.2
aw 78.6 89.2 86.3 89.2 81.2 98.7 99.3
ay 74.2 79.5 83.5 72.5 80.8 98.5 98.9
Mean 72.16 79.44 81.32 79.62 78.14 93.84 94.42

(2) Toward Understanding the Merits of HOCCA: In the previous

section, we showed quantitative evidences indicating the proposed

HOCCA-based methods can improve the classification accuracy in

EEG-based BCIs. In this section, we provided more analysis and vi-

sualizations to better understand the nature and the impact of our pro-

posed algorithm on nonstationary changes in the EEG signals and the

feature space.

Fig. 1 visualized the features obtained by CSP and rHOCCA for

Subjects aa, al, av, aw and ay, respectively. It is noted that for the ease

in visualization only two features which had the highest Fisher scores

in the dataset were plotted. The features were plotted after normaliza-

tion. Red crosses represented one class while blue circles stood for

the other. The black line represented the LDA hyperplane. Compar-

ing the distributions of the two features with the highest Fisher scores

extracted from CSP and the proposed rHOCCA algorithm clearly re-

vealed that the rHOCCA features were more compact and thus more

separable. It was observed that the features obtained by rHOCCA

were more discriminative than CSP features, indicating learning in-

dividual spatial-spectral subspaces for each class contributed more to

classification than only learning individual spatial subspaces.

To better explain the performance differences between the CSP

and the rHOCCA algorithms, Fig. 2 compares some examples of the

most relevant individual spatial-spectral filters obtained by rHOC-

CA for right hand class and right foot class, respectively, and Fig. 3

shows the spatial filters obtained by CSP for the five subjects. For

rHOCCA, the most relevant subspaces on each mode of EEG ten-

sor for each class were selected from the optimized paired projection

matrices
{
U(n),V(n)

}3

n=1
by a Fisher score strategy [7]. In gen-

eral, these pictures showed that the important channels obtained by

rHOCCA for four out of the five subjects (aa, al, aw and ay) were

physiologically relevant, with strong weights over the motor cortex

areas, as also expected from the study [27]. The most important chan-

nels obtained by rHOCCA were mainly centered on central cortical

area (for right foot imagination) and left cortical area (for right hand

imagination). The same phenomenon was also observed in the pic-

tures given by CSP. Moreover, the results indicated that the channels

and frequency information were not only subject-dependent but also

class-dependent. e.g., for subject al, the largest variance of right foot

mainly focused on central scalp map and a large peak around 20-25

Hz, while the largest variance of right hand mainly focused on left

area and frequency band of 10-15 Hz.

10 15 20 25 308

10 15 20 25 308 10 15 20 25 308

10 15 20 25 308

al

aw

(a) Right hand (b) Right foot

FrequencyFrequency

FrequencyFrequency

Spatial Spectral Spatial Spectral
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ay
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Frequency
10 15 20 25 308

Frequency

10 15 20 25 308
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10 15 20 25 308
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10 15 20 25 308
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10 15 20 25 308
Frequency

Figure 2. The most relevant subspaces in spatial-spectral domain for right
hand class and right foot class, respectively. (a) Right hand class; (b) Right
foot class. Left column represents projection matrices on spatial modality
and right column represents projection matrices on frequency modality.

Subject aa Subject al Subject av Subject aw Subject ay

(a)

(b)

CSP Spatial Patterns

Figure 3. Spatial weights for the two most discriminative filters
constructed by CSP for all the subjects in Dataset I. (a) Spatial filters for

performing right hand motor imagery; (b) Spatial filters for performing right
foot motor imagery.

5.2 Results on Dataset collected from stroke
patients

In the above experiments, we showed quantitative evidences indicat-

ing the proposed HOCCA-based methods can achieve an improve-

ment in classification accuracy for normal persons whose related s-

patial and spectral characteristics were available. In this experiment,
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without any prior knowledge like the active motor cortex regions and

frequency bands, we tried to verify the feasibility and robustness of

HOCCA when decoding the unknown information of stroke patients’

motor imagery. The results were mainly given in three aspects: (1)

Classification accuracy. (2) Merits of HOCCA. (3) Neurophysiolog-

ic rehabilitation mechanism in impaired cortex.

(1) Classification accuracy. For every patient, classification accuracy

in each day was calculated, where feature dimensionality was set to

16. Then classification accuracies in the same month were averaged

to represent the mean accuracy of the month. Table 2 gives the mean

accuracies of the two months achieved by all the methods on the ten

patients.

Note that HOCCA and rHOCCA methods outperformed all the

other algorithms, and rHOCCA achieved the best classification per-

formance. With a closer look at the results, it was realized that bigger

improvements were achieved by almost all these patients with poor

CSP performances. Comparisons using a Mann-Whitney U test be-

tween HOCCA-based methods and the other methods showed that

the accuracies by HOCCA and rHOCCA were significantly higher.

Table 2. Mean classification accuracies of the two months obtained by all
the methods on stroke patients (%)

Subject Month CSP CSSSP FBCSP BSSFO GTDA HOCCA rHOCCA

S1 M1 54.4 56.5 62.5 63.4 58.3 70.7 71.4
M2 63.7 65.2 68.4 65.3 62.4 77.4 77.6

S2 M1 57.7 58.6 64.7 62.4 67.7 75.1 75.3
M2 66.5 72.2 71.7 68.3 73.7 85.1 85.9

S3 M1 42.7 53.6 55.8 56.7 59.6 72.7 71.3
M2 58.7 67.2 68.3 71.4 72.5 81.5 82.3

S4 M1 44.1 52.2 53.3 56.6 62.3 72.3 73.5
M2 58.3 63.3 65.8 64.4 63.6 74.7 74.9

S5 M1 62.1 67.7 65.2 63.3 65.4 72.7 74.7
M2 67.9 71.4 77.8 75.9 72.1 84.3 84.7

S6 M1 41.5 56.3 55.7 57.6 59.2 67.3 66.6
M2 59.6 64.8 67.1 65.2 68.2 79.6 79.8

S7 M1 51.6 62.6 66.7 66.6 65.3 75.7 76.6
M2 62.2 66.8 67.7 64.2 68.5 86.4 86.6

S8 M1 41.3 50.1 53.8 54.2 55.7 66.2 67.4
M2 53.4 59.6 61.2 62.2 60.6 74.2 74.4

S9 M1 38.4 48.9 51.1 52.6 53.8 67.4 68.2
M2 47.5 58.6 60.2 58.3 62.5 74.3 74.3

S10 M1 48.7 61.3 59.8 62.4 57.3 73.7 74.1
M2 52.2 63.6 64.5 61.4 66.8 78.3 79.2

Mean M1 48.2 56.7 58.6 59.5 60.4 71.3 71.9
M2 59.0 65.2 67.2 65.6 67.1 79.5 79.9

(2) Toward Understanding the Merits of HOCCA. In this part, we

provided more analysis and visualizations to better understand the

nature and the impact of our proposed algorithm when applied on

stroke patients. Fig. 4 visualized the features obtained by all the

methods except FBCSP for Patient 5 on day 60. FBCSP employed

a filter bank that bandpass filtered the EEG measurements into mul-

tiple bands, and then multiple pairs of CSP features were construct-

ed based on each pair of bandpass and spatial filter. Thus, we did

not visualize all these FBCSP features in each pair of bandpass and

spatial filter. It is noted that for the ease in visualization, only two

features which had the highest Fisher scores [7] were plotted. The

features were plotted after normalization. Red crosses represented

one class while blue circles stood for the other. The black line rep-

resented the Linear Discriminant Analysis (LDA) hyperplane. The

results clearly revealed that the HOCCA and rHOCCA features were

more compact and separable, indicating learning individual spatial-

spectral subspaces for each class contributed more to classification

than learning universal ones.

(3) Neurophysiologic plasticity mechanism in impaired cortex. To

better understand the effectiveness and robustness of HOCCA-based

methods when decoding the motor imagery patterns of stroke pa-

tients which were not available beforehand, we visualized the spatial-

spectral filters obtained by rHOCCA method and the spatial filters

learned by CSP in terms of Patient 5. In order to observe the gradual

changes of EEG patterns in spatial and spectral domains over time,

we chose the raw EEG of three days, day 1, 30 and 60, to repre-

sent the different phases during rehabilitation. rHOCCA was utilized

to extract the spatial-spectral filters of Patient 5 with lesion in right

side on these three days, as shown in Fig. 5. For comparison, Fig. 6

illustrated the chosen three days’ spatial filters learned by CSP fo Pa-

tient 5. From these pictures, we can clearly see that the channels and

frequency information were class-dependent. e.g., for spectral infor-

mation on Day 1, the largest variance of right movement imagination

mainly focused on 6-12 Hz, while the largest variance of left move-

ment imagination mainly focused on the frequency bands of 5-12 Hz

and 20-30 Hz. Another important observation was that during motor

recovery motor imagery EEG patterns of stroke patient were chang-

ing and quite different from the ones by motor imagery of normal

persons. The differences attributed to active cortex regions and fre-

quency bands. In detail, the spatial filters obtained by CSP appeared

as messy, with large weights in several unexpected locations from a

neurophysiological point of view. On the contrary, rHOCCA filter-

s were physiologically more relevant. In detail, the most significant

channels for right movement imagination were focused at around left

central areas (like C3), as also expected from the study [27]; howev-

er, the channels contributed to left movement imagination were with

strong weights over not only the right central areas (like C4) but al-

so the frontal-central and parietal areas (like FC4 and P4). Similar

phenomena were also reported in some other studies [11, 15]. As for

spectral characteristics, active frequency band was updated from a

wide-ranged band (8-30 Hz) at the beginning to a lower band (8-13

Hz) after two months. This dynamic band accentuation implied that

active rhythms might be modulated during rehabilitation. Similar ob-

servation was also reported from the literature [29].

  CSP  CSSSP  BSSFO

HOCCAGTDA rHOCCA

Figure 4. Distributions of the best two features obtained by all the
methods except FBCSP for Patient 5 on day 60. The blue circles and red

crosses denoted the features of the two classes, respectively. The black line
represented the LDA hyperplane. The features were plotted after

normalization.

6 Discussion

This study presented a tensor-based algorithm, namely HOCCA, for

EEG classification which aimed to seek individual spatial and spec-

tral subspaces for each class so that each class was projected into

its own subspace separately. First, EEG was represented by high

order tensors (multiway arrays) i.e., multiple-modality patterns in

the spatial-spectral-temporal domain. Next, HOCCA was applied on
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5 10 15 20 25 30 35 40

5 10 15 20 25 30 35 40

5 10 15 20 25 30 35 40

Spatial filter 1 Spectral filter 1

Spatial filter 1 Spectral filter 1

Spatial filter 1 Spectral filter 1

5 10 15 20 25 30 35 40

5 10 15 20 25 30 35 40

5 10 15 20 25 30 35 40

Spatial filter 2 Spectral filter 2

Spatial filter 2 Spectral filter 2

Spatial filter 2 Spectral filter 2

Figure 5. rHOCCA spatial-spectral filters of day 1, 30 and 60 for Patient
5, respectively. Spatial-spectral filters 1 and 2 correspond to right and left
upper limbs imagery, respectively. From top row to bottom row: day1, 30
and 60. x-axis in the spectral filters represents frequency while y-axis is
power and values are normalized. In spatial filter, red dots show higher

power while blue ones represent lower power.

high order EEG tensors to obtain individual multilinear discrimina-

tive subspace for each class by minimizing the mutual correlation

between classes, and thus high-dimensional tensors were mapped to

low-dimensional tensors. Finally, some classical classifiers were con-

ducted for classification in the feature space with the reduced dimen-

sion.

Extensive experiment comparisons were performed on two

datasets containing one dataset acquired from normal persons and

one dataset related to unilaterally paralyzed stroke patients. Exper-

imental results showed that our algorithm yielded relatively high-

er classification accuracies compared with five state-of-the-art ap-

proaches. In particular, considering the classification results in the

two datasets, one interesting phenomenon was observed: for the sub-

jects with poor CSP performances (i.e., CSP error rate more than

30% like av in Dataset I, and almost all the subjects in Dataset II),

the proposed HOCCA-based algorithms significantly outperformed

the CSP algorithm. Moreover, compared to Dataset I, the classifica-

tion performance difference between CSP and HOCCA-based meth-

ods in the neuro-rehabilitation Dataset II was more salient.

To explore the reasons, firstly, it could be the fact that HOCCA-

based methods, which are different from the other methods which

directly use one common subspace for projection of all the class-

es, seeks a set of individual multilinear subspaces for each class and

projects the samples in each class into its own subspace. This makes

sense, since the spatial and spectral information are not only subject-

dependent but also class-dependent, which can be found in the evi-

dent difference of both spatial and frequency patterns in two classes’

EEG shown in Fig. 5. Secondly, the performance of the CSP-based

methods heavily depends on their operational frequency band and

channels, which, however, can not be obtained for stroke patients be-

forehand. As for stroke patents, their injured brain is under recovery.

There should be a higher chance that the most contributed channels

group and frequency bands will change [17, 5, 23]. To the best of

our knowledge, there is no agreed clinical conclusion about motor

imagery patterns of stroke patients. Our HOCCA-based methods are

more robust than CSP-based methods by performing autonomous s-

election of key channels and frequency band. The robustness of our

proposed methods is very useful because it can be applied to extract

the discriminative features and patterns when the spatial and spectral

characteristics in some paradigms are not available. Thirdly, differen-

t from CSP-based methods, the proposed algorithm is performed in

the tensor space rather than the vector space, yielding both the spatial

and frequency filters containing the maximum discriminative infor-

mation. The best performance achieved by HOCCA-based methods

in the classification results evidence that channel selection and fre-

quency selection extract extra effective information of EEG, and they

complement each other, both contributing to the classification abili-

ty. All these results show that HOCCA-based methods could be more

successful and robust in capturing the spatial-spectral filters.

Day 1

Day 30

Day 60

Figure 6. CSP spatial patterns for Patient 5 on day 1, 30 and 60 (from top
to bottom: day 1, 30 and 60). Red dots show higher power while blue ones

represent lower power.

7 Conclusions

In this work, a tensor-based method, called Higher-order Correlation

Coefficient Analysis (HOCCA), was proposed for motor imagery

EEG classification. Since spatial and spectral information of EEG

data are not only subject-dependent but also class-dependent, HOC-

CA attempted to seek a set of individual multilinear subspaces for

each class rather than a single common subspace for all the samples,

by which the samples belonging to different classes were projected

into their own subspace separately such that they were easily to be

classified. Experimental analysis for classification of motor imagery

EEG in two different datasets recorded from the healthy people and

stroke patients demonstrated the superior performance of our algo-

rithm when compared with some state-of-the-art methods, indicating

that learning individual multi-modal spaces for each class contribut-

ed more to classification than learning only one common space.

ACKNOWLEDGEMENTS

The work was supported by the Key Basic Research Program of

Shanghai(15JC1400103), the National Basic Research Program of

China (Grant No. 2015CB856004), the National Natural Science

Foundation of China (Grant No. 61272251) and JSPS KAKENHI

(Grant No. 15K15955).

Y. Liu et al. / Higher-Order Correlation Coefficient Analysis for EEG-Based Brain-Computer Interface 1087



REFERENCES

[1] Kai Keng Ang, Zheng Yang Chin, Chuanchu Wang, Cuntai Guan, and
Haihong Zhang, ‘Filter bank common spatial pattern algorithm on B-
CI competition IV datasets 2a and 2b’, Frontiers in neuroscience, 6,
(2012).

[2] Kai Keng Ang, Zheng Yang Chin, Haihong Zhang, and Cuntai Guan,
‘Mutual information-based selection of optimal spatial–temporal pat-
terns for single-trial EEG-based BCIs’, Pattern Recognition, 45(6),
2137–2144, (2012).

[3] Kai Keng Ang, Karen Sui Geok Chua, Kok Soon Phua, Chuanchu
Wang, Zheng Yang Chin, Christopher Wee Keong Kuah, Wilson Low,
and Cuntai Guan, ‘A randomized controlled trial of EEG-based mo-
tor imagery Brain-Computer Interface robotic rehabilitation for stroke’,
Clinical EEG and neuroscience, 1550059414522229, (2014).

[4] Mahnaz Arvaneh, Cuntai Guan, Kai Keng Ang, and Chai Quek, ‘Opti-
mizing the channel selection and classification accuracy in EEG-based
BCI’, IEEE Transactions on Biomedical Engineering, 58(6), 1865–
1873, (2011).

[5] Sergi Bermudez i Badia, Hani Samaha, Andres Garcia Morgade, and
Paul FMJ Verschure, ‘Exploring the synergies of a hybrid BCI-VR neu-
rorehabilitation system’, in Virtual Rehabilitation (ICVR), 2011 Inter-
national Conference on, pp. 1–8. IEEE, (2011).

[6] N Birbaumer, N Ghanayim, T Hinterberger, and B Iversen, ‘A spelling
device for the paralysed’, Nature, 398(6725), 297–298, (1999).

[7] Christopher M Bishop and Nasser M Nasrabadi, Pattern recognition
and machine learning, volume 1, springer New York, 2006.

[8] Gilles Blanchard and Benjamin Blankertz, ‘BCI competition 2003-data
set IIa: spatial patterns of self-controlled brain rhythm modulation-
s’, IEEE Transactions on Biomedical Engineering, 51(6), 1062–1066,
(2004).

[9] B. Blankertz, G. Curio, and K. Muller, ‘Classifying single trial EEG:
Towards brain computer interfacing’, in Proc. Adv. Neural Inf. Process.
Syst., pp. 157–164, (2002).

[10] Benjamin Blankertz, K-R Muller, Dean J Krusienski, et al., ‘The BCI
competition III: Validating alternative approaches to actual BCI prob-
lems’, IEEE Transactions on Neural Systems and Rehabilitation Engi-
neering, 14(2), 153–159, (2006).

[11] Cinzia Calautti, François Leroy, Jean-Yves Guincestre, and Jean-
Claude Baron, ‘Dynamics of Motor Network Overactivation After
Striatocapsular Stroke A longitudinal PET Study Using a Fixed-
Performance Paradigm’, Stroke, 32(11), 2534–2542, (2001).

[12] Chih-Chung Chang and Chih-Jen Lin, ‘LIBSVM: a library for support
vector machines’, ACM Transactions on Intelligent Systems and Tech-
nology (TIST), 2(3), 27, (2011).

[13] Evariste Demandt, Carsten Mehring, Klaus Vogt, Andreas Schulze-
Bonhage, Ad Aertsen, and Tonio Ball, ‘Reaching movement onset-and
end-related characteristics of eeg spectral power modulations’, Fron-
tiers in neuroscience, 6, (2012).

[14] Guido Dornhege, Benjamin Blankertz, Matthias Krauledat, Florian
Losch, Gabriel Curio, and K-R Muller, ‘Combined optimization of s-
patial and temporal filters for improving brain-computer interfacing’,
IEEE Transactions on Biomedical Engineering, 53(11), 2274–2281,
(2006).

[15] A Feydy, R Carlier, A Roby-Brami, B Bussel, F Cazalis, L Pierot,
Y Burnod, and MA Maier, ‘Longitudinal study of motor recovery af-
ter stroke recruitment and focusing of brain activation’, Stroke, 33(6),
1610–1617, (2002).

[16] Tamara G Kolda and Brett W Bader, ‘Tensor decompositions and ap-
plications’, SIAM review, 51(3), 455–500, (2009).
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Classtering: Joint Classification and Clustering with
Mixture of Factor Analysers

Emanuele Sansone and Andrea Passerini and Francesco G.B. De Natale1

Abstract.
In this work we propose a novel parametric Bayesian model for the

problem of semi-supervised classification and clustering. Standard

approaches of semi-supervised classification can recognize classes

but cannot find groups of data. On the other hand, semi-supervised

clustering techniques are able to discover groups of data but can-

not find the associations between clusters and classes. The proposed

model can classify and cluster samples simultaneously, allowing the

analysis of data in the presence of an unknown number of classes

and/or an arbitrary number of clusters per class. Experiments on syn-

thetic and real world data show that the proposed model compares

favourably to state-of-the-art approaches for semi-supervised cluster-

ing and that the discovered clusters can help to enhance classification

performance, even in cases where the cluster and the low density sep-

aration assumptions do not hold. We finally show that when applied

to a challenging real-world problem of subgroup discovery in breast

cancer, the method is capable of maximally exploiting the limited

information available and identifying highly promising subgroups.

1 Introduction
Semi-supervised learning (SSL) is a well-known area of machine

learning. The main idea is to exploit both labeled and unlabeled data

to increase the performance of classification and clustering. This is

motivated by the fact that labeled data are ususally expensive to col-

lect and unlabeled data may aid to learning. The SSL field encom-

passes both semi-supervised classification and semi-supervised clus-

tering [11]. In the former case, the goal is predicting the labels of un-

labeled data based on few observed labeled samples, and smoothness

assumptions are typically used in developing methods. The latter task

aims at finding clusters in data subject to some given supervised con-

straints, defined usually as must- and cannot-link between instances.

Discriminative approaches, like Semi-Supervised SVM [7] or

Laplacian SVM [6], provide among the best performance in semi-

supervised classification. This is because they focus on minimizing

an objective function based on classification error, by directly learn-

ing the mapping function between the sample and the class space.

As a drawback, they cannot provide precise information about intra-

class variabilities, since they do not estimate the class-conditional

densities. On the other hand, generative approaches learn the joint

probability density function over inputs and labels and, while usu-

ally not as accurate in classification [11], allow one to model both

inter- and intra-class structures.

Concerning semi-supervised clustering, existing algorithms are

able to discover the patterns of input data, but they strongly rely on

the assumption that clusters have a direct correspondence with the

1 University of Trento, Italy, email: emanuele@esansone.com

structure of classes, the so-called cluster assumption [11]. However,

there are many real-world situations where this assumption does not

hold [16]. In fact, if labeled classes split up in different sub-clusters

or if several classes cannot be distinguished leading to one larger

cluster, then all existing approaches fail. As we will see later on in

the experiments, the cluster assumption is not guaranteed also when

feature dimensionality reduction is applied to the data.

Existing SSL approaches typically focus on either classification or

clustering. However, many real-world applications requires to jointly
address both tasks by classifying data and identifying groups within

each class. Medicine is a paradigmatic example of this requirement.

Many diseases are characterized by symptoms for which the discrim-

ination between healthy and pathological cases is often hard, due to

the lack of complete understanding of the pathology. Moreover, since

the signs of each disease may assume multiple forms, discriminat-

ing between the healthy and pathological conditions is not sufficient,

and identifying also the different forms of the disease becomes cru-

cial [28].

Based on all these considerations, we introduce a unified gener-

ative framework based on mixture of factor analysers that jointly

performs classification and reveals the hidden structure of data by

estimating the modes and the factors of the class-conditional densi-

ties.2 The framework only relies on the manifold assumption and is

thus able to deal with cases where the cluster assumption is not valid.

Experiments on synthetic and real world data show that the proposed

model compares favourably to state-of-the-art approaches for semi-

supervised clustering and that the discovered clusters can help to en-

hance classification performance. We show also that the proposed

model is designed to exploit maximally the limited available infor-

mation and that it is particularly suited to applications where the col-

lection of new data is very expensive, like in the case of breast cancer

samples.

The rest of the paper is organized as follows. At first, the propa-

bilistic graphical model of the mixture of factor analysers in the

semi-supervised setting is introduced, then a variational approxima-

tion to the log-likelihood function over training data is derived in

order to make the posterior inference computationally and analyt-

ically tractable and to be able to predict the labels of new unseen

data. Related works are then reviewed to highlight the main differ-

ences with the proposed method. After that, an extensive analysis of

the results obtained in both semi-supervised classification and semi-

supervised clustering is provided. Furthermore, the method is tested

on a challenging real-world problem consisting in the identification

of subgroups in breast cancer samples, obtaining significant results

that confirm our claims. Finally, we briefly discuss the main findings

and highlight some possible directions for future work.

2 Code at https://github.com/emsansone/Classtering
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2 Probabilistic Model
We start by introducing a fully-supervised model and then extend

it to the semi-supervised case. Given a set of i.i.d. observations

Y = {yn}Nn=1, where yn ∈ Rd, and the respective set of labels

C = {cn}Nn=1, where cn specifies that yn belongs to one among

K predefined classes, the goal is to learn the underlying distribution

generating the observations, namely the class-conditional densities.

In particular, if we assume that the densities can be approximated

by a Gaussian mixture and that high-dimensional data vectors lie ap-

proximately on a lower dimensional subspace, then we can model the

data distribution as a mixture of factor analysers (MFA).

In the MFA model, if a factor analyser sn is given (sn is an indica-

tor variable identifying one among S factors), then each sample yn

is described through the following linear relation

yn = Λsnxn + μsn + ξ

where xn ∈ Rk is a latent vector distributed according to a Gaussian

density with zero-mean and covariance equal to the identity matrix,

Λsn ∈ Rd×k and μsn ∈ Rd are respectively the factor loading ma-

trix and the bias of factor analyser sn, and ξ ∈ Rd is the noise dis-

tributed according to a normal density with diagonal covariance ma-

trix defined by Ψ. From this, it is not difficult to show that each sam-

ple yn can be generated by sampling a Gaussian density with mean

value equal to μsn and covariance matrix equal to ΛsnΛ
T
sn + Ψ

[17]. As a consequence, the MFA model can be equivalently inter-

preted as a Gaussian mixture. In this case, the vector of the mixing

proportions is defined by the latent vector π ∈ [0, 1]S .

It is worth noting that Λsn incorporates information about the lo-

cal dimensionality of component sn, while Ψ models the variability

of data inside that component, namely the noise variance. Parameters

μsn and Λsn are treated as random variables, such that inference is

performed by averaging over the ensemble of models and therefore

model complexity is automatically taken into account.

The MFA model is an unsupervised method that simultaneously

addresses the problem of clustering and the problem of local dimen-

sionality reduction. Supervision can be incorporated into this model

by introducing for each sample yn a pair of independent latent vari-

ables In
.
= (sn, ln), where sn is the above-mentioned cluster in-

dicator, while ln is the class indicator.3 In takes into account all

S×K possible combinations between the two indicators. It is worth

to say that these combinations are not equally probable. In fact, if

we assume that a cluster is associated more likely to one class, then

some combinations of clusters and classes tend to appear more of-

ten than others. The mixing proportions for variable ln are therefore

defined by the set of random vectors B = {βs}Ss=1, where each

K-dimensional βs is governed by a Dirichlet prior. This means that

estimating the distribution over B is equivalent to learning the prob-

abilistic associations between clusters and classes.

The complete set of conditional distributions and priors of our

model is summarized by the following relations:

p(In|π, {βs}Ss=1)
.
= π(sn)βsn(ln)

p(cn|In) .= δ(cn − ln)

p(Λs|νs)
.
=

d∏
j=1

N (0, I/νs(j))

3 In our case, there is no distinction between ln and cn. Nevertheless, we
keep these two variables separate. This is helpful for modelling scenarios
with multiple and/or noisy labels. In these cases, ln is the hidden true label,
while cn is the label provided by the annotator.

yn (sn, ln)

xn cn

Ψ

π

βs

α∗m∗

γ∗q∗

Λs μs

μ∗,ν∗
νsa∗, b∗

N

S

S

Figure 1. Representation of the supervised MFA model as a directed
acyclic graph.

p(νs|a∗, b∗) .=
d∏

j=1

Gamma(νs(j)|a∗, b∗)

p(μs|μ∗,ν∗)
.
= N (μ∗, diag(ν∗)−1)

p(π|α∗m∗)
.
= Dir(α∗m∗)

p(βs|γ∗q∗) .= Dir(γ∗q∗)
p(xn)

.
= N (0, I)

where I is the identity matrix and νs is a d-dimensional vector whose

elements govern the rows of Λs. The mechanism known as automatic

relevance determination (ARD) is used to improve the task of dimen-

sionality reduction [9]. a∗, b∗,Ψ,μ∗,ν∗, γ∗q∗ are the hyperparam-

eters of the model. In Figure 1, we show the graphical representation

of our probabilistic model.

In the next two sections, we see how to apply this probabilis-

tic graphical model to the semi-supervised scenario. In particular,

a variational approximation of the log-likelihood function over input

data and labels is derived in order to make inference computation-

ally tractable. The unlabeled data are therefore taken into account by

simply adding their contribution to the estimated lower bound. Then,

we show how to predict the labels of unseen data.

3 Variational Approximation
By defining H .

= {xn, In} as the set of hidden variables and Θ
.
=

{π, {βs,Λs,μs,νs}Ss=1} as the set of parameters, we can express

the log-likelihood function over Y and C as

ln p(Y,C) = ln

∫
dΘp(Θ)

∫
dHp(Y,C,H|Θ)

and by exploiting the conditional dependencies defined by the prob-

abilistic graphical model we obtain that

ln p(Y,C) = ln

∫
dΘp(Θ)

N∏
n=1

S∑
sn=1

K∑
ln=1

p(In|Θ)p(cn|In)·

·
∫
dxnp(xn)p(yn|Θ,xn, In,Ψ) (1)

Since the integrals in (1) are computationally and analytically in-

tractable, we employ a standard approach to solve the Bayesian in-

tegration based on the variational approximation [2]. In practice, by
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introducing some auxiliary distributions for both the parameters and

the hidden variables and by applying the Jensen’s inequality, it is

possible to obtain a lower bound on the log-likelihood over Y and

C, namely

ln p(Y,C) ≥
∫
dπq(π) ln

p(π|α∗m∗)

q(π)

+
S∑

s=1

∫
dβsq(βs) ln

p(βs|γ∗q∗)
q(βs)

+

S∑
s=1

∫
dνsq(νs)

·
[
ln
p(νs|a∗, b∗)
q(νs)

+

∫
dΛ̃sq(Λ̃s) ln

p(Λ̃s|νs,μ
∗,ν∗)

q(Λ̃s)

]

+
N∑

n=1

S∑
sn=1

K∑
ln=1

q(In)

[ ∫
dπq(π)

∫
dβsnq(βsn)

· ln p(In|π,βsn)

q(In)
+

∫
dxnq(xn|In) ln p(xn)

q(xn|In)

+ ln p(cn|In)
∫
dΛ̃snq(Λ̃sn)

∫
dxnq(xn|In)

· ln p(yn|Λ̃sn ,xn, In,Ψ)

]
.
= F

(
Q
)

(2)

where Q is the set of all auxiliary distributions, namely q(π),
{q(βs), q(νs), q(Λ̃s)}Ss=1, {q(In),xn|In)}Nn=1, and Λ̃s represents

the concatenation between Λs and μs. By maximizing the functional

F , the lower bound is guaranteed to monotonically increase [5] and

can be used as an approximation of the log-likelihood function over

Y and C. Furthermore, the functional F is used to compare models

with different number of factor analysers in order to perform auto-

matic model selection and choose the proper value of S.

The model can be further extended to perform semi-supervised

classification by introducing the set of unlabeled observations Y ′ =

{y′
m}N

′
m=1 and by averaging over all possible labels. The extended

log-likelihood function is therefore approximated following the same

procedure in (2), namely

ln p(Y, Y ′, C) ≥ F
(
Q
)
+

N′∑
m=1

S∑
sm=1

K∑
lm=1

q(Im)

[ ∫
dπq(π)

·
∫
dβsmq(βsm) ln

p(Im|π,βsm)

q(Im)
+

∫
dxmq(xm|Im)

· ln p(xm)

q(xm|Im)
+

∫
dΛ̃smq(Λ̃sm)

∫
dxmq(xm|Im)

· ln p(y′
m|Λ̃sm ,xm, Im,Ψ)

]
(3)

which is equivalent to (2) except for the last three addends, that rep-

resent the contribution of unlabeled samples to the the lower bound.

4 Posterior Inference and Prediction
Posteriors over parameters and hidden variables are estimated by op-

timizing the functional in (3). The optimization is performed by tak-

ing the functional derivatives of (3) with respect to all auxiliary dis-

tributions q(·) and equating them to zero. Similarly, the hyperparam-

eters of the model are estimated by simply taking the derivatives of

the lower bound in (3) with respect to a∗, b∗,Ψ,μ∗,ν∗, γ∗q∗. This

operation is equivalent to performing a maximum likelihood estima-

tion, where the true log-likelihood function is replaced by its lower

bound. Iterative updates of the auxiliary distributions and of the hy-

perparameters guarantee to monotonically and maximally increase

the lower bound in (3), as shown in [5].

After the optimization is completed, the model can be used to

predict the labels of new observed samples. In fact, if we define

D = Y ∪ Y ′ as the set of data used for training the model and

Y ′′ = {y′′
j }Mj=1 as the set of test data, then the new labels can be

estimated by maximizing the log-likelihood function conditioned on

D and C. During the maximization, ln p(Y ′′|D,C) can be approx-

imated by replacing the true parameter posterior with the estimated

auxiliary distribution over the parameters, namely

ln p(Y ′′|D,C) = ln

∫
dΘp(Θ|D,C)

∫
dHp(Y ′′,H|Θ, D,C)

≈ ln

∫
dΘq(Θ)

∫
dHp(Y ′′,H|Θ, D,C) (4)

Integrals in (4) are computationally intractable. Similarly to the (2)

and (3) cases, we thus look for a tractable lower bound on

ln p(Y ′′|D,C)

ln p(Y ′′|D,C) ≥
M∑
j=1

S∑
sj=1

K∑
lj=1

q(Ij)

[ ∫
dπq(π)

∫
dβsj q(βsj )

· ln p(Ij |π,βsj )

q(Ij)
+

∫
dxjq(xj |Ij) ln p(xj)

q(xj |Ij)

+

∫
dΛ̃sj q(Λ̃sj )

∫
dxjq(xj |Ij) ln p(y′′

j |Λ̃sj ,xj , Ij ,Ψ)

]
(5)

Note that (5) is similar to the last three addends of (3). In this case,

we are only interested in estimating the labels of test data and this is

performed by taking the functional derivatives of (5) with respect to

q(Ij) for j = 1, . . . ,M .

5 Related Work
Mixture of Factor Analysers (MFA) has been extensively studied in

the past. The model is targetted to the unsupervised learning setting,

especially to perform model-based clustering in high-dimensional

data [17]. The property of handling data in high dimensions is funda-

mental to distinguish it from the classical finite mixture models [25],

like the mixture of Gaussians. Another interesting property is that

the model can perform local dimensionality reduction. These aspects

are particularly insightful for applications in computer vision, to per-

form density image estimation [34] and object tracking [35], or in

biology, to cluster microarray data based on genes [24]. For a de-

tailed overview of MFA and finite mixture models see [10]. The

properties of MFA are promising also for the supervised and the

semi-supervised learning setting and our work proposes an approach

exactly in that regard.

Some other works based on finite mixture models are similar to

ours, but differs for the kind of assumptions made. The work in [26]

proposes a Gaussian mixture model that integrates the information

about the presence/absence of labels to perform new class discov-

ery. The model assumes that each cluster has a distribution over la-

bels, but no information about the correspondences between classes

and clusters is added to the generative model, thus making it de-

pendent on the cluster assumption. In the experimental section we

will see that this assumption is quite limiting for many cases. The

work in [27] proposes a finite mixture model for semisupervised

classification. In their generative model, labeled samples are condi-

tioned to unlabeled ones in order to ensure that, during the inference

stage, the propagation of labels through the unlabeled samples re-

spects the smoothness assumption. The authors apply the method
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also to the unsupervised learning setting, in particular to perform

density estimation. Nevertheless, the experimental evaluation high-

lights the limitations of the method in this kind of setting, where the

results are frequently worse than performance obtained by standard

unsupervised techniques. In the context of semi-supervised cluster-

ing, the works in [21, 23, 22, 3] have addressed the problem of

constraint propagation proposing solutions that fulfill both the con-

traints and the smoothness requirement. Like the other works in

semi-supervised classification, they haven’t considered that the prob-

lem of label/constraint propagation may be due to the violation of

the cluster assumption. The recent work in [31] is probably the clos-

est to ours. The method introduces a finite mixture model able to

deal with an arbitrary number of clusters and classes. The learning

is performed by optimizing an objective characterized by the log-

likelihood function weighted by a term penalizing the violation of

the must- and cannot-link constraints. Furthermore, a hard assign-

ment between clusters and classes determines a partitioning of the

feature space in which the majority of the constraints is satisfied. In

our approach, instead, the assignment between clusters and classes

is soft. This is essential for modelling the uncertainty of assignment

due to the small amount of supervised information. Furthermore, the

method is tested on datasets characterized by only few dozens of fea-

tures.

The authors in [20] have recently proposed a unified framework

that combines deep neural networks with generative models. The

neural network learns an embedding of data and the generative mod-

els performs classification based on this new representation. The

combination of these two parts is obtained by definining a single

probabilistic graphical model that permits to achieve good classifica-

tion performance even when compared to discriminative approaches.

Nevertheless, the framework is not designed to perform clustering

and is based on the assumption that there exists a data representation

for which the cluster assumption is valid. Furthermore, the use of a

deep neural network requires generally large data sets for training,

besides having to choose the proper architecture, making the frame-

work not suitable to applications with limited number of samples.

6 Experimental Results
6.1 Data sets
In order to assess the performance of the proposed model and com-

pare it with state-of-the-art approaches, we performed experiments

on three artificial and three real world data sets. Table 1 summarizes

their properties.

Table 1. Experimental data sets

Data sets Classes Features Instances
G50C 2 50 550
CAKE 2 2 1000
TOES 2 2 1000
IRIS 3 4 150
USPS 3 256 1918
ISOLET 2 617 3119

The first synthetic data set, G50C, is inspired by [18]. Data

are generated from two standard normal densities located in a 50-

dimensional space, such that the Bayes error is 5%. In this case,

each class is represented by only one Gaussian. In the second

data set, CAKE, data are uniformly distributed according to a two-

dimensional round shape. Two orthogonal decision functions are

used to discriminate between the two classes in order to make them

non-linearly separable. The Gaussian and the cluster assumptions do

not hold in this case. The third data set, TOES, represents the case

where class-conditional densities are characterised by multiple clus-

ters. Samples are drawn independently from a two-dimensional den-

sity composed by five Gaussians, two for the first class and three for

the second class. The two classes have the same prior, resulting into a

balanced number of samples per class. The different number of clus-

ters per class is useful to analyse how unlabeled data influence the

decision boundary. Figures 3(a) and 4(a) show the representation of

the CAKE and the TOES data sets respectively.

The real world data sets consist of two-class and multi-class prob-

lems from the UCI repository. The IRIS data set contains data be-

longing to three different classes of iris plants. One of the three

classes is not linearly separable from the others. The second real

world data set, USPS, represents a well-known benchmark for had-

written digits recognition. In our experiments, we only used samples

belonging to the categories of digits 3, 8 and 9, which are among the

most difficult classes to recognize [15]. In order to deal with real-

valued vectors, normalized histograms are used as feature descrip-

tors. Finally, the ISOLET data set contains high-dimensional data for

the spoken letter recognition task. In our case, the first three subsets

of the whole collection were considered. Similarly to [6], we decided

to classify the first 13 letters of the English alphabet from the last 13.

For the USPS and ISOLET data sets, we first apply a state-of-

the-art technique for unsupervised dimensionality reduction, called

t-SNE [14]. The motivation for the choice of t-SNE relies on the ca-

pability of visualizing high-dimensional data sets in a two or three-

dimensional map without loosing too much information about the

local and the global structure of data. Compared to other existing

techniques, like Sammon mapping, Isomap and Locally Linear Em-

bedding, t-SNE provides significantly better performance, especially

in the data visualization task.

6.2 Semi-Supervised Clustering

For each data set, the number of labeled instances is varied in be-

tween 0 and 90 samples per class. For each of these configurations,

20 different data sets are generated by random sampling. To adhere

to the problem of semi-supervised clustering, labeled samples are

then converted into a balanced number of must- and cannot-link con-

straints following the same procedure of [1]. Performance are mea-

sured in terms of the normalized mutual information (NMI) using the

true labels as gold standard.

We compare our method, called Classtering (CLSST for short),

with four state-of-the-art approaches. The first method proposed in

[33] is based on the integration of supervised constraints into a Gaus-

sian mixture model (CGMM). The second method (MCCC) is the

recent work proposed in [36], where the problem is formulated as a

matrix completion task. The third method in [8] is based on an exten-

sion of the k-means algorithm (MPCK), where constraints and metric

learning are incorporated into the objective function to enhance the

performance. The last method is the semi-supervised kernel mean

shift (SKMS) proposed in [1], where data are first mapped into a

higher dimensional space and then clustered by the mean shift algo-

rithm.

For all competitors, the parameters are chosen from a finite grid

set such that the best performance are always considered. In par-

ticular, the tradeoff parameter C for MCCC is chosen from the

set {0.1, 1, 10, 100, 1000}, while the regularization parameter γ of

SKMS is chosen from the range {10, 100, 1000}. It is important to
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Figure 2. Experimental results for semi-supervised clustering (the higher
the better).

(a) Labels (b) MCCC (c) MPCK

(d) CGMM (e) SKMS (f) CLSST

Figure 3. Estimated labels for semi-supervised clustering on CAKE data
set (87 labels per class)

mention that the number of clusters for MCCC, MPCK and CGMM

is equal to four in CAKE and five in TOES, while it is chosen to

be equal to the number of classes in all other data sets, as done in

[1, 33, 8, 36]. It is also worth noting that our algorithm does not re-

quire to set any parameter manually, since all hyperparameters are

learnt automatically during the training procedure.4

Figure 2 shows the results obtained over all data sets. CLSST

4 Except for the dimensionality of the latent variables xn, which is always
set to a low value.

(a) Labels (b) MCCC (c) MPCK

(d) CGMM (e) SKMS (f) CLSST

Figure 4. Estimated labels for semi-supervised clustering on TOES data
set (87 labels per class)

clearly outperforms all competitors in all cases, except for the G50C

data set. In this case, the data are generated from a distribution of two

Gaussians with identity covariance matrices. Authors in [4] prove

mathematically that the k-means algorithm is equivalent to perform-

ing an EM algorithm on a mixture of Gaussians under the assumption

of identity covariance matrices and uniform mixture priors, which

clearly motivates why MPCK, that is k-means-based, achieves very

good performance. The gap with respect to the results obtained by

CLSST on G50C are mainly due to the fact that, while in CLSST the

parameters of the Gaussians are assumed to be random variables, in

MPCK it is assumed that there only exists a unique combination of

true parameters. It is worth mentioning that CLSST and CGMM are

both algorithms based on Gaussian mixtures. In fact, when consid-

ering cases characterized by one cluster per class, namely the G50C

and the IRIS data sets, the performance of both methods are almost

equivalent. When the cluster assumption does not hold, viz in the

CAKE data set, it is clearly visible that all methods, except CLSST,

fail. The same holds when considering multiple clusters per class,

i.e. the TOES data set. A representative example of the results ob-

tained on CAKE and TOES can be visualized more intuitively in

Figure 3 and Figure 4. A thorough analysis of the results obtained

on the USPS and the ISOLET data sets performed by data visual-

ization indicates that in both cases we have a superposition of two

effects, namely the absence of validity of the cluster assumption and

the presence of multiple clusters per class, which explains why re-

sults are qualitatively similar to those obtained on the CAKE and the

TOES data sets.

6.3 Semi-Supervised Classification

For each data set, 5-fold cross-validation is used to split data into

training and test parts. For each training split, the number of labeled

instances is varied between 0 and 70 samples per class. 10 different

data sets are then generated by random sampling. In these experi-

ments, we provide estimates of the generalization error. Performance

are measured in terms of the error rate, since all datasets have a bal-

anced number of samples per class.

Our method is compared against two state-of-the-art approaches.

The first method [12] is based on the low-density separation assump-

tion (LDS), which is the equivalent supervised form of the cluster

assumption. A nearest-neighbor graph is used to compute the kernel

matrix of an SVM. The second method proposed in [6] is an exten-
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Figure 5. Experimental results for semi-supervised classification (the
lower the better).

sion of the SVM framework, namely the Laplacian SVM (LapSVM).

In particular, a penalty term is added to the objective function to take

into account the marginal distribution of unlabeled data.

For each training data set, hyperparameters for the two competi-

tors are selected from a finite grid using an inner 3-fold cross-

validation procedure. For LDS, ρ andC are respectively chosen from

{1, 2, 4, 8} and {0.1, 1, 10, 100}. In LapSVM, γA and γI are cho-

sen from the same range, namely {0.005, 0.045, 05}. The σ value is

chosen for both methods in the range {0.1, 1, 10} in a transductive

setting on the entire training set.

Figure 5 shows the results obtained over all data sets.

CLSST outperforms all other approaches in almost all cases, ex-

cept for the G50C and the CAKE data sets. G50C is in fact the per-

fect scenario for approaches relying on the low density separation

assumption, as it was previously seen in the clustering setting for the

methods based on the cluster assumption. This motivates why LDS

provides good performance even when the number of labeled sam-

ples is small.

In the CAKE data set, CLSST performs slightly worse than

LapSVM. This is due to the fact that the Gaussian mixture density

is not able to fit properly with the uniform distribution of unlabeled

samples. The bias decreases as the number of labeled samples in-

creases. In contrast, LapSVM is able to control the negative effect

of the unlabeled samples even when the number of labeled data is

small by assigning a higher value to the classification error term in

the objective function. In all other cases, it is evident that CLSST

achieves better performance than its competitors. This can be ex-

plained by the fact that our model is really flexible in estimating the

class-conditional densities and the gained information about these

distributions provides an effective way to fully exploit the unlabeled

samples and increase the classification accuracy.

6.4 Subgroup Discovery in Breast Cancer
We finally tested our algorithm on a challenging real-world problem

consisting in the identification of subgroups in breast cancer sam-

ples. A recent extensive study [13] analysed about 2,000 clinically

annotated primary breast cancers collected from various sources and

identified 10 novel subgroups with varying degrees of confidence.

The authors used a subset of 997 samples as discovery set to iden-

tify clusters, and the remaining 995 ones as validation set to evaluate

robustness of the detected clusters. Clustering was done with a joint

latent variable model [32] on a set of 754 gene expression profiles.

Reproducibility of clustering was measured in terms of in-group pro-

portion (IGP) [19], which is the proportion of samples in a group

whose nearest neighbours are also in the same group, after assigning

samples in the validation set to the clusters in the discovery set.

Characterizing tumors in terms of subclasses is a crucial step in

order to understand their behaviour and variability, and there is ex-

tensive literature addressing this task and proposing various classica-

tion schemes. Five ”intrinsic” subtypes of human breast tumors have

been identified in early studies [30] and termed Luminal A, Luminal

B, HER2-Enriched (HER2-E), Basal-like and normal. The PAM50

gene is typically used [29] for gene expression-based subtyping in

these five groups. Most of the 10 clusters identified in [13] contain

samples belonging to multiple subtypes.

What we plan to investigate here is whether incorporating intrin-

sic subtype classification as class labeling can produce a clustering

with improved generalization capability, as measured by IGP. We

first reduce data to 50 features using PCA in order to alleviate the

problem of redundant features and then apply CLSST to discover

the clusters. In this particular setting, the algorithm discovers seven

groups achieving an averaged IGP of 74.8%, with a minimum value

of 57.5% and a maximum of 91.2%. After this, we investigate a sec-

ond setting, where we run CLSST by fixing the number of clusters

to ten, in order to have a fair comparison with the results reported

in [32]. In this second configuration, the obtained IGP scores range

from a minimum of 55.7% to a maximum of 92.7% with a mean

value equal to 70.6%. In both settings, the performance are better

than those obtained in [32], where the IGP values span from a mini-

mum of 44.8% to a maximum of 82.4% with a mean value equal to

65.4%. The performance improvement is on average greater than 5%,

indicating that our algorithm successfully exploits the supervised in-

formation in performing group discovery. Table 2 reports the com-

plete set of results for [32] and for CLSST in the two settings, with

clusters ordered by decreasing IGP value.

With this study we are not claiming that the clusters we found

are more biologically relevant than those identified by the original

method, as this would require in-depth analyses and extensive val-

idations, which are out of the scope of this work. Nonetheless, we

believe that the obtained results are promising and highlight the po-

tential of the method in discovering structure in data.

7 Discussion
In this work, a model based on mixture of factor analysers is pro-

posed for both semi-supervised clustering and semi-supervised clas-

sification. Evaluation is performed on synthetic and real-world data

sets. Results provide evidence about the effectiveness of the proposed
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Table 2. Results on breast cancer data set evaluated in terms of IGP
measure. Clusters are ordered by decreasing IGP value.

Cluster [13] CLSST (fixed S) CLSST (variable S)
1 0.8235 0.9266 0.9117
2 0.8099 0.8639 0.8377
3 0.7281 0.7899 0.7931
4 0.7091 0.6867 0.7730
5 0.6866 0.6842 0.7624
6 0.6455 0.6794 0.5833
7 0.6015 0.6780 0.5745
8 0.5818 0.6000 -
9 0.5072 0.5965 -
10 0.4481 0.5574 -

model, especially when the cluster or the low density separation as-

sumption does not hold. Furthermore, we have applied the proposed

method to a challenging real-world problem consisting in the identifi-

cation of subgroups in breast cancer samples and achieved promising

results that enable future research in this direction. Other possible di-

rections consist of extending the model to deal with multiple labels

(e.g. difference classification schemes for tumors) and to perform ac-

tive learning.
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Extending the Description Logic τEL(deg)
with Acyclic TBoxes

Franz Baader and Oliver Fernández Gil1

Abstract. In a previous paper, we have introduced an extension

of the lightweight Description Logic EL that allows us to define

concepts in an approximate way. For this purpose, we have defined

a graded membership function deg , which for each individual and

concept yields a number in the interval [0, 1] expressing the degree

to which the individual belongs to the concept. Threshold concepts

C∼t for ∼ ∈ {<,≤, >,≥} then collect all the individuals that be-

long to C with degree∼ t. We have then investigated the complexity

of reasoning in the Description Logic τEL(deg), which is obtained

from EL by adding such threshold concepts. In the present paper,

we extend these results, which were obtained for reasoning without

TBoxes, to the case of reasoning w.r.t. acyclic TBoxes. Surprisingly,

this is not as easy as might have been expected. On the one hand, one

must be quite careful to define acyclic TBoxes such that they still

just introduce abbreviations for complex concepts, and thus can be

unfolded. On the other hand, it turns out that, in contrast to the case

of EL, adding acyclic TBoxes to τEL(deg) increases the complexity

of reasoning by at least on level of the polynomial hierarchy.

1 INTRODUCTION
Description logics (DLs) [3] allow their users to define the important

notions of an application domain as concepts by stating necessary

and sufficient conditions for an individual to belong to the concept.

These conditions can be atomic properties required for the individual

(expressed by concept names) or properties that refer to relationships

with other individuals and their properties (expressed as role restric-

tions). The expressivity of a particular DL is determined on the one

hand by what sort of properties can be required and how they can

be combined. On the other hand, DLs provide their users with ways

of stating terminological axioms in a so-called TBox. The simplest

kind of TBoxes are called acyclic TBoxes, which consist of concept

definitions without cyclic dependencies among the defined concepts.

Basically, such a TBox introduces abbreviations for complex concept

descriptions. But even this simple form of TBoxes may increase the

complexity of reasoning, as is, for example the case for the DL FL0,

for which the complexity of the subsumption problem increases from

polynomial-time to coNP-complete if acyclic TBoxes are added [12].

The DL EL, in which concepts can be built using concept names

as well as the concept constructors conjunction (;), existential re-

striction (∃r.C), and the top concept (�),2 has drawn considerable

attention in the last decade since, on the one hand, important infer-

ence problems such as the subsumption problem are polynomial in

EL, not only w.r.t. acyclic TBoxes, but also w.r.t. more expressive

terminological axioms called GCIs [8]. On the other hand, though

1 TU Dresden, email: {franz.baader, oliver.fernandez}@tu-dresden.de
2 InFL0, we have value restrictions (∀r.C) instead of existential restrictions.

quite inexpressive, EL underlies the OWL 2 EL profile3 and can be

used to define biomedical ontologies, such as the large medical on-

tology SNOMED CT,4 which basically is an acyclic EL TBox. In EL
we can, for example, define the concept of a good movie as a movie

that is uplifting, has a simple, but original plot, a likable and an evil

character, action and love scenes, and a happy ending.

Movie ; Uplifting ; ∃plot.(Simple ; Original) ;
∃character.Likeable ; ∃character.Evil ; (1)

∃scene.Action ; ∃scene.Love ; ∃ending.Happy.

For an individual to belong to this concept, all the stated properties

need to be satisfied. However, maybe we would still want to call a

movie good if most, though not all, of the properties hold.

In [2], we have introduced a DL extending EL that allows us to

define concepts in such an approximate way. The main idea is to use

a graded membership function, which instead of a Boolean member-

ship value 0 or 1 yields a membership degree from the interval [0, 1].
We can then require a good movie to belong to the EL concept (1)

with degree at least .8. More generally, if C is an EL concept, then

the threshold concept C≥t for t ∈ [0, 1] collects all the individuals

that belong to C with degree at least t. In addition to such upper

threshold concepts, also lower threshold concepts C≤t are consid-

ered, and strict inequalities may be used. For example, a bad movie

could be required to belong to the EL concept (1) with a degree less

than .2. In contrast to fuzzy DLs [7, 10, 16], which also yield mem-

bership degrees, we use classical crisp interpretations to define the

semantics of the new logic. The membership degree of an individual

d in a concept C is obtained by comparing the properties that the in-

dividual has with the properties that the concept requires. Moreover,

the obtained threshold concepts are crisp rather than fuzzy.

There are, of course, different possibilities for how to define a

graded membership function m based on the previous idea, and the

semantics of the obtained new logic τEL(m) depends onm. In [2],

we have not only introduced this general framework, but have also

defined a specific graded membership function deg , and have in-

vestigated the complexity of reasoning in τEL(deg) in detail. More

precisely, we have shown that the satisfiability and the ABox con-

sistency problem in τEL(deg) are NP-complete, and the subsump-

tion and the instance problem are coNP-complete (the latter w.r.t.

data complexity). All these results are shown for the setting with-

out TBoxes. From a technical point of view, we think that deg (but

not our logic τEL(deg)) can be expressed using the combination of

Aggregation Operators (AOs) and fuzzy DLs [6]. Nevertheless, we

3 see http://www.w3.org/TR/owl2-profiles/
4 see http://www.ihtsdo.org/snomed-ct/
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believe that the existing results on reasoning in fuzzy DLs with AOs

do not imply any of our results. In fact, the fuzzy DL introduced in

[6] cannot express our threshold concepts, and we show exact com-

plexity results for extensions of EL.

The main contribution of the present paper is to investigate the

complexity of reasoning in τEL(deg) w.r.t. acyclic TBoxes. Surpris-

ingly, this is not as easy as might have been expected. The problem

already starts with how to define acyclic TBoxes in τEL(deg). It

turns out that simply replacing EL concepts by τEL(deg) concepts

in the definition of an acyclic TBox does not yield the desired re-

sult. In fact, acyclic TBoxes are supposed to introduce concept names

(defined concepts) as abbreviations for complex concepts, and these

complex concepts can be obtained by unfolding defined concepts,

i.e., by replacing defined concepts by their definitions until no more

defined concepts occur. For the straightforward definition of acyclic

τEL(deg) TBoxes mentioned above, this unfolding would actually

yield concepts that are not syntactically correct τEL(deg) concepts

since they may contain nested threshold operators, which is not al-

lowed in τEL(deg).5 Thus, we propose a more sophisticated notion

of acyclic TBox for τEL(deg), which consists of an EL part and

a τEL(deg) part satisfying certain properties. These properties en-

sures that unfolding yields a correct τEL(deg) concept. Of course,

from a semantic point of view, we want defined concepts to have

the same meaning as their unfolded counterparts. For this to hold,

we need to require the graded membership function to “respect” the

EL part of the TBox in an appropriate way. We show how deg can

be modified such that it satisfies this requirement. This finally fixes

syntax and semantics of acyclic τEL(deg) TBoxes. We then inves-

tigate reasoning w.r.t. such TBoxes. We show that, again quite sur-

prisingly, the complexity increases by at least one level in the poly-

nomial hierarchy when acyclic TBoxes are added: satisfiability and

consistency are ΠP
2 -hard and subsumption and the instance problem

are ΣP
2 -hard. The best upper bound we can currently show for these

problems is PSpace.

In the next section, we will sketch how the DL τEL(deg) was de-

fined in [2] (more details and motivating discussions can be found

in that paper). In Section 3, we introduce acyclic τEL(deg) TBoxes,

and in Section 4 we sketch proofs of the mentioned complexity re-

sults (detailed proofs can be found in [4]).

2 THE DESCRIPTION LOGIC τEL(deg)

We start by introducing the DL EL and some related notions that

are needed in the rest of the paper. Afterwards, we present the ab-

stract family of DLs τEL(m) that is obtained by extending EL with

threshold concepts defined using a graded membership function m
[2]. Finally, we recall the specific graded membership function deg ,

and briefly discuss the results obtained in [2] concerning the compu-

tational complexity of reasoning in τEL(deg).

2.1 The Description Logic EL
Starting with finite sets of concept names NC and role names NR,

the set CEL of EL concept descriptions is obtained by combining

the concept constructors conjunction (C ;D), existential restriction
(∃r.C) and top (�), in the following way:

C ::= � | A | C ; C | ∃r.C (2)

5 In fact, the semantics of such nested concepts would not be well-defined
since the graded membership function can only deal with EL concepts as
input.

where A ∈ NC, r ∈ NR and C ∈ CEL.

The semantics of EL is given through standard first-order logic in-

terpretations. An interpretation I=(ΔI , .I) consists of a non-empty

domain ΔI and an interpretation function .I that assigns subsets of

ΔI to concept names in NC and binary relations over ΔI to role

names in NR. The function .I is inductively extended to arbitrary

concept descriptions in the usual way, i.e.,

�I := ΔI , (C ;D)I := CI ∩DI ,
(∃r.C)I := {x ∈ ΔI | ∃y.((x, y) ∈ rI ∧ y ∈ CI)}.

Given two EL concept descriptions C and D, we say that C is sub-
sumed by D (in symbols C 3 D) iff CI ⊆ DI for all interpreta-

tions I. These two concepts are equivalent (in symbols C ≡ D) iff

C 3 D and D 3 C. In addition, C is satisfiable iff CI 	= ∅ for

some interpretation I.

Information about specific individuals (represented by a set of in-

dividual names NI) can be expressed in an ABox, which is a finite set

of assertions of the form C(a) or r(a, b), where C ∈ CEL, r ∈ NR,

and a, b ∈ NI. In addition to concept and role names, an interpreta-

tion I now assigns domain elements aI to individual names a. We

say that I satisfies an assertion C(a) iff aI ∈ CI , and r(a, b) iff

(aI , bI) ∈ rI . Further, I is a model of A (denoted as I |= A) iff

it satisfies all the assertions of A. Then, an ABox A is consistent
iff I |= A for some interpretation I. Finally, an individual a is an

instance of C in A iff aI ∈ CI for all models I of A.

An EL TBox T is a finite set of concept definitions of the form

E
.
=CE , where E ∈ NC and CE is an EL concept description.6 Ad-

ditionally, we require that no concept name occurs more than once

on the left hand side of a definition. Concept names occurring on

the left hand side of a definition of T are called defined concepts
while all other concept names are called primitive concepts. The sets

of defined and primitive concepts of T are denoted as NT
d and NT

pr ,

respectively. Note that NT
pr = NC \ NT

d , and thus also contains all

concept names not occurring in T . An interpretation I is a model of

T (in symbols I |= T ) iff EI = (CE)
I for all E

.
= CE ∈ T . The

relations 3 and ≡ are now defined modulo all models of T and de-

noted as3T and≡T , respectively. The satisfiability and the instance

problem can be adapted accordingly to the presence of a TBox, and

we then talk about satisfiability and instance w.r.t. T .

TBoxes can be classified into being acyclic or cyclic, based on

how their defined concepts depend on each other. A defined concept

E1 directly depends on a defined conceptE2 iffE1
.
= CE1 ∈ T and

E2 occurs in CE1 . Then, T is called cyclic iff it contains a defined

concept E that depends directly or indirectly on itself. Otherwise, it

is called acyclic. Given an acyclic TBox T , the unfolding uT (C) of

an EL concept description C w.r.t. T is the concept description ob-

tained by exhaustively replacing all occurrences of defined concepts

E by their definitions CE in T . Based on this, the meaning of a con-

cept C can always be determined from the meaning of its unfolded

description: CI = [uT (C)]
I for all models I of T , which means

that C ≡T uT (C). From a model-theoretical point of view this is

captured by the following proposition (see [13]).

Proposition 1 Let T be an acyclic EL TBox. Any interpretation I
of NT

pr ∪ NR can be uniquely extended into a model of T .

The definition of the graded membership function deg that we will

recall in Section 2.3 is based on the representation of concepts and in-

terpretations as graphs, and homomorphisms between these graphs.

6 In this paper, we do not consider so-called general concept inclusions
(GCIs), which are of the form C � D for C,D ∈ CEL.
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An EL description graph is a tuple G = (VG, EG, G), where G
labels each node v in VG with a subset G(v) ⊆ NC and each edge

vrw ∈ EG is labeled with a role name r from NR. In [5] it is shown

that every EL concept descriptionC can be translated into an EL de-

scription tree TC and vice versa. Moreover, in [1] interpretations I
are translated into EL description graphs GI . For instance, the left-

hand side of Figure 1 depicts the EL description tree corresponding

to the concept description A ; ∃s.(B1 ; ∃r.B3 ; ∃r.B2), whereas

the right-hand side shows the description graph induced by an in-

terpretation I whose domain consists of 6 elements, and where the

extensions of concept and role names are given by the labels (the

meaning of the lines going from TC to GI will be discussed later).

Homomorphisms between EL description trees were introduced

in [5] to characterize subsumption in EL: C 3 D iff there exists

a homomorphism from TD to TC mapping the root of TD to the

root of TC (Thm. 1, [5]). The following definition generalizes such

homomorphisms to graphs.

Definition 2 Let G=(VG, EG, G) and H=(VH , EH , H) be two

EL description graphs. A mapping ϕ : VG → VH is a homomor-
phism from G toH iff the following conditions are satisfied:

1. G(v) ⊆ H(ϕ(v)) for all v ∈ VG, and

2. vrw ∈ EG implies ϕ(v)rϕ(w) ∈ EH .

Such homomorphisms can be used to characterize membership in

EL concept descriptions.

Theorem 3 Let I be an interpretation, d ∈ ΔI , and C an EL con-
cept description. Then, d ∈ CI iff there exists a homomorphism ϕ
from TC to GI such that ϕ(v0) = d.

One final technical notion: the role depth rd(C) of an EL concept

description C is the maximal nesting of existential restrictions in C;

equivalently, it is the height of the description tree TC .

2.2 Adding threshold concepts to EL
In [2], we have extended EL with a family of concept construc-

tors of the form C∼t, such that C is an EL concept description,

∼ ∈ {<,≤, >,≥}, and t is a rational number in [0, 1]. These

new constructors can then be combined with the basic EL concept

constructors (2) to form more complex concepts, e.g., (∃r.A)<1 ;
∃r.(A ; B)≥.8 ; B. Concepts of the form C∼t are called threshold
concepts. The semantics of such concepts is based on a graded mem-

bership function m. The idea is that, given an interpretation I and

d ∈ ΔI , mI(d, C) computes a value between 0 and 1 representing

the extent to which d belongs to C in I. For instance, the concept

C>.8 collects all the individuals that belong to C with degree greater

than .8. To indicate which function m is used to obtain the seman-

tics of threshold concepts, we call the extended logic τEL(m). We

require such functionsm to satisfy the following two properties.

Definition 4 A graded membership function m is a family of func-

tions that contains for every interpretation I a function mI : ΔI ×
CEL → [0, 1] satisfying the following conditions (for C,D ∈ CEL):

M1: d∈CI ⇔ mI(d, C)=1 for all d ∈ ΔI ,

M2: C≡D ⇔ ∀I ∀d ∈ ΔI : mI(d, C)=mI(d,D).

The formal semantics of threshold concepts is then defined in terms

ofm as follows: (C∼t)
I := {d ∈ ΔI | mI(d, C) ∼ t}. Taking this

Figure 1. Partial mappings.

TC :
v0 : {A}

v1 : {B1}

v2 : {B2}

r

v3 : {B3}

r

s

GI :
d0 : {A}

d1 : {}

d3 : {B2}

r

d4 : {B3}

r

s

d2 : {B1}

d5 : {}

r

s

into account, .I is extended in a natural way to interpret complex

τEL(m) concept descriptions.

Coming back to Definition 4, on the one hand, property M2 ex-

presses the intuition that membership values should not depend on

the syntactic form of a concept, but only on its semantics. On the

other hand, requiring M1 has the following consequences.

Proposition 5 For every EL concept description C we have C≥1 ≡
C and C<1 ≡ ¬C, where the semantics of negation is defined as
usual, i.e., (¬C)I := ΔI \ CI .

The equivalence C<1≡¬C says that negation of EL concepts is

expressible in τEL(m). This does not imply, however, that τEL(m)
is closed under negation. Note that nesting of threshold constructors

is not allowed. For example, strings like ((∃r.A)<1)<1 or (E∼t)<1

do not constitute well-formed concepts in τEL(m). Thus, negation

cannot be nested using these constructors.

Regarding notation, we will sometimes use C=t to abbreviate the

concept description C≤t ; C≥t. Symbols like Ĉ, D̂ will be used to

refer to τEL(m) concept descriptions.

2.3 The graded membership function deg

In addition to defining the family of DLs τEL(m), in [2] we also

define a concrete graded membership function deg and study its in-

duced DL τEL(deg). Since the latter constitutes our main object of

study, we shall briefly describe the principal components supporting

the definition of deg .

Basically, we use the homomorphism characterization of mem-

bership in EL (Theorem 3) as a starting point. The computation of

degI(d, C) relies on exploring the search space consisting of all par-

tial mappings from TC toGI that map the root of TC to d and respect

the edge structure of TC . Let us explain the reason for considering

such partial mappings using the following example.

Example 6 Figure 1 shows a description tree TC corresponding to

the concept C := A ; ∃s.(B1 ; ∃r.B2 ; ∃r.B3), and the descrip-

tion graph associated to an interpretation I. Clearly, d0 	∈ CI , and

thus there is no homomorphism that maps v0 to d0. Nevertheless, the

mappings depicted in the figure (represented by the dashed lines and

the dotted ones) provide two different views of how d0 partially sat-

isfies the properties required by C. The idea is then to calculate to

which degree each partial mapping fulfills the homomorphism con-

ditions (see Definition 2), and take the degree of the best one as the

membership degree degI(d0, C).
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These partial mappings are formally defined in [2] (Def. 4) as par-
tial tree-to-graph homomorphisms (ptgh). To measure to which de-

gree a ptgh h satisfies the homomorphism conditions, a weighted

function hw : dom(h) → [0, 1] is defined and the value hw(v0)
considered as the corresponding degree. We use again Figure 1 to

sketch how hw calculates such degrees. The formal details, which

are omitted due to space constraints, can be found in [2].

Example 7 Let h denote the mapping represented by the dashed

lines and g the other one. To compute hw(v0), we basically count

the number of properties of v0 (say ), check how many of those d0
actually has in I (say k) and give k/ as the membership degree

hw(v0). In our example, v0 has two properties, namely, A and the

existence of an s-successor with a certain structure (the node v1). In

particular, the s-successor of d0 selected by h to match v1, does not

satisfy all the conditions required by v1. Now, instead of assuming

that d0 lacks the second property and setting hw(v0) = 1/2, hw(v1)
computes a value that expresses to which degree d1 satisfies the con-

ditions required by v1. This is done by applying the same idea recur-

sively. This procedure stops at nodes of TC having no successors in

dom(h).
Thus, the real computation is done in a bottom-up manner. First,

we have hw(v2)=1 and hw(v3)=1. Based on these two values and

the fact that d1 	∈ (B1)
I , we obtain hw(v1) = 2/3. Finally, since

d0 ∈ AI , we get hw(v0) = (1 + hw(v1))/2 = 5/6. Concerning

the mapping g, the reader can verify that gw(v0) < hw(v0), and thus

deg sees h as a better approximation for membership in C.

Based on these ideas, we now define the graded membership func-

tion deg . However, in order to satisfy property M2, all concept de-

scriptions C are transformed into an appropriate reduced form Cr

before actually applying the computations sketched above. This re-

duced form, which was introduced in [11], removes redundancies

from concepts, and has the property that C ≡ D iff the description

trees of Cr andDr are isomorphic.

Definition 8 (Def. 6, [2]) Let I be an interpretation, d ∈ ΔI and C
an EL concept with reduced form Cr . Moreover, letH(TCr , GI , d)
be the set of all ptghs h from TCr to GI with h(v0) = d. Then,

degI(d, C) := max{q | hw(v0) = q and h ∈ H(TCr , GI , d)}

We have shown in [2] that the maximum in the above expression

always exists. This implies that the function deg is well-defined. In

addition, we could show that the properties M1 and M2 are satis-

fied. Regarding the induced DL τEL(deg), we have investigated the

computational complexity of the standard reasoning problems sat-
isfiability, subsumption, ABox consistency and instance checking. In

particular, the subsumption and the satisfiability problems are tackled

by establishing the following polynomial model property for the sat-

isfiability of concepts of the form Ĉ ; ¬D̂, for τEL(deg) concepts

Ĉ, D̂. Note that this is equivalent to the non-subsumption problem

and satisfiability is a special case.

Lemma 9 (Lem. 5, [2]) Let Ĉ and D̂ be τEL(deg) concepts of
sizes s(Ĉ) and s(D̂). If Ĉ ; ¬D̂ is satisfiable, then there exists an
interpretation I such that ĈI \ D̂I 	=∅ and |ΔI |≤s(Ĉ)·s(D̂).

A analogous property has been also proved for consistent ABoxes

of the form A ∪ {¬Ĉ(a)}, thus yielding a bounded model prop-

erty for non-instance (A 	|= Ĉ(a)). Unfortunately, in this case the

bound on the model’s size has the size of the concept Ĉ in the expo-

nent. Nevertheless, since consistency is a particular case where Ĉ is

not present, we have a polynomial model property for ABox consis-

tency. In addition, checking whether a finite interpretation I satisfies

a τEL(deg) concept/ABox can be done in polynomial time. Over-

all, we can thus employ a standard guess-and-check NP-algorithm

to decide satisfiability, non-subsumption, and ABox consistency. For

non-instance, this algorithm is only in NP if we consider data com-
plexity as defined in [9].

Theorem 10 (Th. 5 and Th. 6, [2]) In τEL(deg), satisfiability and
consistency are NP-complete, whereas subsumption and instance
checking (w.r.t. data complexity) are coNP-complete.

3 ACYCLIC TBOXES FOR τEL(m)

We now turn to introducing acyclic TBoxes for the whole family

of DLs τEL(m), and hence also for τEL(deg). As with acyclic

TBoxes in EL, the purpose is to introduce abbreviations for com-

posite τEL(m) concept descriptions. For instance, the EL concept

definition E
.
=∃r.A ; ∃r.B can be used to abbreviate the threshold

concept (∃r.A ; ∃r.B)≥1/2 as E≥1/2. On top of this, we can then

also introduce the abbreviation β forE≥1/2 and use this abbreviation

in other concept definitions, as done in the following TBox:⎧⎨⎩
α
.
= ∃s.A ; ∃r.β
β
.
= E≥1/2

E
.
= ∃r.A ; ∃r.B

⎫⎬⎭ (3)

Overall, the concept name α then abbreviates the τEL(m) concept

description ∃s.A ; ∃r.(∃r.A ; ∃r.B)≥1/2, which can be obtained

from α by unfolding.

However, we cannot use arbitrary acyclic sets of τEL(m) concept

definitions. For example, suppose that α is now defined in the TBox

(3) asα
.
= ∃s.A;∃r.(β>.8) instead. Even though the right-hand side

of this definition is a syntactically well-formed τEL(m) concept,

unfolding α w.r.t. this new TBox yields

∃s.A ; ∃r.(((∃r.A ; ∃r.B)≥1/2)>.8), (4)

which is not a well-formed τEL(m) concept description since

threshold operators are nested. The following definition is designed

to avoid this problem.

Definition 11 An acyclic τEL(m) TBox T̂ is a pair (Tτ , T ), where

T is an acyclic EL TBox and Tτ is a set of concept definitions of the

form α
.
= Ĉα satisfying the following conditions:

• Ĉα is a τEL(m) concept description,

• α does not depend on itself and it does not occur in T ,

• for all threshold concepts C∼t occurring in Ĉα, no defined con-

cept of Tτ occurs in C.

The TBox (3) can be seen as an acyclic τEL(m) TBox where the first

two definitions belong to Tτ and the last to T . Notice that, although

the syntax of the first and third axioms looks quite similar, they are

actually different since the first one contains a concept name whose

definition uses a threshold concept whereas the third one does not.

Given an acyclic τEL(m) TBox T̂ = (Tτ , T ), we define the set

NT̂
d of defined concepts in T̂ as the union NTτ

d ∪ NT
d , where NTτ

d is

the set of defined concepts in Tτ . We denote the set NC \NT̂
d as NT̂

pr .

The notion of unfolding is extended to acyclic τEL(m) TBoxes in

F. Baader and O. Fernández Gil / Extending the Description Logic τEL(deg) with Acyclic TBoxes 1099



the obvious way. It is easy to see that the restrictions imposed in the

previous definition guarantee that α ∈ NTτ
d always unfolds into a

well-formed τEL(m) concept description uT̂ (α), whereas E ∈ NT
d

unfolds into an EL concept. Regarding arbitrary τEL(m) concept

descriptions Ĉ, we say that Ĉ is correctly defined w.r.t T̂ if the pair

(Tτ ∪ {α .= Ĉ}, T ) is still an acyclic τEL(m) TBox, where α is a

fresh concept name not occurring in T̂ and Ĉ.

We are now ready to fix the semantics of acyclic τEL(m) TBoxes.

To start with, we say that an interpretation I is a model of Tτ (and

write I |= Tτ ) iff αI = (Ĉα)
I in τEL(m) for all α

.
= Ĉα ∈

Tτ . Then, I satisfies T̂ iff I |= T and I |= Tτ . The subsumption

and equivalence relations3T̂ and≡T̂ on correctly defined τEL(m)

concepts are defined w.r.t. the set of models of T̂ . The next step is

to ensure that defined concepts α and their unfolded counterparts

uT̂ (α) have the same meaning in all models of T̂ , i.e.,

α≡T̂ uT̂ (α). (5)

Since this equivalence holds for EL, the only constructor that might

lead to a problem is the threshold constructor. More precisely, given

a threshold concept C∼t with C ∈ CEL, for all models of T̂ the

following must hold:

(C∼t)
I=((uT (C))∼t)

I . (6)

Thus, we must turn our attention to the graded membership func-

tionm sincem is providing the semantics for such concepts C∼t. In

principle, the graded membership function m is defined on C since

C is an EL concept description. However, this function (e.g., deg) is

agnostic of the TBox and thus treats defined and primitive concepts

alike: they are just concept names for m. In order to satisfy (6), the

function needs to be aware of the TBox. Let us illustrate this using

the graded membership function deg :

Example 12 Let T̂ = (Tτ , T ) be the τEL(m) acyclic TBox corre-

sponding to the definitions in (3). In addition, let I be an interpre-

tations such that ΔI = {d0, dr, ds}, AI = {ds}, BI = {dr}, and

rI={(d0, d0), (d0, dr)}, sI={(d0, ds)}.

When trying to extend I to a model of T̂ , we first note that we have

(∃r.A;∃r.B)I=∅, and hence EI must be interpreted as the empty

set. Then, since E is treated as a concept name by deg , this means

that degI(d,E) = 0 for all d ∈ ΔI . Therefore, (E≥1/2)
I = ∅, and

consequently we must define βI := αI := ∅. To see that (6) fails

to hold, one can observe that in contrast to degI(d0, E) = 0, for d0
we obtain degI(d0, ∃r.A ; ∃r.B) = 1/2 (recall the ideas defining

deg). This means that (E≥1/2)
I 	= ((uT (E))≥1/2)

I . Obviously,

the problem propagates up to the more general requirement in (5).

First, d0 	∈βI but d0 ∈ (uT̂ (β))
I . Moreover, it is easy to check that

d0∈(uT̂ (α))I , and thus α 	≡T̂ uT̂ (α).

To avoid the problem demonstrated by this example, the graded

membership function m needs to take into account the definitions

in T . This means that T must be a parameter of this function. Fur-

thermore, to ensure that property (6) is satisfied, the membership

degrees for an EL concept description C should be the same as for

its unfolding uT (C). Taking this into account, we extend a given

graded membership functionm such that it takes concept definitions

in acyclic EL TBoxes into account.

Definition 13 For all graded membership functionsm (in the sense

of Definition 4), the extension ofm computing membership degrees

w.r.t. acyclic EL TBoxes is a family of functions containing for every

interpretation I a function m̂I : ΔI×CEL×T(I)→ [0, 1] satisfying

m̂I(d, C, T ) := mI(d, uT (C)),

where T(I) is the set of all acyclic EL TBoxes T such that I |= T .

Clearly, well-definedness of m and acyclicity of T imply well-

definedness of m̂. For the sake of simplicity, we will from now on

use m both to denote the original graded membership function and

its extension m̂.

The use of unfolding in the above definition ensures that, for all

interpretations I and d ∈ ΔI , we have d ∈ (C∼t)
I iff d ∈

((uT (C))∼t)
I . Consequently, (6) always holds, as does (5). Finally,

it is easy to see that the analogon of Proposition 1 is also valid for

acyclic τEL(m) TBoxes.

Proposition 14 Let T̂ be an acyclic τEL(m) TBox. Any interpreta-
tion I of NT̂

pr ∪ NR can be uniquely extended into a model of T̂ .

The following lemma is an easy consequence of Definition 13. It

shows that graded membership functions constructed in such a way

satisfy a generalization of the conditions stated in Definition 4.

Lemma 15 Let m be a graded membership function as in Defini-

tion 13. Then, for all acyclic EL TBoxes T , we have:

M1T : d∈CI ⇔ mI(d, C, T )=1 for all I |= T and d ∈ ΔI

M2T : C≡T D ⇔ ∀I |=T ∀d∈ΔI :mI(d, C, T )=mI(d,D, T )
where C andD are EL concept descriptions.

To sum up, we have introduced a notion of acyclic TBoxes for

τEL(m) such that unfolding still works from a syntactic point of

view, i.e., the unfolding of a defined concept is a syntactically correct

τEL(m) concept description. To ensure that unfolding is also correct

from the semantic point of view (i.e., (5) holds), we had to extendm
such that it takes the EL part of the given acyclic TBox into account.

In the following, we consider m = deg and show that the presence

of acyclic τEL(deg) TBoxes increases the complexity of reasoning.

4 REASONING WITH ACYCLIC τEL(deg)
TBOXES

We will not only investigate the satisfiability and the subsumption

problem, but also consistency and instance. In the presence of an

acyclic τEL(deg) TBox, the concepts occurring in the ABox need to

be correctly defined w.r.t. this TBox. An acyclic τEL(deg) knowl-
edge base is a pair K = (T̂ ,A) where T̂ is an acyclic τEL(deg)
TBox, and A is a finite set of assertions Ĉ(a) or r(a, b), where Ĉ

is correctly defined w.r.t. T̂ . The satisfaction of such assertions and

ABoxes by interpretations is defined in the obvious way.

Proposition 14 together with (5) tell us that reasoning w.r.t. acyclic

τEL(deg) TBoxes can be reduced to reasoning in the empty termi-

nology, through unfolding. However, as shown by Nebel [12] for the

DL FL0, unfolding may produce concept descriptions of exponen-

tial size. The following is an adaptation of Nebel’s example to EL.

Example 16 The TBox Tn is inductively defined as follows (n≥0):

T0 := {α0 .= �}
T1 := T0 ∪ {α1 .= ∃r.α0 ; ∃s.α0}

...

Tn := Tn−1 ∪ {αn .= ∃r.αn−1 ; ∃s.αn−1}
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Obviously, the size of Tn is linear in n, but s(uTn(αn)) ≥ 2n.

Thus, by applying unfolding and then using the known NP deci-

sion procedures for satisfiability/non-subsumption in τEL(deg) [2],

we obtain an NExpTime algorithm to decide the same problems w.r.t.

acyclic τEL(deg) TBoxes. The natural question to ask is thus: can

we do better than NExpTime? We will show that this is indeed the

case by providing a PSpace upper bound. At the moment, we do

not have a matching lower bound. However, we can show that (un-

less NP =ΠP
2 ) the complexity of reasoning w.r.t. acyclic τEL(deg)

TBoxes is higher than of reasoning in τEL(deg) without a TBox.

We start with showing the lower bounds.

4.1 Lower bounds
We reduce the problem ∀∃3SAT to concept satisfiability with respect

to acyclic τEL(deg) TBoxes. This problem is known to be complete

for the class ΠP
2 (see [15], Section 4).

Definition 17 (∀∃3SAT) Let u = {u1, . . . , un}, v = {v1, . . . , v�}
be two disjoint sets of propositional variables, and ϕ(u, v) a 3CNF

formula defined over u ∪ v, i.e., a finite set of propositional clauses

C = {c1, . . . , cq} such that each ck is a set of three literals

{γk1 , γk2 , γk3 } over u ∪ v. A formula ∀u∃v.ϕ(u, v) is valid iff for

all truth assignments θ of the variables in u there is an extension of θ
for the variables in v satisfying ϕ(u, v). ∀∃3SAT is then the problem

of deciding whether a formula ∀u∃v.ϕ(u, v) is valid or not.

The idea for the reduction goes as follows. Each formula

∀u∃v.ϕ(u, v) is translated into an acyclic τEL(deg) TBox T̂ ϕ
n con-

taining a defined concept αn such that: ∀u∃v.ϕ(u, v) is valid iff αn
is satisfiable in T̂ ϕ

n (where n is the number of variables in u).

The first step consists of encoding ϕ(u, v) into a τEL(deg) con-

cept description Ĉϕ. Literals defined over u and v are represented

by concept names Ai, Āi (1 ≤ i ≤ n) and Bj , B̄j (1 ≤ j ≤ ),
respectively, according to the following mapping:

η(ui) := Ai, η(¬ui) := Āi, η(vj) := Bj , η(¬vj) := B̄j .

Using η, each clause ck can be represented by the EL concept de-

scription Dk :=η(γ
k
1 ) ; η(γk2 ) ; η(γk3 ). The satisfiability of ck can

then be expressed by the threshold concept (Dk)≥1/3. In fact, by the

definition of deg , an individual d belongs to (Dk)≥1/3 iff it belongs

to at least one concept name in {η(γk1 ), η(γk2 ), η(γk3 )}. Therefore,

the τEL(deg) concept (D1)≥1/3;. . .;(Dq)≥1/3 appears as a plau-

sible choice to capture the satisfiability status of ϕ(u, v). For this to

work correctly, pairs of concepts (Ai, Āi) and (Bj , B̄j) need to be

complementary since they are meant to play the role of a literal ui
(vj) and its negation. To this end, we define the TBox T c

n,� as follows:

T c
n,� :=

n⋃
i=1

{Fi .= Ai ; Āi} ∪
�⋃

j=1

{Gj
.
= Bj ; B̄j}

Then, (Fi)=1/2 collects the elements that are instances of exactly one

concept in {Ai, Āi} (similarly for (Gj)=1/2 and {Bj , B̄j}). Putting

all these pieces together, Ĉϕ is defined as follows:

Ĉϕ :=

q�
k=1

(Dk)≥ 1
3
;

n�
i=1

(Fi)= 1
2
;

��
j=1

(Gj)= 1
2

The following result is immediate given the construction of Ĉϕ.

Lemma 18 ϕ(u, v) is satisfiable iff Ĉϕ is satisfiable w.r.t. T c
n,�.

Obviously, this is not enough to achieve our main goal since

∀∃3SAT asks for the satisfiability of ϕ(u, v) in all truth assignments

of u. To mimic this universal quantification, we extend the TBox Tn
(from Example 16) into T̂ ϕ

n in such a way that for all models I of

T̂ ϕ
n , (αn)

I 	=∅ iff for allX ⊆ u there exists dX ∈ ΔI satisfying:

dX ∈(Ĉϕ)
I

and for all i, 1 ≤ i ≤ n: dX ∈(Ai)
I

iff ui∈X (7)

For simplicity, we explain this step for n=3. Let us start by look-

ing at the interpretation I3 induced by the description tree represent-

ing the concept uT3(α3), which has the following shape:

d0

r s

r

r s

s

r

r s

r

r s

s

s

It is easy to see that the extension of I3 into a model of T3 is such

that d0 ∈ (α3)
I3 . Moreover, a one-to-one correspondence can be

established between the set of leaves of this tree and the words in

{r, s}3: for all words x=x1x2x3 in {r, s}3, the corresponding leaf

dx is the one reached from d0 by the path d0x1d1x2d2x3dx. Thus,

the desired collection of elements satisfying (7) would exist if we

could ensure the following: for each word x∈{r, s}3 there is at least

one path d0x1 . . . x3dx such that:

dx ∈ (Ĉϕ)
I3 and dx ∈ (Ai)

I3 iff xi = r (1 ≤ i ≤ 3) (8)

The structure of T3 certainly guarantees that every model satisfy-

ing α3 contains a path d0x1 . . . x3dx from a distinguished element

d0, for all x ∈ {r, s}3. Moreover, the domain elements in such a

path satisfy d0∈ (α3)I3 , d1∈ (α2)I3 , d2∈ (α1)I3 and dx∈ (α0)I3 .

Hence, the first part of (8) can be satisfied by modifying the definition

of α0 to α0
.
= Ĉϕ. To fulfill the second part of (8), we must express

within the logic the correct propagation of A1, A2, A3 along each

path. For example, for x1 and A1, a solution could be to redefine α3
as α3

.
=∃r.(α2 ; βr2) ; ∃s.(α2 ; βs2), where:

βr2 :=
�

x2,x3∈{r,s}
∀x2x3.¬Ā1 βs2 :=

�
x2,x3∈{r,s}

∀x2x3.¬A1

The definition of βr2 implies that, if d0∈(α3)I3 , then all paths start-

ing at d0 following a word x of the form x = rw with w ∈ {r, s}2
must end at an element dx such that dx 	∈ (Ā1)

I3 . If we also have

dx∈(α0)I3 , then this means that dx∈(A1)
I3 . Now, βr2 is obviously

not a τEL(deg) concept, but its meaning can be equivalently ex-

pressed in the logic. We illustrate this with the help of the following

diagram.

T : v

Ā1

r

Ā1

s

r

Ā1

r

Ā1

s

s
d1

Ā1

s

sh

Notice that the EL description tree T on the left exhibits all (and
only) paths falsifying βr2 . Moreover, if d0 has an r-successor leading

to one such path (d1 on the right-hand side), then there is always

a ptgh h such that h(v) = d1 and hw(v) > 0. Conversely, it is not

hard to show that, if no such path exists, then any possible ptgh h
satisfies hw(v)=0. Hence, βr2 is equivalent to the threshold concept

(E3
2)≤0, where E3

2 is the concept corresponding to T . Similarly, we

can also deal with the requirements for Ā2 and Ā3 by using analo-

gous concepts E2
1 and E1

0 . Finally, to succinctly represent these con-

cepts (which would be exponentially large for general n), we employ
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the EL TBox consisting of the following definitions:

E3
2
.
= ∃r.E3

1 ; ∃s.E3
1 E2

1
.
= ∃r.E2

0 ; ∃s.E2
0 E1

0
.
= Ā3

E3
1
.
= ∃r.E3

0 ; ∃s.E3
0 E2

0
.
= Ā2

E3
0
.
= Ā1

To express βs2 , similar definitions using Ai instead of Āi can be

given. Let us call T3,p the collection of all these definitions. Then,

the final acyclic τEL(deg) TBox T̂ ϕ
3 is the pair (T3,τ , T c

3,� ∪ T3,p),
where T3,τ consists of the following definitions (1≤ i≤ 3):

αi
.
= ∃r.(αi−1 ; (Ei

i−1)≤0) ; ∃s.(αi−1 ; (E ī
i−1)≤0)

α0
.
= Ĉϕ

The construction can easily be generalized to arbitrary n without los-

ing the properties exhibited for n=3 (see[4] for details).

Lemma 19 ∀u∃v.ϕ(u, v) is valid iff αn is satisfiable in T̂ ϕ
n .

In addition, it is easy to see that T̂ ϕ
n is an acyclic τEL(deg) TBox

of size polynomial in the size of ∀u∃v.ϕ(u, v), Therefore, ∀∃3SAT

is polynomial-time reducible to concept satisfiability w.r.t. acyclic

τEL(deg) TBoxes. In addition, non-satisfiability can be reduced to

the subsumption and the instance problem, and satisfiability to the

consistency problem, by the same arguments used in [2] for the set-

ting without TBoxes.

Theorem 20 In τEL(deg), satisfiability and consistency are ΠP
2 -

hard and the subsumption and the instance problem are ΣP
2 -hard,

with respect to acyclic τEL(deg) TBoxes.

4.2 A PSpace upper bound
We now present a PSpace procedure that decides satisfiability of con-

cepts of the form α1 ; ¬α2 w.r.t. an acyclic τEL(deg) TBox T̂ ,

where α1, α2 ∈ NT̂
d . The restriction to defined concepts is without

loss of generality since every τEL(m) concept Ĉ correctly defined

w.r.t. T̂ can be equivalently replaced with a fresh concept name αĈ ,

by adding αĈ
.
= Ĉ to Tτ .

As mentioned earlier, by using unfolding, we can reduce this prob-

lem to satisfiability of the concept uT̂ (α1) ; ¬uT̂ (α2). Therefore,

the application of Lemma 9 yields that α1 ; ¬α2 is satisfiable in T̂
iff there exists an interpretation I over NT̂

pr ∪ NR such that:

[uT̂ (α1)]
I\[uT̂ (α2)]

I 	=∅ and |ΔI | ≤ s(uT̂ (α1)) · s(uT̂ (α2))

Since the sizes of uT̂ (α1) and uT̂ (α2) may be exponential in the size

s(T̂ ) of T̂ , this provides us with an exponential bounded model prop-

erty, and hence an NExpTime upper bound for satisfiability. How-

ever, the construction used to prove Lemma 9 in [2] provides addi-

tional information about I, which allows us to improve on this upper

bound:

• I is tree-shaped,

• the depth of its description tree TI is bounded by:

rd(uT̂ (α1)) + rd(uT̂ (α2)), (9)

• the element d0 ∈ ΔI corresponding to the root of TI satisfies

d0 ∈ [uT̂ (α1) ; ¬uT̂ (α2)]
I .

Fortunately, unfolding increases the role depth only polynomially,

and thus the depth (9) of TI is polynomial in s(T̂ ). Thus, despite its

size, one can non-deterministically generate and explore I in a top-

down manner, while keeping the used space polynomial in s(T̂ ). Let

d≥0 and b>0 be natural numbers. Then, each run ρ of the procedure

Gen described below generates a tree-shaped interpretation Iρ over

NT̂
pr ∪ NR, such that |ΔIρ | ≤ b and the depth of TIρ is not greater

than d.

1: procedure Gen(d : N, b : binary)
2: b := b− 1
3: non-deterministically choose a subset P of NT̂

pr

4: if (d 	= 0) and (b 	= 0) then
5: for all r ∈ NR do
6: non-deterministically choose 0 ≤ br ≤ b
7: b := b− br
8: for all 1 ≤ i ≤ br do
9: non-deterministically choose 0 ≤ bir ≤ b

10: b := b− bir
11: Gen(d− 1, bir + 1)

12: end for
13: end for
14: end if
15: end procedure

Note that each recursive call decreases the value of d, and there-

fore it is a terminating procedure executing at most d nested re-

cursive calls. Moreover, as evidenced by the parameter declaration

b : binary, Gen uses the binary representation of the value b (simi-

larly for the variables br and bir). Finally, the set of variables br and

bir can be reduced to two variables since they are only used within

the scope of the for loops. Therefore, each run of Gen uses space

polynomial in d and the number of bits needed to represent b.

The general idea of the procedure is as follows: each recursive

call represents an individual of ΔIρ and the recursion tree lays out

the tree-shaped form of Iρ. The set P contains the primitive concept

names that a domain element is an instance of, the number br stands

for the number of r-successors, and bir means that the interpretation

rooted at the i-th r-successor has at most bir+1 elements. Figure 2

shows a run ρ of Gen and its induced interpretation Iρ. In fact, up

to isomorphism 4, every interpretation satisfying the size and depth

constraints imposed by b and d is generated by such a run.

P = {A,B}
br = 1, b1r = 1
bs = 1, b1s = 0

P = {A}
br = 1, b1r = 0

P = {B}

P = {}

ρ : Iρ: d0 : {A,B}

d1 : {A}

d3 : {B}

r

r

d2 : {}

s

Figure 2. A run ρ of Gen on (2, 4) and its induced interpretation Iρ.

Lemma 21 Let d ≥ 0 and b > 0 be two natural numbers. For all
tree-shaped interpretations I over NT̂

pr ∪ NR with |ΔI | ≤ b and
depth ≤ d, there is a run ρ of Gen on (d, b) such that I4Iρ.
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Lemma 21 ensures that, by choosing d as in (9) and b as

s(uT̂ (α1))·s(uT̂ (α2)), the set of runs of Gen on (d, b) covers a set of

interpretations that suffices to find out whether uT̂ (α1);¬uT̂ (α2) is

satisfiable. Hence, it remains to see how to check for a run ρ of Gen,

whether d0 ∈ [uT̂ (α1);¬uT̂ (α2)]Iρ . Fortunately, the unique exten-

sion of Iρ satisfying T̂ (recall Proposition 14) can actually be com-

puted along the run ρ. In fact, since Iρ is tree-shaped, this extension

can be computed in a bottom-up manner. Therefore, by doing that we

can then simply check whether d0 ∈ (α1)
Iρ and d0 	∈ (α2)

Iρ .

To simplify this task, we extend the normal form for EL TBoxes

presented in [1] to acyclic τEL(deg) TBoxes. A TBox T̂ = (Tτ , T )
is said to be normalized iff T is in normal form, and α

.
= Ĉα ∈ Tτ

implies that Ĉα has the following structure:

P̂1 ; . . . ; P̂k ; ∃r1.β1 ; . . . ; ∃rn.βn (10)

where k, n ≥ 0, P̂j is either of the form A∈NT̂
pr or E∼t with E ∈

NT
d , and β1, . . . , βn ∈ NT̂

d . As shown in [4], there is a polynomial

translation of acyclic τEL(deg) TBoxes into normalized ones that

preserves inferences such as satisfiability and subsumption. Thus, we

can restrict our attention to TBoxes in normal form. Assuming that

T̂ is normalized, we can transform Gen into a function Gen+ that

returns, for each run ρ, a pair (Ex, D) such that

Ex = {α | α ∈ NT̂
d and d0 ∈ αIρ} (11)

andD : NT
d → [0, 1] satisfies

D(E) = degIρ(d0, uT (E)). (12)

Checking whether d0∈AIρ forA∈NT̂
pr is easy by using the setP .

Hence, according to (10), the computation of Ex relies on computing

D and verifying if d0 has an ri-successor di in Iρ such that di ∈
(βi)

Iρ . The latter can be done based on the following observations:

• Each successor e of d0 is the root of an interpretation Iρe induced

by a run ρe corresponding to a recursive call triggered by ρ.
• The description tree TIρe

is the one rooted at e in TIρ .

This means that the set Exe computed by ρe is also correct for e in

the context of Iρ. Therefore, all the needed information to compute

Ex comes in the sets Exe returned by ρe. To avoid storing (possibly)

exponentially many sets Exe, Gen constructs a binary relation z :

NR × NT̂
d such that: (r, α) ∈ z iff there exists e ∈ ΔIρ satisfying

(d0, e)∈rIρ and e∈αIρ . The same idea can be used to compute D
for d0, based on the setsDe returned by the recursive calls. In [4] we

show in detail how to extend Gen to Gen+ and show that the tuples

(Ex, D) computed by Gen+ are correct, i.e., they satisfy (11) and

(12). Thus, the final non-deterministic algorithm testing satisfiability

of α1 ; ¬α2 w.r.t. T̂ looks as follows.

Based on the correctness of the computed tuple (Ex, D), it is easy

to show that Algorithm 1 is sound and complete. Moreover, since b is

stored in binary, each run of it uses space polynomial in the size of T̂ .

Hence, satisfiability and non-subsumption are in NPSpace. By Sav-

itch’s theorem [14] and since PSpace is closed under complement,

we thus obtain the following results.

Theorem 22 In τEL(deg), satisfiability and subsumption w.r.t.
acyclic τEL(deg) TBoxes are in PSpace.

The PSpace upper bound carries over to reasoning w.r.t. acyclic
τEL(deg) knowledge bases. In this setting, the interesting reasoning

Algorithm 1 Satisf. of α1 ; ¬α2 w.r.t. acyclic τEL(deg) TBoxes.

Input: An acyclic τEL(deg) TBox T̂ and α1, α2 ∈ def(T̂ ).
Output: “yes”, if α1 ; ¬α2 is satisfiable in T̂ , “no” otherwise.

1: b := s(uT̂ (α1)) · s(uT̂ (α2)) // b is stored in binary

2: d := rd(uT̂ (α1)) + rd(uT̂ (α2))
3: (Ex, D) := Gen+(d, b)

4: if α1 ∈ Ex and α2 	∈ Ex then
5: return “yes”

6: end if
7: return “no”

tasks are consistency and instance checking. These two reasoning

tasks can be reduced to consistency of a knowledge base of the form

(T̂ ,A∪ {¬α(a)}) where a ∈ NI and α ∈ NT̂
d . A PSpace procedure

to decide this task can be obtained by extending the ideas used to

design Gen+ and Algorithm 1. The specific details showing how this

can be achieved are contained in [4].

Theorem 23 In τEL(deg), consistency and instance checking w.r.t.
acyclic τEL(deg) knowledge bases are in PSpace.

5 CONCLUSION
We have introduced a notion of acyclic TBoxes for τEL(m) such

that unfolding still works both from the syntactic and the semantic

point of view. For the special case of τEL(deg), we have investi-

gated the complexity of reasoning w.r.t. such acyclic TBoxes. In con-

trast to the case of EL, in τEL(deg) the presence of acyclic TBoxes

increases the complexity.

Regarding future research, we will try to close the gap between

ΠP
2 /ΣP

2 and PSpace. Unfortunately, it is not clear to us how the con-

struction employed in the hardness proof could be extended to higher

levels of the polynomial hierarchy, let alone to PSpace. Conversely,

it is also not clear how to generate and test an exponentially large

model on some fixed level of the polynomial hierarchy. Another in-

teresting and non-trivial problem is to extend our approach to more

general forms of TBoxes (e.g., GCIs). As demonstrated by the se-

mantic problems for unrestricted sets of concept definitions shown in

this paper, naive extensions will probably lead to unintuitive results.

For example, we have seen that, embedded in a threshold concept, a

concept name and its definition need not lead to the same result. We

have overcome this problem by modifying the graded membership

function using unfolding. For TBoxes that are not acyclic, or do not

even consist of concept definitions, this simple solution is not possi-

ble. Other interesting open problems are, for instance, to provide an

intuitive semantics for nested threshold operators, and to apply our

approach of approximately defining concepts to other DLs.
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Clique-Width and Directed Width Measures for
Answer-Set Programming

Bernhard Bliem and Sebastian Ordyniak and Stefan Woltran1

Abstract. Disjunctive Answer Set Programming (ASP) is a pow-

erful declarative programming paradigm whose main decision prob-

lems are located on the second level of the polynomial hierarchy.

Identifying tractable fragments and developing efficient algorithms

for such fragments are thus important objectives in order to com-

plement the sophisticated ASP systems available to date. Hard prob-

lems can become tractable if some problem parameter is bounded

by a fixed constant; such problems are then called fixed-parameter

tractable (FPT). While several FPT results for ASP exist, parameters

that relate to directed or signed graphs representing the program at

hand have been neglected so far. In this paper, we first give some

negative observations showing that directed width measures on the

dependency graph of a program do not lead to FPT results. We then

consider the graph parameter of signed clique-width and present a

novel dynamic programming algorithm that is FPT w.r.t. this param-

eter. Clique-width is more general than the well-known treewidth,

and, to the best of our knowledge, ours is the first FPT algorithm for

bounded clique-width for reasoning problems beyond SAT.

1 Introduction
Disjunctive Answer Set Programming (ASP) [10, 29, 44] is an active

field of AI providing a declarative formalism for solving hard com-

putational problems. Thanks to the high sophistication of modern

solvers [28], ASP was successfully used in several applications, in-

cluding product configuration [52], decision support for space shuttle

flight controllers [2], team scheduling [49], and bio-informatics [33].

Since the main decision problems of propositional ASP are located

at the second level of the polynomial hierarchy [24, 54], the quest for

easier fragments are important research contributions that could lead

to improvements in ASP systems. An interesting approach to deal-

ing with intractable problems comes from parameterized complexity

theory [22] and is based on the fact that many hard problems become

polynomial-time tractable if some problem parameter is bounded by

a fixed constant. If the order of the polynomial bound on the run-

time is independent of the parameter, one speaks of fixed-parameter
tractability (FPT). Results in this direction for the ASP domain in-

clude [43] (parameter: size of answer sets), [42] (number of cycles),

[5] (length of longest cycles), [4] (number of non-Horn rules), and

[26] (backdoors). Also related is the parameterized complexity anal-

ysis of reasoning under subset-minimal models, see, e.g., [41].

As many prominent representations of logic programs are given

in terms of directed graphs (consider, e.g., the dependency graph),

it is natural to investigate parameters for ASP that apply to directed

graphs. Over the past two decades, various width measures for di-

rected graphs have been introduced [37, 3, 6, 35, 50]. These are

1 TU Wien, Vienna, Austria.

typically smaller than, e.g., the popular parameter of treewidth [7].

In particular, all these measures are zero on directed acyclic graphs

(DAGs), but the treewidth of DAGs can be arbitrarily high. More-

over, since these measures are based on some notion of “closeness”

to acyclicity and the complexity of ASP is closely related to the

“cyclicity” of the rules in a program, such measures seem promising

for obtaining efficient algorithms for ASP. Prominent applications of

directed width measures include the k-Disjoint Path Problem [37],

query evaluation in graph databases [1], and model checking [9].

Another graph parameter for capturing the structural complexity

of a graph is clique-width [15, 16, 18]. It applies to directed and undi-

rected graphs, and in its general form (known as signed clique-width)

to edge-labeled graphs. It is defined via graph construction where

only a limited number of vertex labels is available; vertices that share

the same label at a certain point of the construction process must be

treated uniformly in subsequent steps. Constructions can be given by

expressions in a graph grammar (so-called cwd-expressions) and the

minimal number of labels required for constructing a graph G is the

clique-width ofG. While clique-width is in a certain way orthogonal

to other directed width measures, it is more general than treewidth;

there are classes of graphs with constant clique-width but arbitrar-

ily high treewidth (e.g., complete graphs). In contrast, graphs with

bounded treewidth also have bounded clique-width [12, 18].

By means of a meta-theorem due to Courcelle, Makowsky, and

Rotics [17], one can solve any graph problem that can be expressed

in Monadic Second-Order Logic with quantification on vertex sets

(MSO1) in linear time for graphs of bounded clique-width. This re-

sult is similar to Courcelle’s theorem [13, 14] for graphs of bounded

treewidth, which has been used for the FPT result for ASP w.r.t.

treewidth [31]. There, the incidence graph of a program is used as

an underlying graph structure (i.e., the graph containing a vertex for

each atom a and rule r of the program, with an edge between a and

r whenever a appears in r). Since the formula given in [31] is in

MSO1, the FPT result for ASP applies also to signed clique-width.

Clique-width is NP-hard to compute [25], which might be consid-

ered as an obstacle toward practical applications. However, one can

check in polynomial time whether the width of a graph is bounded by

a fixed k [47, 40]. (These algorithms involve an additive approxima-

tion error that is bounded in terms of k). Recently, SAT solvers have

been used to obtain sequences of vertex partitions that correspond

to cwd-expressions [34] for a given graph. For some applications, it

might not even be necessary to compute clique-width and the under-

lying cwd-expression: As mentioned in [27, Section 1.4], applica-

tions from the area of verification are supposed to already come with

such an expression. Moreover, it might even be possible to partially

obtain cwd-expressions during the grounding process of ASP.

This all calls for dedicated algorithms for solving ASP for pro-
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grams of bounded clique-width. In contrast to treewidth where the

FPT result from [31] has been used for designing [36] and imple-

menting [45] a dynamic programming algorithm, to the best of our

knowledge there are no algorithms yet that explicitly exploit the

fixed-parameter tractability of ASP on bounded clique-width. In fact,

we are not aware of any FPT algorithm for bounded clique-width for

a reasoning problem located on the second level of the polynomial

hierarchy (except [23] from the area of abstract argumentation).

The main contributions of this paper are as follows. First, we show

some negative results for several directed width measures, indicating

that the structure of the dependency graph and of various natural di-

rected versions of the signed incidence graph does not adequately

measure the complexity of evaluating the corresponding program.

Second, concerning signed clique-width, we give a novel dynamic

programming algorithm that runs in polynomial time for programs

where this parameter is bounded on their incidence graphs. We do

so by suitably generalizing the seminal approach of [27] for the SAT

problem. We also give a preliminary analysis how many signs are

required in order to obtain FPT.

2 Preliminaries
Graphs. We use standard graph terminology, see for instance the

handbook [21]. All our graphs are simple. An undirected graphG is a

tuple (V,E), where V or V (G) is the vertex set andE orE(G) is the

edge set. For a subset V ′ ⊆ V (G), we denote byG[V ′], the induced
subgraph ofG induced by the vertices in V ′, i.e.,G[V ′] has vertices

V ′ and edges { {u, v} ∈ E(G) | u, v ∈ V ′ }. We also denote by

G \ V ′ the graph G[V (G) \ V ′]. Similarly to undirected graphs,

a digraph D is a tuple (V,A), where V or V (D) is the vertex set

and A or A(D) is the arc set. A strongly connected component of a

digraphD is a maximal subgraph Z ofD that is strongly connected,

i.e., Z contains a directed path between each pair of vertices in Z.

We denote by UND(D) the symmetric closure of D, i.e., the graph

with vertex set V (D) and arc set { (u, v), (v, u) | (u, v) ∈ A(D) }.

Finally, for a directed graph D, we denote by DI(G), the undirected

graph with vertex set V (G) and edge set { {u, v} | (u, v) ∈ A(D) }.

Parameterized Complexity. In parameterized algorithmics [22]

the runtime of an algorithm is studied with respect to a parameter

k ∈ N and input size n. The most favorable class is FPT (fixed-
parameter tractable) which contains all problems that can be de-

cided by an algorithm running in time f(k) · nO(1), where f is a

computable function. We also call such an algorithm fixed-parameter

tractable, or FPT for short. Formally, a parameterized problem is a

subset of Σ∗ × N, where Σ is the input alphabet. Let L1 ⊆ Σ∗
1 × N

and L2 ⊆ Σ∗
2 × N be two parameterized problems. A parame-

terized reduction (or FPT-reduction) from L1 to L2 is a mapping

P : Σ∗
1 ×N→ Σ∗

2 ×N such that: (1) (x, k) ∈ L1 iff P (x, k) ∈ L2,

(2) the mapping can be computed by an FPT-algorithm w.r.t. param-

eter k, and (3) there is a computable function g such that k′ ≤ g(k),
where (x′, k′) = P (x, k). The class W[1] captures parameterized in-

tractability and contains all problems that are FPT-reducible to PAR-

TITIONED CLIQUE when parameterized by the size of the solution.

Showing W[1]-hardness for a problem rules out the existence of an

FPT-algorithm under the usual assumption FPT 	= W[1].

Answer Set Programming. A program Π consists of a set A(Π)
of propositional atoms and a setR(Π) of rules of the form

a1 ∨ · · · ∨ al ← al+1, . . . , am,¬am+1, . . . ,¬an,

undirected cycle-rank

treedepth

pathwidth

treewidth

cycle-rank

directed pathwidth

DAG-width Kelly-width

directed treewidth

D-width

Figure 1. Propagation of hardness results for the considered width
measures. An arc (A,B) indicates that any hardness result parameterized by

measure A implies a corresponding hardness result parameterized by B.

where n ≥ m ≥ l and ai ∈ A(Π) for 1 ≤ i ≤ n. Each rule

r ∈ R(Π) consists of a head h(r) = {a1, . . . , al} and a body given

by p(r) = {al+1, . . . , am} and n(r) = {am+1, . . . , an}. A set

M ⊆ A(Π) is a called a model of r if p(r) ⊆M and n(r)∩M = ∅
imply h(r) ∩M 	= ∅. We denote the set of models of r by Mods(r)
and the models of Π are given by Mods(Π) =

⋂
r∈R(Π) Mods(r).

The reduct ΠI of a program Π with respect to a set of atoms

I ⊆ A(Π) is the program ΠI with A(ΠI) = A(Π) and R(ΠI) ={
r+ | r ∈ R(Π), n(r) ∩ I = ∅)

}
, where r+ denotes rule r without

negative body, i.e., h(r+) = h(r), p(r+) = p(r), and n(r+) = ∅.

Following [29],M ⊆ A(Π) is an answer set of Π ifM ∈ Mods(Π)
and for no N �M , we have N ∈ Mods(ΠM ). In what follows, we

consider the problem of ASP consistency, i.e., the problem of decid-

ing whether a given program has at least one answer set. As shown

by Eiter and Gottlob, this problem is ΣP
2 -complete [24].

Graphical Representations of ASP. Let Π be a program. The

dependency graph of Π, denoted by DEP(Π), is the directed graph

with vertex set A(Π) and that contains an arc (x, y) if there is a rule

r ∈ R(Π) such that either x ∈ h(r) and y ∈ p(r) ∪ n(r) or x, y ∈
h(r) [26]. Note that there are other notions of dependency graphs

used in the literature, most of them, however, are given as subgraphs

of DEP(Π). As we will see later, our definition of dependency graphs

allows us to draw immediate conclusions for such other notions.

The incidence graph of Π, denoted by INC(Π), is the undirected

graph with vertices A(Π) ∪ R(Π) that contains an edge between

a rule vertex r ∈ R(Π) and a atom vertex a ∈ A(Π) whenever

a ∈ h(r) ∪ p(r) ∪ n(r). The signed incidence graph of Π, denoted

by SINC(Π), is the graph INC(Π), where addionally every edge of

INC(Π) between an atom a and a rule r is annotated with a label

from {h, p, n} depending on whether a occurs in h(r), p(r), or n(r).

3 Directed Width Measures

Since many representations of ASP programs are in terms of directed

graphs, it is natural to consider parameters for ASP that are tailor-

made for directed graphs. Over the past two decades various width

measures for directed graphs have been introduced, which are better

suited for directed graphs than treewidth, on which they are based.

The most prominent of those are directed treewidth [37], directed

pathwidth [3], DAG-width [6], Kelly-width [35], and D-width [50]

(see also [20]). Since these width measures are usually smaller on di-

rected graphs than treewidth, it is worth considering them for prob-

lems that have already been shown to be fixed-parameter tractable

parameterized by treewidth. In particular, all of these measures are

zero on directed acyclic graphs (DAGs), but the treewidth of DAGs

B. Bliem et al. / Clique-Width and Directed Width Measures for Answer-Set Programming1106



can be arbitrary high.

In this section, we give results for directed width measures when

applied to dependency graphs as defined in Section 2. To state our

results in the most general manner, we will employ the parameter

cycle-rank [11]. Since the cycle-rank is always greater or equal to

any of the above mentioned directed width measures [32, 38], any

(parameterized) hardness result obtained for cycle-rank carries over

to the aforementioned width measures for directed graphs.

Definition 1. Let D = (V,A) be a directed graph. The cycle-rank

of D, denoted by cr(D), is inductively defined as follows: if D is
acyclic, then cr(D) = 0. Moreover, if D is strongly connected, then
cr(D) = 1+minv∈V cr(D \{v}). Otherwise the cycle-rank ofD is
the maximum cycle-rank of any strongly connected component ofD.

We will also consider a natural “undirected version” of the cycle-

rank for directed graphs, i.e., we define the undirected cycle-rank
of a directed graph D, denoted by cr↔(D), to be the cycle-rank

of UND(D). It is also well known (see, e.g., [30]) that the cycle-

rank of UND(D) is equal to the treedepth of DI(D), i.e., the un-

derlying undirected graph of D, and that the treedepth is always an

upper bound for the pathwidth and the treewidth of an undirected

graph [8]. Putting these facts together implies that any hardness re-

sult obtained for the undirected cycle-rank implies hardness for path-

width, treewidth, treedepth as well as the aforementioned directed

width measures. See also Figure 1 for an illustration how hardness

results for the considered width measures propagate.

Finally, we would like to remark that both the cycle-rank and the

undirected cycle-rank are easily seen to be closed under taking sub-

graphs, i.e., the (undirected) cycle-rank of a graph is always larger or

equal to the (undirected) cycle-rank of every subgraph of the graph.

Hardness Results
We show that ASP consistency remains as hard as in the general

setting even for instances that have a dependency graph of constant

width in terms of any of the directed width measures introduced.

For our hardness results, we employ the reduction given in [24]

showing that ASP consistency is ΣP
2 -hard in general. The reduction

is given from the validity problem for quantified Boolean formulas

(QBF) of the form: Φ := ∃x1 · · · ∃xn∀y1 · · · ∀ym
∨r

j=1Dj where

each Dj is a conjunction of at most three literals over the variables

x1, . . . , xn and y1, . . . , ym. We will denote the set of all QBF for-

mulas of the above form in the following by QBFDNF
2,∃ .

Given Φ ∈ QBFDNF
2,∃ , a program Π(Φ) is constructed as follows.

The atoms of Π(Φ) are x1, v1, . . . , xn, vn, y1, z1, . . . , ym, zm, and

w and Π(Φ) contains the following rules:

• for every i with 1 ≤ i ≤ n, the rule xi ∨ vi ←,

• for every iwith 1 ≤ i ≤ m, the rules yi∨zi ←, yi ← w, zi ← w,

and w ← yi, zi,
• for every j with 1 ≤ j ≤ r, the rule w ←
σ(Lj,1), σ(Lj,2), σ(Lj,3), where Lj,l (for l ∈ {1, 2, 3}) is the

l-th literal that occurs in Dj (if |Dj | < 3, the respective parts

are omitted) and the function σ is defined by setting σ(L) to vi if

L = ¬xi, to zi if L = ¬yi, and to L otherwise.

• the rule← ¬w (i.e., with an empty disjunction in the head).

It has been shown [24, Theorem 38] that a QBFDNF
2,∃ formula Φ is valid

iff Π(Φ) has an answer set. As checking validity of QBFDNF
2,∃ formulas

is ΣP
2 -complete [53], this reduction shows that ASP is ΣP

2 -hard.

Lemma 1. Let Φ be a QBFDNF
2,∃ , then cr↔(DEP(Π(Φ))) ≤ 2.

x1 v1

x2 v2

y1 z1

y2 z2

w

Figure 2. The symmetric closure of the dependency graph of the program
Π(Φ) for the formula Φ := ∃x1∃x2∀y1∀y2(x1 ∧ ¬y2) ∨ (¬x2 ∧ y2).

Here Π(Φ) contains the rules xi ∨ vi ←, yi ∨ zi ←, yi ← w, zi ← w, for
every i ∈ {1, 2} and the rules w ← x1, z2, w ← v2, y2.

Proof. Figure 2 illustrates the symmetric closure of DEP(Π(Φ)) for

a simple QBFDNF
2,∃ formula Φ. As this example illustrates, the only

arcs in UND(DEP(Π(Φ))) not incident to w are the arcs incident

to xi and vi and the arcs incident to yj and zj , for 1 ≤ i ≤ n
and 1 ≤ j ≤ m. Hence, after removing w from UND(DEP(Π(Φ))),
every strongly connected component of the remaining graph contains

at most two vertices and each of those has hence cycle-rank at most

one. It follows that the cycle-rank of UND(DEP(Π(Φ))) and hence

the undirected cycle-rank of DEP(Π(Φ)) is at most two.

Together with our considerations from above, we obtain:

Theorem 1. ASP consistency is ΣP
2 -complete even for instances

whose dependency graph has width at most two for any of the fol-
lowing width measures: undirected cycle-rank, pathwidth, treewidth,
treedepth, cycle-rank, directed treewidth, directed pathwidth, DAG-
width, Kelly-width, and D-width.

Observe that because the undirected cycle-rank is closed under

taking subgraphs and we chose the “richest” variant of the depen-

dency graph, the above result carries over to the other notions of

dependency graphs of ASP programs considered in the literature.

The above result draws a very negative picture of the complex-

ity of ASP w.r.t. restrictions on the dependency graph. In particular,

not even structural restrictions of the dependency graph by the usu-

ally very successful parameter treewidth can be employed for ASP.

This is in contrast to our second graphical representation of ASP, the

incidence graph, for which it is known that ASP is fixed-parameter

tractable parameterized by the treewidth [36]. It is hence natural to

ask whether the same still holds under restrictions provided by one

of the directed width measures under consideration. We first need to

discuss how to obtain a directed version of the usually undirected in-

cidence graph. For this, observe that the incidence graph, unlike the

signed incidence graph, provides merely an incomplete model of the

underlying ASP instance. Namely, it misses the information about

how atoms occur in rules, i.e., whether they occur in the head, in

the positive body, or in the negative body of a rule. A directed ver-

sion of the incidence graph should therefore use the additional ex-

pressiveness provided by the direction of the arcs to incorporate the

information given by the labels of the signed incidence graph. For in-

stance, a natural directed version of the incidence graph could orient

the edges depending on whether an atom occurs in the head or in the

body of a rule. Clearly, there are many ways to orient the edges and

it is not a priori clear which of those orientations leads to a directed

version of the incidence graph that is best suited for an application of

the directed width measures. Every orientation should, however, be

consistent with the labels of the signed incidence graph, i.e., when-

ever two atoms are connected to a rule via edges having the same
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label, their arcs should be oriented in the same way. We call such an

orientation of the incidence graph a homogeneous orientation.

Lemma 2. Let Φ be a QBFDNF
2,∃ , then the cycle-rank of any homoge-

neous orientation of the incidence graph of Π(Φ) is at most one.

Proof. Let D be a homogeneous orientation of INC(Π(Φ)) and let

G = SINC(Π(Φ). First observe that in G \ {w} every rule vertex

is either only incident to edges with label h or to edges of label p.
Hence, asD is a homogeneous orientation, we obtain that every rule

vertex ofD\{w} is either a source vertex (i.e., having only outgoing

arcs) or a sink vertex (i.e., having only incoming arcs). So D \ {w}
cannot contain a cycle through a rule vertex. However, since there

are no arcs between atom vertices in D, we obtain that D \ {w} is

acyclic, which shows that the cycle-rank ofD is at most one.

We can thus state the following result:

Theorem 2. ASP consistency is ΣP
2 -complete even for instances

whose directed incidence graph has width at most one for any of the
following width measures: cycle-rank, directed treewidth, directed
pathwidth, DAG-width, Kelly-width, and D-width.

4 Clique-Width
The results in [31] imply that bounding the clique-width of the signed

incidence graph of a program leads to tractability.

Proposition 1. For a program Π such that the clique-width of its
signed incidence graph is bounded by a constant, we can decide in
linear time whether Π has an answer set.

This result has been established via a formulation of ASP con-

sistency as an MSO1 formula. Formulating a problem in this logic

automatically gives us an FPT algorithm. However, such algorithms

are primarily of theoretical interest due to huge constant factors, and

for actually solving problems, it is preferable to explicitly design dy-

namic programming algorithms [19].

Since our main tractability result considers the clique-width of an

edge-labeled graph, i.e., the signed incidence graph, we will intro-

duce clique-width for edge-labeled graphs. This definition also ap-

plies to graphs without edge-labels by considering all edges to be

labeled with the same label. A k-graph, for k > 0, is a graph whose

vertices are labeled by integers from {1, . . . , k} =: [k]. Addition-

ally, we also allow for the edges of a k-graph to be labeled by some

arbitrary but finite set of labels (in our case the labels will corre-

spond to the signs of the signed incidence graph). The labeling of the

vertices of a graph G = (V,E) is formally denoted by a function

L : V → [k]. We consider an arbitrary graph as a k-graph with all

vertices labeled by 1. We call the k-graph consisting of exactly one

vertex v (say, labeled by i ∈ [k]) an initial k-graph and denote it

by i(v).
Graphs can be constructed from initial k-graphs by means of re-

peated application of the following three operations:

• Disjoint union (denoted by ⊕);

• Relabeling: changing all labels i to j (denoted by ρi→j);

• Edge insertion: connecting all vertices labeled by i with all ver-

tices labeled by j via an edge with label  (denoted by η�i,j); i 	= j;
already existing edges are not doubled.

A construction of a k-graphG using the above operations can be rep-

resented by an algebraic term composed of i(v), ⊕, ρi→j , and η�i,j ,

ηn3,2 ⊕
ρ3→2 ηp1,3 ⊕

ηh1,2 ⊕
1(x)

2(r)
3(s)

3(y)

r

x

y

s

h p

n n

Figure 3. A parse tree (top) of a 3-expression for SINC(Π) (bottom),
where Π is the program consisting of the rules x← ¬y and← x,¬y

(i, j ∈ [k], and v a vertex). Such a term is then called a cwd-expres-
sion defining G. For any cwd-expression σ, we use Lσ : V → [k]
to denote the labeling of the graph defined by σ. A k-expression is a

cwd-expression in which at most k different labels occur. The set of

all k-expressions is denoted by CWk.

As an example consider the complete bipartite graph Kn,n with

bipartition A = {a1, . . . , an} and B = {b1, . . . , bn} and assume

that all edges of Kn,n are labeled with the label . A cwd-expres-

sion of Kn,n using at most two labels is given by the following

steps: (1) introduce all vertices in A using label 1, (2) introduce

all vertices in B using label 2, (3) take the disjoint union of all

these vertices, and (4) add all edges between vertices with label 1
and vertices with label 2, i.e., such a cwd-expression is given by

η�1,2(1(a1)⊕· · ·⊕1(an)⊕2(b1)⊕· · ·⊕2(bn)). As a second exam-

ple consider the complete graph Kn on n vertices, where all edges

are labeled with label . A cwd-expression forKn using at most two

labels can be obtained by the following iterative process: Given a

cwd-expression σn−1 for Kn−1, where every vertex is labeled with

label 1, one takes the disjoint union of σn−1 and 2(v) (where v is

the vertex only contained in Kn but not in Kn−1), adds all edges

between vertices with label 1 and vertices with label 2, and then re-

labels label 2 to label 1. Formally, the cwd-expression σn for Kn is

given by (ρ2→1(η
�
1,2(σn−1 ⊕ 2(v2))).

Definition 2. The clique-width of a graphG, cwd(G), is the smallest
integer k such that G can be defined by a k-expression.

Our discussion above thus witnesses that complete (bipartite)

graphs have clique-width 2. Furthermore, co-graphs also have clique-

width 2 (co-graphs are exactly given by the graphs which do not con-

tain an induced P4 ) and trees have clique-width 3.

We have already introduced the notion of incidence graphs (resp.

signed incidence graphs) of a program in Section 2. We thus can use

cwd-expressions to represent programs.

Example 1. Let Π be the program with A(Π) = {x, y} and
R(Π) = {r, s}, where r is the rule x ← ¬y and s is the rule ←
x,¬y. Its signed incidence graph SINC(Π) can be constructed by the

3-expression ηn3,2
(
ρ3→2

(
ηp1,3(η

h
1,2(1(x)⊕ 2(r))⊕ 3(s))

)
⊕ 3(y)

)
,

as depicted in Figure 3.

Since every k-expression of the signed incidence graph can be

transformed into a k-expression of the unsigned incidence graph (by

replacing all operations of the form η�i,j with ηαi,j , where α is new

label), it holds that cwd(INC(Π)) ≤ cwd(SINC(Π)).

Proposition 2. Let Π be a program. It holds that cwd(INC(Π)) ≤
cwd(SINC(Π)), and there is a class C of programs such that, for
each Π ∈ C, cwd(INC(Π)) = 2 but cwd(SINC(Π)) is unbounded.

For showing the second statement of the above proposition, con-

sider a program Πn that has n2 atoms and n2 rules (for some n ∈ N),
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such that every atom occurs in every rule of Πn. Because the inci-

dence graph is a complete bipartite graph it has clique-width two and

moreover it contains a grid G of size n × n as a subgraph. Assume

that Πn is defined in such a way that an atom a occurring in a rule r
is in the head of r if the edge between a and r occurs in the grid G
and otherwise a is in the (positive) body of r. Then, the clique-width

of SINC(Πn) is at least the clique-width of the n× n grid G, which

grows with n [39]. Hence, the class C containing Πn for every n ∈ N
shows the second statement of the above proposition.

4.1 Algorithms
In this section, we provide our dynamic programming algorithms for

deciding existence of an answer set. We start with the classical se-

mantics for programs, where it is sufficient to just slightly adapt (a

simplified version of) the algorithm for SAT by [27]. For answer-set

semantics, we then extend this algorithm in order to deal with the

intrinsic higher complexity of this semantics.

Both algorithms follow the same basic principles by making use of

a k-expression σ defining a program Π via its signed incidence graph

in the following way: We assign certain objects to each subexpression

of σ and manipulate these objects in a bottom-up traversal of the

parse tree of the k-expression such that the objects in the root of

the parse tree then provide the necessary information to decide the

problem under consideration. The size of these objects is bounded in

terms of k (and independent of the size of Π) and the number of such

objects required is linear in the size of Π. Most importantly, we will

show that these objects can also be efficiently computed for bounded

k. Thus, we will obtain the desired linear running time.

4.1.1 Classical Semantics

Definition 3. A tuple Q = (T, F, U) with T, F, U ⊆ [k] is called
a k-triple, and we refer to its parts using QT = T , QF = F , and
QU = U . The set of all k-triples is given byQk.

The intuition of a triple (T, F, U) is to characterize a set of inter-

pretations I in the following way:

• For each i ∈ T , at least one atom with label i is true in I;
• for each i ∈ F , at least one atom with label i is false in I;
• for each i ∈ U , there is at least one rule with label i that is “not

satisfied yet”.

Formally, the “semantics” of a k-triple Q with respect to a given

program Π is given as follows.

Definition 4. Let Q ∈ Qk and Π be a program whose signed inci-
dence graph (V,E) is labeled by L : V → [k]. A Π-interpretation of
Q is a set I ⊆ A(Π) that satisfies

QT = {L(a) | a ∈ I},
QF = {L(a) | a ∈ A(Π) \ I}, and

QU = {L(r) | r ∈ R(Π), I /∈ Mods(r)}.

Example 2. Consider again program Π from Example 1 and the 3-
expression σ from Figure 3. Let Q be the 3-triple ({1}, {3}, {2}).
Observe that {x} is a Π-interpretation of Q: It sets x to true and y
to false, and Lσ(x) ∈ QT and Lσ(y) ∈ QF hold as required; the
rule s is not satisfied by {x}, and indeedLσ(s) ∈ QU . We can easily
verify that no other subset of A(Π) is a Π-interpretation of Q: Each
Π-interpretation of Q must set x to true and y to false, as these are
the only atoms labeled with 1 and 3, respectively.

We use the following notation for k-triplesQ,Q′, and set S ⊆ [k].

• Q⊕Q′ = (QT ∪Q′
T , QF ∪Q′

F , QU ∪Q′
U )

• Qi→j = (Qi→j
T , Qi→j

F , Qi→j
U ) where for S ⊆ [k],

Si→j = S \ {i} ∪ {j} if i ∈ S and Si→j = S otherwise.

• QS,i,j = (QT , QF , QU \ {j}) if i ∈ S; QS,i,j = Q otherwise.

Using these abbreviations, we define our dynamic program-

ming algorithm: We assign to each subexpression σ of a given k-
expression a set of triples by recursively defining a function f , which

associates to σ a set of k-triples as follows.

Definition 5. The function f : CWk → 2Qk is recursively defined
along the structure of k-expressions as follows.

• f(i(v)) =
{{(

{i}, ∅, ∅
)
,
(
∅, {i}, ∅

)}
if v is an atom node{(

∅, ∅, {i}
)}

if v is a rule node
• f(σ1 ⊕ σ2) = {Q⊕Q′ | Q ∈ f(σ1), Q′ ∈ f(σ2)}
• f(ρi→j(σ)) = {Qi→j | Q ∈ f(σ)}
• f(ηhi,j(σ)) = f(ηni,j(σ)) = {QQT ,i,j | Q ∈ f(σ)}
• f(ηpi,j(σ)) = {QQF ,i,j | Q ∈ f(σ)}

Example 3. Consider again program Π from Example 1 and the
3-expression depicted in Figure 3. To break down the structure of
σ, let σ1, . . . , σ6 be subexpressions of σ such that σ = ηn3,2(σ1),
σ1 = σ2 ⊕ 3(y), σ2 = ρ3→2(σ3), σ3 = ηp1,3(σ4), σ4 = σ5 ⊕ 3(s),
σ5 = ηh1,2(σ6) and σ6 = 1(x) ⊕ 2(r). We get f(1(x)) ={
({1}, ∅, ∅), (∅, {1}, ∅)

}
and f(2(r)) =

{
(∅, ∅, {2})

}
. These sets

are then combined to f(σ6) =
{
({1}, ∅, {2}), (∅, {1}, {2})

}
. The

program defined by σ6 consists of atom x and rule r, but x does
not occur in r yet. Accordingly, the k-triple ({1}, ∅, {2}) models the
situation where x is set to true, which does not satisfy r (since the
head and body of r are still empty), hence the label of r is in the last
component; the 3-triple (∅, {1}, {2}) represents x being set to false,
which does not satisfy r either. Next, σ5 causes all atoms with label 1
(i.e., just x) to be inserted into the head of all rules with label 2 (i.e.,
just r), and we get f(σ5) =

{
({1}, ∅, ∅), (∅, {1}, {2})

}
. We obtain

the first element ({1}, ∅, ∅) = QQT ,1,2 from Q = ({1}, ∅, {2}) by
removing the label 2 from QU because 1 ∈ QT . The idea is that
the heads of all rules labeled with 2 now contain all atoms labeled
with 1, so these rules become satisfied by every interpretation that
sets some atom labeled with 1 to true. Next, σ4 adds the rule s with
label 3 and we get f(σ4) =

{
({1}, ∅, {3}), (∅, {1}, {2, 3})

}
. The

edge added by σ3 adds all atoms with label 1 (i.e., just x) into the
positive body of all rules with label 3 (i.e., just s), which results in
f(σ3) =

{
({1}, ∅, {3}), (∅, {1}, {2})

}
. Observe that the last com-

ponent of the second element no longer contains 3, i.e., setting x
to false makes s true. Now the label 3 is renamed to 2, and we
get f(σ2) =

{
({1}, ∅, {2}), (∅, {1}, {2})

}
. Note that now r and

s are no longer distinguishable since they now share the same la-
bel. Hence all operations that add edges to r will also add edges
to s and vice versa. In σ1, atom y is added with label 3 and we
get four 3-triples in f(σ1): From ({1}, ∅, {2}) in f(σ2) we ob-
tain ({1, 3}, ∅, {2}) and ({1}, {3}, {2}), and from (∅, {1}, {2}) in
f(σ2) we get ({3}, {1}, {2}) and (∅, {1, 3}, {2}). In σ, we add a
negative edge from all atoms labeled with 3 (i.e., just y) to all rules
labeled with 2 (both r and s). From ({1, 3}, ∅, {2}) in f(σ1) we now
get ({1, 3}, ∅, ∅), from ({3}, {1}, {2}) we get ({3}, {1}, ∅), and the
3-triples ({1}, {3}, {2}) and (∅, {1, 3}, {2}) from f(σ1) occur un-
modified in f(σ). As we will prove shortly, for each k-triple Q in
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f(σ), there is a Π-interpretation of Q. So if there is a k-triple Q in
f(σ) such that QU = ∅, then Π has a classical model due to the
definition of QU . For instance, ({1, 3}, ∅, ∅) has a Π-interpretation
{x, y}, which is obviously a model of Π.

We now prove correctness of our algorithm:

Lemma 3. Let Π be a program and θ be a k-expression for
SINC(Π). For every set I ⊆ A(Π), there is a k-tripleQ ∈ f(θ) such
that I is a Π-interpretation of Q, and for every k-triple Q ∈ f(θ)
there is a set I ⊆ A(Π) such that I is a Π-interpretation of Q.

Proof. We prove the first statement by induction on the structure of

a k-expression θ defining Π. Let σ be a subexpression of θ, let Πσ

denote the program defined by σ, and let I ⊆ A(Πσ).

If σ = i(r), for r ∈ R(Π), then A(Πσ) = ∅, so I = ∅. More-

over, R(Πσ) consists of an unsatisfiable rule (its head and body are

empty). Hence I is a Πσ-interpretation of (∅, ∅, {i}) in f(σ).

If σ = i(a), for a ∈ A(Π), then A(Πσ) = {a} and R(Πσ) = ∅.

If I = ∅, then I is a Πσ-interpretation of the k-triple (∅, {i}, ∅) in

f(σ). Otherwise I = {a} and I is a Πσ-interpretation of the k-triple

({i}, ∅, ∅) in f(σ).

If σ = σ1 ⊕ σ2, let i ∈ {1, 2}, Πi = Πσi and Ii = I ∩ A(Πi). By

definition of Πi, it holds that A(Π) = A(Π1) ∪ A(Π2), R(Π) =
R(Π1)∪R(Π2) and I = I1∪I2. By induction hypothesis, Ii is a Πi-

interpretation of some k-triple Qi in f(σi). By definition of f , there

is a k-triple Q in f(σ) withQT = Q1T ∪Q2T ,QF = Q1F ∪Q2F

and QU = Q1U ∪ Q2U . This allows us to easily verify that I is a

Πσ-interpretation of Q by checking the conditions in Definition 4.

If σ = ρi→j(σ
′), then Πσ = Πσ′ and, by induction hypothesis, I

is a Πσ′ -interpretation of some k-triple Q in f(σ′). By definition of

f , the k-triple Qi→j in f(σ) is the result of replacing i by j in each

of QT , QF and QU . Hence we can easily verify that I satisfies all

conditions for being a Πσ-interpretation of Qi→j .

If σ = η�i,j(σ
′), for  ∈ {h, n}, then A(Πσ) = A(Πσ′). Hence, by

induction hypothesis, I is a Πσ′ -interpretation of some k-tripleQ′ in

f(σ′). We use Q to denote the k-triple Q′Q′T ,i,j , which is in f(σ).
Since QT = Q′

T , QF = Q′
F and Lσ = Lσ′ , I satisfies the first two

conditions for being a Πσ-interpretation of Q. It remains to check

the third condition.

For every j′ ∈ [k] \ {j} it holds that j′ ∈ QU if and only if

j′ ∈ Q′
U . By induction hypothesis, the latter is the case if and only

if there is a rule r′ ∈ R(Πσ′) such that Lσ′(r
′) = j′ and I /∈

Mods(r′). This is equivalent to the existence of a rule r ∈ R(Πσ)
such that Lσ(r) = j′, h(r) = h(r′), p(r) = p(r′), n(r) = n(r′)
and I /∈ Mods(r), since SINC(Πσ) only differs from SINC(Πσ′)
by additional edges that are not incident to r due to j′ 	= j.

It remains to check that j ∈ QU if and only if there is a rule

r ∈ R(Πσ) such that Lσ(r) = j and I /∈ Mods(r). First suppose

toward a contradiction that j ∈ QU while I is a model of every rule

r ∈ R(Πσ) such that Lσ(r) = j. Since QU ⊆ Q′
U , also j ∈ Q′

U

and by induction hypothesis there is a rule r′ ∈ R(Πσ′) such that

Lσ′(r
′) = j and I is not a model of r′. There is a corresponding rule

r ∈ R(Πσ), for which Lσ(r) = j, h(r
′) ⊆ h(r), n(r′) ⊆ n(r) and

p(r′) = p(r) hold. Since I is a model of r but not of r′, I contains

some atom labeled with i (by both Lσ′ and Lσ) because all atoms

in h(r) \ h(r′) and n(r) \ n(r′) are labeled with i. By induction

hypothesis, this implies i ∈ Q′
T , which leads to the contradiction

j /∈ QU by construction of f .

Finally, suppose toward a contradiction that j /∈ QU and there is

a rule r ∈ R(Πσ) such that Lσ(r) = j and I /∈ Mods(r). The rule

r′ corresponding to r in Πσ′ with Lσ′(r
′) = j is not satisfied by

I either, since h(r′) ⊆ h(r), n(r′) ⊆ n(r) and p(r′) = p(r). By

induction hypothesis, this entails j ∈ Q′
U . Due to j /∈ QU , it holds

that i ∈ Q′
T , so there is an a ∈ I with Lσ′(a) = Lσ(a) = i. Due to

the new edge from a to r, either a ∈ h(r) or a ∈ n(r). This yields

the contradiction that I is a model of r. The case σ = ηpi,j(σ
′) is

symmetric. The proof of the second statement is similar.

We can now state our FPT result for classical models:

Theorem 3. Let k be an integer and Π be a program. Given a k-
expression for the signed incidence graph of Π, we can decide in
linear time whether Π has a model.

Proof. Let k be a constant, Π be a program and σ be a k-expression

of SINC(Π). We show that there is a model of Π if and only if there

is a k-triple Q in f(σ) with QU = ∅: If Π has a model I , then I is a

Π-interpretation of a k-triple Q in f(σ), by Lemma 3, and QU = ∅
by Definition 4. Conversely, if there is a k-triple Q in f(σ) with

QU = ∅, then there is a Π-interpretation I of Q, by Lemma 3, and

QU = ∅ implies that I is a model of Π by Definition 4. Finally, it is

easy to see that f(σ) can be computed in linear time.

4.1.2 Answer-Set Semantics

For full disjunctive ASP we need a more involved data structure.

Definition 6. A pair (Q,Γ) with withQ ∈ Qk and Γ ⊆ Qk is called
a k-pair. The set of all k-pairs is given by Pk.

Given a k-pair (Q,Γ), the purpose of Q is, as for classical se-

mantics, to represent Π-interpretations I (that in the end correspond

to models). Every k-triple in Γ represents sets J of atoms such that

J ⊂ I . If, in the end, there is such a set J that still satisfies every rule

in the reduct w.r.t. I , then we conclude that I is not an answer set.

Definition 7. Let Q ∈ Qk, let Π be a program whose signed
incidence graph (V,E) is labeled by L : V → [k], and let
I ⊆ A(Π). A ΠI -interpretation of Q is a set J ⊆ A(Π) such that
QT = {L(a) | a ∈ J}, QF = {L(a) | a ∈ A(Π) \ J}, and
QU = {L(r) | r ∈ R(Π), n(r) ∩ I = ∅, J /∈ Mods(r+)}.

We can now define our dynamic programming algorithm for ASP:

Definition 8. The function g : CWk → 2Pk is recursively defined
along the structure of k-expressions as follows.

• g(i(v)) =
{(

({i}, ∅, ∅),
{
(∅, {i}, ∅)

})
,

(
(∅, {i}, ∅), ∅

)}
if v is at atom node

• g(i(v)) =
{(

(∅, ∅, {i}), ∅
)}

if v is a rule node

• g(σ1 ⊕ σ2) = {
(
Q1 ⊕Q2, RQ1,Q2,Γ1,Γ2 | (Qi,Γi) ∈ g(σi)

)
},

where RQ1,Q2,Γ1,Γ2 =
{
S1 ⊕ S2 | Si ∈ Γi

}
∪
{
Q1 ⊕ S | S ∈

Γ2

}
∪
{
S ⊕Q2 | S ∈ Γ1

})
• g(ρi→j(σ)) = {

(
(Qi→j , {Ri→j | R ∈ Γ}

)
| (Q,Γ) ∈ g(σ)}

• g(ηhi,j(σ)) = {
(
QQT ,i,j , {RRT ,i,j | R ∈ Γ}

)
| (Q,Γ) ∈ g(σ)}

• g(ηpi,j(σ)) = {
(
QQF ,i,j , {RRF ,i,j | R ∈ Γ}

)
| (Q,Γ) ∈ g(σ)}

• g(ηni,j(σ)) = {
(
QQT ,i,j , {RQT ,i,j | R ∈ Γ}

)
| (Q,Γ) ∈ g(σ)}

Note the use of QT in RQT ,i,j in the definition of g(ηni,j(σ)):
Whenever an interpretation I represented by Q sets an atom from

the negative body of a rule r to true, the rule r has no counterpart in

the reduct w.r.t. I , so, for each subset J of I , we remove r from the

set of rules whose counterpart in the reduct is not yet satisfied by J .
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Example 4. Let Π be the program consisting of a single rule← ¬x,
which we denote by r, and let σ = ηn1,2(1(x)⊕ 2(r)). Let (Q,Γ) be
the k-pair in g(1(x)) with Q = ({1}, ∅, ∅) and Γ = {(∅, {1}, ∅)}.
The k-triple Q represents the set of atoms {x}. Since this set has
the proper subset ∅, there is a k-triple in Γ that indeed corre-
sponds to this subset. Now let (Q,Γ) = ((∅, {1}, ∅), ∅) be the
other k-pair in g(1(x)). Here Q represents the empty set of atoms,
which has no proper subsets, hence Γ is empty. For the single k-
pair ((∅, ∅, {2}), ∅) in g(2(r)), the situation is similar. Next, at
g(1(x)⊕2(r)), we combine every k-pair (Q1,Γ1) from g(1(x)) with
every k-pair (Q2,Γ2) from g(2(r)) to a new k-pair. For instance,
consider Q1 = ({1}, ∅, ∅) and Γ1 = {S}, where S = (∅, {1}, ∅),
as well as Q2 = (∅, ∅, {2}) and Γ2 = ∅. By definition of g, we ob-
tain a new k-pair (Q,Γ), whereQ = Q1⊕Q2 = ({1}, ∅, {2}), and
Γ contains the single element Q2 ⊕ S = (∅, {1}, {2}). Recall that
the purpose of Q is to represent sets of atoms I , and each element
of Γ shall represent proper subsets of I; in this case, Q represents
{x}, and the element Q2 ⊕ S in Γ represents the proper subset ∅.
Next, at g(σ) we introduce a negative edge from x to r. From the
k-pair (Q, {S}) in g(1(x) ⊕ 2(r)), where Q = ({1}, ∅, {2}) and
S = (∅, {1}, {2}), we obtain the k-pair (Q′, {S′}) in g(σ), where
Q′ = QQT ,i,j = ({1}, ∅, ∅) (i.e., the label 2 from QU has disap-
peared) and S′ = SQT ,i,j = (∅, {1}, ∅). Here 2 has disappeared
from SU because the reduct w.r.t. all sets of atoms represented byQ′

no longer contains any rule labeled with 2. Note that the classical
model {x} represented by Q′ is no answer set even though Q′

U = ∅.
The reason is that S′ witnesses (by S′U = ∅) that ∅ ∈ Mods(Π{x}).

We now prove correctness of the algorithm from Definition 8.

Lemma 4. Let Π be a program and θ be a k-expression for
SINC(Π). For every set I ⊆ A(Π) there is a k-pair (Q,Γ) ∈ g(θ)
such that (i) I is a Π-interpretation ofQ and (ii) for every set J ⊂ I
there is a k-triple R ∈ Γ such that J is a ΠI -interpretation of R.
Moreover, for every k-pair (Q,Γ) ∈ g(θ) there is a set I ⊆ A(Π)
such that (i’) I is a Π-interpretation of Q and (ii’) for each k-triple
R ∈ Γ, there is a set J ⊂ I such that J is a ΠI -interpretation of R.

Proof. Observe that for each (Q,Γ) in g(θ) it holds that Q ∈ f(θ),
and for each Q in f(θ) there is some (Q,Γ) in g(θ). Hence we can

apply the same arguments as in the proof of Lemma 3 for (i) and

(i’). In addition, similar arguments can be used within each of the

distinguished cases for (ii) and (ii’). We use induction on the structure

of a k-expression θ defining Π. Let σ be a subexpression of θ, let

Πσ denote the program defined by σ, and let I ⊆ A(Πσ). We only

prove some of the cases, which should suffice to extend the ideas

from Lemma 3 in a similar way to prove the other cases.

If σ = σ1 ⊕ σ2, let Πi = Πσi and Ii = I ∩ A(Πi), for any i ∈
{1, 2}. By definition of Πi, it holds that A(Π) = A(Π1) ∪ A(Π2),
R(Π) = R(Π1) ∪ R(Π2) and I = I1 ∪ I2. Let J ⊂ I and, for

i ∈ {1, 2}, let Ji = J ∩ A(Πi). Observe that J1 ⊆ I1 and J2 ⊆ I2,

and at least one inclusion is proper. We distinguish three cases:

• If J1 ⊂ I1 and J2 ⊂ I2, then, by induction hypothesis, for any

i ∈ {1, 2} there is a k-pair (Qi,Γi) in g(σi) such that Ii is a Πi-

interpretation of Qi and there is a k-triple Ri ∈ Γi such that Ji is a

ΠIi
i -interpretation ofRi. By definition of g, there is a k-pair (Q,Γ)

in g(σ) such that Q = Q1 ⊕Q2 and there is a k-triple R in Γ such

thatR = R1⊕R2. We can easily check that I is a Πσ-interpretation

of Q and that J is a ΠI
σ-interpretation of R.

• If J1 ⊂ I1 and J2 = I2, then, by induction hypothesis, there is a

k-pair (Q1,Γ1) in g(σ1) such that I1 is a Π1-interpretation of Q1

and there is a k-triple R1 ∈ Γ1 such that J1 is a ΠI1
1 -interpretation

of R1. Also, there is a k-pair (Q2,Γ2) in g(σ2) such that I2 is a

Π2-interpretation ofQ2. By definition of g, there is a k-pair (Q,Γ)
in g(σ) such that Q = Q1 ⊕Q2 and there is a k-triple R in Γ such

thatR = R1⊕Q2. We can easily check that I is a Πσ-interpretation

of Q and that J is a ΠI
σ-interpretation of R.

• The case J1 = I1, J2 ⊂ I2 is symmetric.

If σ = ηni,j(σ
′), then there is again a k-pair (Q′,Γ′) in g(σ′) such

that (i) I is a Πσ′ -interpretation of Q′ and (ii) for each J ⊂ I there

is a k-triple R in Γ′ such that J is a ΠI
σ′ -interpretation of R. Let

(Q,Γ) be the k-pair in g(σ) for which Q = Q′Q′T ,i,j and Γ =

{RQ′T ,i,j | R ∈ Γ′} hold. As before, I is a Πσ-interpretation of

Q. Let J ⊂ I , let R′ be the k-triple in Γ′ such that J is a ΠI
σ′ -

interpretation of R′, and let R = R′Q
′
T ,i,j . As before, J satisfies the

first two conditions for being a ΠI
σ-interpretation of R. It remains to

check the third condition.

For all labels except j, we proceed as before. We now check that

j ∈ RU if and only if there is a rule r ∈ R(Πσ) such thatLσ(r) = j,
n(r) ∩ I = ∅ and J /∈ Mods(r+). First suppose toward a contra-

diction that j ∈ RU while J ∈ Mods(r+) for each r ∈ R(Πσ)
such that Lσ(r) = j and n(r) ∩ I = ∅. Since RU ⊆ R′U , also

j ∈ R′U and by induction hypothesis there is a rule r′ ∈ R(Πσ′)
such that Lσ′(r

′) = j, n(r′) ∩ I = ∅ and J is not a model of r′+.

There is a corresponding rule r ∈ R(Πσ), for which Lσ(r) = j,
h(r′) = h(r), p(r′) = p(r) and n(r′) ⊆ n(r) hold. Since J is a

model of r+ but not of r′+ (and these rules are identical), there is an

a ∈ n(r) ∩ I with Lσ(a) = i. From a ∈ I it follows by induction

hypothesis that i ∈ Q′
T , but this leads to the contradiction j /∈ RU .

Finally, suppose toward a contradiction that j /∈ RU and there

is a rule r ∈ R(Πσ) such that Lσ(r) = j, n(r) ∩ I = ∅ and

J /∈ Mods(r+). Let r′ be the rule corresponding to r in Πσ′ . For this

rule it holds that Lσ′(r
′) = j and n(r′) ⊆ n(r), so n(r′) ∩ I = ∅.

The set J does not satisfy r′+ either, since h(r′+) = h(r+) and

p(r′+) = p(r+). By induction hypothesis, this entails j ∈ R′U . Due

to j /∈ RU , it holds that i ∈ Q′
T , so there is an atom a ∈ I such that

Lσ′ = Lσ(a) = i. Due to the new edge from a to r, a ∈ n(r) holds,

which contradicts n(r) ∩ I = ∅.

The other direction is similar.

Hence we get an FPT result for answer-set semantics:

Theorem 4. Let k be a constant and Π be a program. Given a k-
expression for the signed incidence graph of Π, we can decide in
linear time whether Π has an answer set.

Proof. Let k be a constant, Π be a program and σ be a k-expression

of SINC(Π). Using the same ideas as for Theorem 3, we can easily

show that there is an answer set of Π if and only if there is a k-pair

(Q,Γ) in g(σ) such that QU = ∅ and RU 	= ∅ for every R ∈ Γ.

Again, it is easy to see that g(σ) can be computed in linear time.

4.2 The Role of Signs for Results on Clique-Width
We have shown that ASP parameterized by the clique-width of the

signed incidence graph is FPT. Because the clique-width of the (un-

signed) incidence graph is usually smaller than (and always at most

as high as) the clique-width of the signed incidence graph (Proposi-

tion 2), an FPT result w.r.t. the clique-width of the (unsigned) inci-

dence graph would be a significantly stronger result. It is therefore

natural to ask whether ASP is already FPT w.r.t the clique-width of
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the unsigned incidence graph. A similar situation is known for the

satisfiability problem of propositional formulas (SAT), which was

first shown in [27] to be FPT parameterized by the clique-width

of the signed incidence graph, and the authors conjectured that the

same should hold already for the unsigned version. Surprisingly, this

turned out not to be the case [46]. In comparison to SAT, the situa-

tion for ASP is similar but slightly more involved. Whereas there are

only two potential signs for SAT (signaling whether a variable oc-

curs positively or negatively in a clause), ASP has three signs (h, p,
n). So how many signs are necessary to obtain tractability for ASP?

To settle this question, let SINCL(Π), for L ⊆ {h, p, n}, be the

(“semi-signed”) incidence graph obtained from SINC(Π) by joining

all labels in L, i.e., every label in L is renamed to a new label, which

we denote by α. We will show below that joining any set L of labels

other than {h, n} leads to intractability for ASP parameterized by the

clique-width of SINCL(Π). Together with our tractability result w.r.t.

the clique-width of SINC(Π) (Theorem 4), this provides an almost

complete picture of the complexity of ASP parameterized by clique-

width. We leave it as an open question whether ASP parameterized

by the clique-width of SINC{h,n}(Π) is FPT.

Theorem 5. Let L ⊆ {h, p, n} with |L| > 1 and L 	= {h, n}, then
ASP is W[1]-hard parameterized by the clique-width of SINCL(Π).

Proof. We show the result by a parameterized reduction from the

W [1]-complete problem PARTITIONED CLIQUE [48]. The PAR-

TITIONED CLIQUE problem asks, whether a given k-partite graph

G = (V,E) with partition V1, . . . , Vk where |Vi| = |Vj | for every i
and j with 1 ≤ i, j ≤ k, has a clique of size exactly k.

Recall that a k-partite graph is a graph whose vertex set can be

partitioned into k sets such that there are no edges between vertices

contained in the same set. To prove the theorem it is sufficient to

show that the result holds for L being any combination of two labels

other than {h, n}. In other words, it suffices to show the result for

L = {h, p} and L = {p, n}. Because the reduction for the case

that L = {h, p} is very similar to the reduction from PARTITIONED

CLIQUE to SAT given in [46, Corollary 1], we omit its proof here and

only give the proof for the case that L = {p, n}. Let L = {p, n} and

G, k, V1, . . . , Vk be as in the definition of PARTITIONED CLIQUE

and assume that the vertices of G are labeled such that vji is the i-th
vertex contained in Vj . We will construct a program Π in polynomial-

time such thatG has a clique of size k if and only if Π has an answer

set, and the clique-width of SINCL(Π) is at most k′ = 2k + k2.

The program Π contains one atom vji for every vertex vji of G,

and the following rules:

(R1) For every j with 1 ≤ j ≤ k, the rule: vj1 ∨ · · · ∨ vjn ←.

(R2) The rule:

← vj1i1 , v
j2
i2
,¬vj11 , . . . ,¬vj1i1−1,¬vj1i1+1, . . . ,¬vj1n ,
¬vj21 , . . . ,¬vj2i2−1,¬vj2i2+1, . . . ,¬vj2n

for every {vj1i1 , v
j2
i2
} /∈ E(G) with 1 ≤ j1, j2 ≤ k and 1 ≤

i1, i2 ≤ n.

We first show that G has a clique of size k if and only if Π has an

answer set. Toward showing the forward direction, let C be a clique

of size k of G. We claim that C is also an answer set of Π and first

show that C is indeed a model of Π. Because C contains exactly

one vertex from every Vi, all rules of type (R1) are satisfied by C.

Moreover, the same holds for all rules of type (R2), because there

is no pair u, v ∈ C with {u, v} /∈ E(G) and hence the body of

every such rule is always falsified. This shows that C is a model of

Π. Finally, because all the rules of type (R1) are also contained in the

reduct ΠC of Π, we obtain that C is an answer set of Π.

Toward showing the reverse direction, let C be an answer set of

Π. We claim that C is also a clique of G of size k and first show that

C contains exactly one variable from every Vi. Because of the rules

of type (R1) (which will also remain in the reduct ΠC ), it holds that

C contains at least one variable corresponding to a vertex of Vi for

every i with 1 ≤ i ≤ k. Assume for a contradiction that C contains

more than one variable from some Vi. Then for every j with j 	= i,
C has to contain at least three variables from Vi ∪ Vj . Consequently,

every rule of type (R2) corresponding to a non-edge of G incident to

a vertex in Vi does not appear in the reduct ΠC of Π, which shows

that C is not an answer set (minimal model) of ΠC . This shows that

C contains exactly one variable from every Vi. Now, suppose for a

contradiction that C is not a clique of G of size k. Then there are u
and w in C with u ∈ Vi and w ∈ Vj such that {u,w} /∈ E(G).
Hence, there is a rule of type (R2) (corresponding to the non-edge

{u, v}), which is violated by C, a contradiction to our assumption

that C is model of Π.

It remains to show that the clique-width of SINCL(Π) is at most

k′ = 2k + k2. We show this by providing a k′-expression for

SINCL(Π). We start by giving the terms that introduce the vertices

of SINCL(Π): (1) We introduce every atom vertex vji of SINCL(Π)
with the term j(vji ). (2) For every rule vertex r of the form (R1) cor-

responding to a rule vj1 ∨ · · · ∨ vjn ←, we introduce the term l(r)
where l = k + j. (3) For every rule vertex r of the form (R2) cor-

responding to a non-edge between Vi and Vj with 1 ≤ i < j ≤ k,
we introduce the term l(r), where l = 2k + k(i − 1) + j. We then

combine all these terms using the disjoint union operator ⊕. Now it

only remains to show how the edges between the rule and the atom

vertices of SINCL(Π) are added: First, for every j with 1 ≤ j ≤ k,
we add the edges between the rule vertices of the form (R1) and

the atom vertices contained in those rules using the operator η�j,k+j ,

where  = h. Second, for every i and j with 1 ≤ i < j ≤ k, we add

the edges between the rule vertices of the form (R2) and the atom

vertices contained in those rules using the operators ηαi,2k+k(i−1)+j

and ηαj,2k+k(i−1)+j .

5 Conclusion
In this paper, we have contributed to the parameterized complexity

analysis of ASP. We first gave some negative observations showing

that most directed width measures (applied to the dependency graph

or incidence graph of a program) do not lead to FPT results. On the

other hand, we turned a theoretical tractability result (which implic-

itly follows from previous work [31]) for the parameter clique-width

(applied to the signed incidence graph of a program) into a novel

dynamic programming algorithm. The algorithm is applicable to ar-

bitrary programs, whenever a defining k-expression is given. The al-

gorithm is expected to run efficiently in particular for small k, i.e.,

programs for which the signed incidence graph has low clique-width.

Future work includes solving the remaining question whether ASP

parameterized by the clique-width of SINC{h,n}(Π) is FPT or not.

Another open question is whether ASP parameterized by the clique-

width of the unsigned incidence graph is in the class XP (as is the

case for SAT [51]).
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Emotion Analysis as a Regression Problem —
Dimensional Models and Their Implications on Emotion

Representation and Metrical Evaluation
Sven Buechel and Udo Hahn1

Abstract. Emotion analysis (EA) and sentiment analysis are closely

related tasks differing in the psychological phenomenon they aim to

catch. We address fine-grained models for EA which treat the compu-

tation of the emotional status of narrative documents as a regression

rather than a classification problem, as performed by coarse-grained

approaches. We introduce Ekman’s Basic Emotions (BE) and Russell

and Mehrabian’s Valence-Arousal-Dominance (VAD) model—two

major schemes of emotion representation following opposing lines of

psychological research, i.e., categorical and dimensional models—

and discuss problems when BEs are used in a regression approach.

We present the first natural language system thoroughly evaluated

for fine-grained emotion analysis using the VAD scheme. Although

we only employ simple BOW features, we reach correlation values

up until r = .65 with human annotations. Furthermore, we show

that the prevailing evaluation methodology relying solely on Pear-

son’s correlation coefficient r is deficient which leads us to the in-

troduction of a complementary error-based metric. Due to the lack

of comparable (VAD-based) systems, we, finally, introduce a novel

method of mapping between VAD and BE emotion representations

to create a reasonable basis for comparison. This enables us to eval-

uate VAD output against human BE judgments and, thus, allows for

a more direct comparison with existing BE-based emotion analysis

systems. Even with this, admittedly, error-prone transformation step

our VAD-based system achieves state-of-the-art performance in three

out of six emotion categories, out-performing all existing BE-based

systems but one.

1 Introduction

Affective states expressed via written or spoken utterances, as well

as non-verbal gestures and mimics in discourse are at the core of

any cognitively plausible theory of human communication. From a

computational perspective, AI researchers have already started in-

vestigating into this field [26], since progress in this area will pave

the way to even smarter and more natural computational agents for

human-computer interaction, such as avatars or robots .

However, this research area at the intersection of (cognitive) psy-

chology, (computational) linguistics, and artificial intelligence suf-

fers from some confusing uses of terminology [22] which have to

be sorted out before we get started. Following Pang and Lee [25]

we subsume all work done in this area under the umbrella term sub-
jectivity analysis. Its most widespread subtask is sentiment analy-

1 Jena University Language & Information Engineering (JULIE)
Lab, Friedrich-Schiller-Universität Jena, Jena, Germany, URL:
http://www.julielab.de

sis or opinion mining (both terms are used interchangeably). In this

work, we address another subtask which has recently become more

and more popular, namely emotion analysis (EA). From a representa-

tional perspective, sentiment typically refers to the semantic polarity

(the positiveness or negativeness relative to some target entity) of a

sentence or a document. While sentiment analysis has usually only

loose (or no) ties to models taken from psychology, emotion (describ-

ing phenomena such as anger, fear, or joy) is often represented in a

more complex way making direct use of larger pieces of psycholog-

ical theory.

There are two main dividing lines in the field of EA. The first

one (as discussed, e.g., by Calvo and Kim [10]) relates to the choice

of a psychological model. Following categorical models, emotional

states can be subcategorized into a small set of emotion categories.

Ekman’s Basic Emotion (BE) model [14] is perhaps the most influen-

tial among those categorical approaches. On the other hand, follow-

ing dimensional models an emotional state is described relative to

a small number of emotional dimensions. Russell and Mehrabian’s

Valence-Arousal-Dominance (VAD) model [28] is among the most

commonly used dimensional approaches.

The second and maybe even more fundamental dividing line (as

discussed, e.g., by Strapparava and Mihalcea [34]) relates to the main

type of predictive problem one faces here. Most of the previous work

on EA is coarse-grained in the sense that the task of predicting emo-

tion is phrased as a classification problem—the output of a corre-

sponding system represents an emotional value as one or multiple

class labels. In contrast, fine-grained EA treats the task of recogniz-

ing emotions as a regression problem so that (most often) a vector

of real-valued numbers will be produced as the result of an emo-

tion assessment. Note that the choices regarding these dividing lines

are made independently from one another, e.g., also allowing for a

coarse-grained analysis using dimensional models [16].

The coarse-grained approach seems to be particularly appropri-

ate for highly opinionated social media texts (such as blogs, chats

or tweets) but is less likely to account for more subtle expressions of

emotions as, e.g., in literary documents (mainly studied in the emerg-

ing field of digital humanities [1, 38]), public and personal health

narratives (mainly studied in the field of biomedical and clinical NLP

[13, 30]) or socio-economic texts (newspaper, newswire, formal busi-

ness reporting notes, etc. which are increasingly dealt with in com-

putational social science and economics [3, 15, 9]).

In this paper, we focus exclusively on fine-grained emotion anal-

ysis. We, first, provide a critical comparison of the BE and the VAD

emotion model, as well as a complete survey of prior systems for

fine-grained EA. We then present the first VAD-based system for
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fine-grained EA. Evaluating its performance revealed systematic de-

ficiencies in the evaluation methodology for such systems which lead

us to propose a complementary metric. In an attempt to compare our

dimensional system more directly with already existing categorical

ones, we developed a novel method for mapping between VAD and

BE representation schemes and, given these (imperfect) mappings,

we find evidence that our system is still among the best-performing

systems for predicting the emotional status of narratives.

2 Related Work
2.1 Dimensional versus Categorical Models
Researchers in NLP and psychology have devised a multitude of

different models of emotion which can be roughly subdivided into

categorical and dimensional models [29, 10, 33]. In computational

studies, categorical models most often employ Ekman’s [14] six ba-

sic emotions (BE: anger, disgust, fear, joy, sadness and surprise) or

a derivative therefrom. According to this psychological theory, all

human beings share a common set of cross-culturally universal (ba-

sic) emotions so that each emotional state of an individual can be

unambiguously classified as one of these. Dimensional approaches,

on the other hand, often refer to Russell and Mehrabian’s Valence-

Arousal-Dominance (VAD) model [28].2 According to this model,

emotional states can be described relative to three fundamental emo-

tional dimensions: Valence (the degree of pleasure or displeasure of

an emotion), Arousal (level of mental activity, ranging from low en-

gagement to ecstasy) and Dominance (extent of control felt in a given

situation). Accordingly, emotions are characterized on three dimen-

sions, each of which spans an interval of real-valued numbers indi-

cating the strength and orientation on each dimension. Providing a

fine-grained representation using the VAD model (a vector of real-

valued numbers) is therefore straightforward. For BE models, this

is typically accomplished by assigning an agreement score to each

of the basic emotions (e.g., in the interval [0,100] as realized in the

SemEval-2007 test corpus for the Affective Text task [34]).

To further illustrate the relationship between the VAD and the

BE model, Figure 1 depicts the position of Ekman’s basic emotions

within the emotional space spanned by the Valence, Arousal and

Dominance axis of the VAD model. The assessments were empiri-

cally determined by requesting several subjects to describe the six

basic emotions in terms of these three dimensions [28]. For fine-

grained approaches, we consider VAD to be superior to BE due to

the following considerations:

• As Figure 1 reveals, the basic emotions are unevenly distributed

in the VAD space. While half of them (anger, disgust and fear) are

marked by high arousal and low valence (and therefore reside in

one quarter of the space), none of them exhibits high valence and

low arousal specifying an emotion like calmness or content. Thus,

trying to detect such emotions using a BE-based system may en-

counter serious problems. Exactly these kinds of emotions have

been shown to be most beneficial for the prediction of stock mar-

ket prices in previous work [3].

• Although Ekman’s six-category system is most commonly used,

there is no consensus on a fixed set of basic emotions, neither

in psychology [29], nor in AI (cf., e.g., [23] and [32]). Not only

does this hamper comparison across systems but also does it force

researchers to choose different sets of emotional categories ac-

cording to the emotions which they think to be most relevant for

2 Alternative names for these dimensions include Pleasure instead of Valence
(PAD) as well as Control instead Dominance (PAC).
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Figure 1. Positions of Ekman’s basic emotions within the emotional space
spanned by the Valence, Arousal and Dominance axis of the VAD model.

Ratings are taken from Russell and Mehrabian [28].

a given application (instead of using a generic and universal rep-

resentation scheme). This may lead to study designs (e.g., [13])

using a total of 15 different categories considered to indicate sui-

cidal tendencies, e.g., hopelessness or sorrow.

• It is intuitively clear that BEs are not equidistant, e.g., fear is obvi-

ously more similar to disgust than it is to joy—an observation also

supported by Figure 1. Therefore (unlike vectorial VAD represen-

tations), distances between given emotions in fine-grained BE rep-

resentation cannot be meaningfully calculated assuming a vector

space with orthogonal axis. This property seriously limits the pos-

sibility for further analysis of emotion distributions (such as clus-

tering) and may pose problems for the use of emotion values as

features in machine learning.

2.2 Computational Resources for Emotion Analysis
In psychology, both models, Ekman’s BE as well as Russell and

Mehrabian’s VAD model, are widely used as standard models [33].

While the VAD model and other dimensional models are commonly

preferred in some areas of affective computing [8], NLP researchers,

especially those dealing with written documents, almost exclusively

subscribe to categorical approaches, most often Ekman’s model [10].

As a consequence, these preferences for one model or the other are

reflected by the types of resources made available.

Concerning emotion lexicons following the VAD model, the Affec-
tive Norms for English Words (ANEW) [5] has been most influential

in psychological research and was also adapted for many languages

other than English [39]. The developers of ANEW asked subjects to

rate their feelings on the three VAD dimensions when reading cer-

tain words as stimuli. Their responses were encoded using the Self-
Assessment Manikin (SAM), an icon-style graphical format which

consists of three sequences of human-like pictograms, each repre-

senting a 9-point scale for Valence, Arousal and Dominance, respec-

tively [4]. The average rating per word was calculated, thus form-

ing its emotional value. The original version of ANEW comprised

1,034 lexical entries. By now, an extended version has been devel-

oped amounting to 2,476 words [7].

Bestgen and Vincze [2] extended the original ANEW version by

using a bootstrapping method based on Latent Semantic Analysis

(LSA) [12]. Their major achievement employing these methods is

that they attribute VAD values to formerly unrated words by locating

them together with their least distant neighbors whose emotion val-

ues are known from the original ANEW resource in a latent semantic
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space and averaging these values. Re-assessing words already known

from ANEW, they compute correlations (r = 0.71, 0.56 and 0.60 for

Valence, Arousal and Dominance, respectively) between the original

and the bootstrapped values. Their lexical resource (BV) incorpo-

rates 17,350 entries.

Warriner et al. [39] replicated and extended the original ANEW

lexicon in a crowdscourcing campaign using the Amazon Mechanical
Turk (AMT). Their resource (WKB) contains more than ten times the

entries of ANEW (13,915 in total) and excels with particularly high

correlations with the original ratings (r = 0.95, 0.76 and 0.80 for

VAD, respectively). This result is consistent with earlier findings that

non-expert ratings for natural language tasks acquired via AMT are,

in fact, of good quality (especially when rating emotions) compared

to expert ratings [31].

Concerning BE lexicons with fine-grained ratings, Staiano et al.

[32] built DEPECHEMOOD (DM), a lexical resource which con-

tains more than 37k entries. They exploit the functionality of the

social news network rappler.com in which users may report

their “mood” when reading a piece of news. DEPECHEMOOD is

constructed by multiplying the document-emotion matrix and the

document-term matrix of all available mood-rated articles. The latter

was computed using either absolute frequency, normalized frequency

and TF-IDF scores, thus leading to three versions of the emotion-

term matrix.

Another major resource for tackling emotions is WORDNET-

AFFECT (WN-A). It contains both, sentiment assessments (positive,

negative, neutral and ambiguous) and a hierarchy of various emo-

tion categories [36, 37]. Though not providing continuous ratings for

these categories, previous work on fine-grained analysis has largely

relied on this resource (cf. Section 2.4).

Corpora carrying VAD annotations are more than rare. To the best

of our knowledge, the Affective Norms for English Text (ANET) col-

lection [6] is the only available resource and, up until now, has not

been used for NLP tasks. With 120 sentences or short texts, e.g., “You
are lying in bed on a Sunday morning”, it is truly a tiny little corpus.

Its VAD annotations were empirically elicited from subjects using

SAM (see above). Most recently, another larger resource (FB) carry-

ing at least Valence and Arousal annotations has been generated [27]

which comprises 2,895 FACEBOOK posts rated by two annotators.

Corpora annotated with fine-grained emotion categories are rare,

as well. To our knowledge, the corpus provided for the Affective Text
task of SEMEVAL-2007 [34] is the only one, whereas for coarse-

grained annotations, there are much more alternatives; cf. [10, 23].

The SEMEVAL corpus (SE7) contains headlines from major news-

papers and consists of two subsets, a development set handed out to

the competitors (250 headlines) and a final test set (1,000 headlines).

The corpus was independently labeled by six annotators according

to the BE model so that an agreement score ranging between [0, 100]
could be determined for each headline and emotion. Our survey of

computational resources is summarized in Table 1.

Two studies [34, 31] report inter-annotator agreement (IAA) mea-

surements for fine-grained BE labeling (see Table 2). Here, IAA is

typically measured, first, by calculating Pearson’s correlation be-

tween each individual annotator and the average annotation of the

other annotators (resulting in one correlation value per rater) and then

averaging these values [35]. Additionally, Katz et al. [18] provide

the agreement of the overlap of their own annotated corpus and SE7.

Both are averages of multiple human annotations and are therefore

not comparable to IAA values.

3 Rather than directly using crowdsourced word-emotion ratings, DM was
calculated using emotionally crowd-annotated newswire material.

Table 1. Resources for emotion detection (lexicons (Lex) and corpora
(Corp)) listing the model of emotion they use, the granularity of ratings

(Grain), the acquisition methodology (manual (without further
specification), asking subjects in a controlled experimental environment
(exp), bootstrapping or crowdsourcing (boot or crowd, respectively) and

their size in terms of lexical entries (for lexicons) or sentences/documents
(for corpora).

Acronym Study Model Grain Method Size

Lex
WN-A [36, 37] BE coarse manual 1,637
ANEW [5] VAD fine exp 1,034
BV [2] VAD fine boot 17,350
WKB [39] VAD fine crowd 13,915

DM [32] BE fine crowd3 37,771

Corp
ANET [6] VAD fine exp 120
SE7 [34] BE fine exp 1,250
FB [27] VA fine exp 2,895

Table 2. IAA for fine-grained emotion detection measured in r. From the
many IAA values reported by Snow et al. [31], we here include their expert

vs. expert IAA measurements. For comparison, the average is computed only
taking anger, fear, joy and sadness into account.

Study Anger Disg. Fear Joy Sadness Surpr. Avg.
[34] .496 .445 .638 .599 .682 .361 .604
[31] .459 .583 .711 .596 .645 .464 .603

The IAA presented in the first two studies—ranging between ap-

proximately r = 0.35 and 0.70—illustrates the hardness of the task.

In contrast to BE-based corpora, no IAAs are provided for the

VAD-based ANET corpus. However, the average standard deviation

between ratings for the same instance amounts to SD = 1.45, 1.85
and 1.87 for Valence, Arousal and Dominance, respectively. The fact

that the ratings for the latter two are less consistent than for the for-

mer one has been observed in a multitude of studies comparing word

ratings, as well as whole lexicons [39, 2]. Preoţiuc-Pietro et al. [27]

report an IAA on their FB corpus of r = .768 and .827 for Valence

and Arousal, respectively.

2.3 Mappings between Emotion Models
Only few studies deal with the translation between different emotion

schemes. Moreover, most of these activities are only concerned with

discrete representations of the BE model (i.e., disregarding continu-

ous agreement scores per category). Having a robust, high-accuracy

mapping schema for both representations may help further unify both

lines of research (in AI, not limited to NLP, as well as in psychology)

[33] and would allow for the interchangeable use of resources devel-

oped with respect to one model or the other.

In an early study, Russell et al. [28] presented 300 subjects a list of

emotion (or feeling) designating words, including terms referring to

the basic emotions, and asked them to assess the designated emotions

relative to Valence, Arousal and Dominance. The results can thus be

used as a simple yardstick for mapping between basic emotions (in

discrete representation) and the VAD model (in dimensional repre-

sentation) as demonstrated in Figure 1. In a similar, much more re-

cent study, Hoffmann et al. [17] asked 70 subjects to position 22 emo-

tion categories (according to the OCC model [24]) in the VAD space

via a user-friendly visual tool. They find high inter-subjective con-

sistency between the assessments although variance was markedly

higher for Arousal and Dominance.
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Calvo and Kim [10] map VAD values onto a variation of the six

basic emotions by computing the position of the emotional categories

in the VAD space as the centroid of several keywords (representative

for this category) according to the ANEW lexicon. Then, they cal-

culate cosine similarity between an arbitrary VAD emotion and an

emotional category and, finally, map these onto another, if the simi-

larity is above a certain threshold, or map it onto neutral, otherwise.

Stevenson et al. [33] collect ratings for five of six emotional cate-

gories taken from the BE model for the entries of the original ANEW

lexicon (so far having only VAD ratings) by questioning 299 sub-

jects. Thus, a multi-model lexicon is created. They perform linear

regression and find evidence which suggest non-linear dependencies

to hold between these two representation schemes, thus hinting at

the insufficiency of their predictive models. Note that this is the only

study presented here using a continuous representation for input and
target variables.

2.4 Fine-Grained Emotion Analysis Systems
As already mentioned, in comparison to coarse-grained approaches,

fine-grained emotion detection is a rather neglected task. Together

with the small amount of annotated text corpora for fine-grained

emotion models, we currently face a situation where system devel-

opment is hampered by the lack of appropriate resources and eval-

uations deliver only spurious results. Next, we present each system

for fine-grained emotion detection we are aware of. For BE systems,

the SE7 corpus has been used for evaluation exclusively (although,

additionally, other corpora may be used as well when evaluating their

performance in coarse-grained settings). The available evaluation re-

sults are presented in Table 3. For comparison, the presented average

performance takes into account only Anger, Fear, Joy and Sadness,

since DM-f does not measure Disgust, whereas our system (see Sec-

tion 3) fails to compute Surprise (due to limitations of the mapping

functions rather than an inherent shortcoming of our system itself).

WNAP [35] is designed as a baseline by computing emotion val-

ues directly related to the frequency of WORDNET-AFFECT terms

present in a given document. Surprisingly, this very simple keyword-

based approach already outperforms three other systems: LSA-ES,

LSA-SW and LSA-AEW [35]. Each of these systems uses a pseudo-
document method by which both, the emotion categories, as well

as the individual documents are represented in a semantic space

derived from the BNC corpus4 using LSA. They differ from each

other by the words constituting the pseudo-documents which repre-

sent an emotion. LSA-SW uses only the word denoting the emotion,

LSA-ES adds the whole WORDNET synset, while LSA-AEW uses

each synonym of each synset labeled with this emotion according to

WORDNET-AFFECT. Obviously, this methods does not seem to be

appropriate for the task of fine-grained emotion analysis.

NB-BLOG [35], the only machine learning approach among the

BE systems, uses a Naive Bayes classifier. Its performance merely

surpasses the baseline. However, it was trained on blog posts rather

than news headlines, a shortcoming which may very well account for

a great deal of its poor results.

Similarly, the information theory-based UA system [19] shows

only slightly better performance than the keyword baseline. It com-

putes the association between a document and an emotion using

statistics from Web search engines and measures the proximity be-

tween them using pointwise mutual information (PMI). Note that

without its apparent difficulty in detecting Joy, the performance

would be markedly better.

4 http://www.natcorp.ox.ac.uk/

Table 3. Performance of BE-based systems for fine-grained emotion
analysis measured in r. For comparison, the average (Avg) is computed only

over Anger, Fear, Joy and Sadness (Sad) (in addition, we report values for
Disgust (Dis) and Surprise (Sur)).

System Anger Dis Fear Joy Sad Sur Avg
DM-f .360 — .560 .390 .480 .250 .448
AAM .329 .130 .449 .213 .436 .064 .356
UPAR7 .323 .129 .449 .225 .410 .167 .352
SWAT .245 .186 .325 .261 .390 .118 .305
UA .232 .162 .232 .024 .123 .078 .152
NB-BLOG .198 .048 .074 .138 .160 .031 .143
WNAP .121 -.016 .249 .103 .086 .031 .140
LSA-ES .178 .074 .181 .063 .133 .121 .139
LSA-SW .083 .135 .296 .049 .081 .097 .127
LSA-AEW .058 .083 .103 .070 .107 .124 .084

The upper half of Table 3 is exclusively populated by lexicon-

based approaches with or without incorporation of additional lin-

guistic rules for fine-tuning. UPAR7 [11] and AAM [23] both revise

lexicon-based word ratings using syntax-oriented rules. The former

system boosts the importance of certain words with respect to their

position inside a dependency tree, while the latter infers the emotion

value of phrases and sentences in a bottom-up fashion and also takes

into account symbolic hints such as interjections and emoticons. As

to performance, they are on a par with each other although UPAR7

would be superior, if its recognition capabilities for Surprise would

influence the performance average.

Similar to the baseline system, DM-f [32] and SWAT [18] rely

exclusively on averaging word emotions as taken from their incor-

porated lexicons. For the SWAT system, a lexicon was trained us-

ing human-annotated news headlines. It yields reasonable perfor-

mance although it is outperformed by the lingustics-based systems.

The DM-f system, however, uses the (raw frequency version of the)

DM lexicon as described above. Interestingly, combing this exten-

sive lexicon with the simple average-word-emotion approach yields

far better results than any other system presented so far. Thus, for this

task, lexicon coverage seems to beat structural language properties to

some extent.

Concerning systems using the VAD model, Calvo and Kim [10]

use this dimensional model as an intermediate representation later

on mapping the VAD values onto (coarse-grained) BEs (cf. Section

2.3). Therefore, they do not offer a metrical evaluation for those di-

mensional assessments. Leveau et al. [20], in an approach similar to

ours, average Valence and Arousal values of words for French texts.

Being primarily a psychological study, this work also does not offer

a meaningful evaluation from an NLP point of view. In a preced-

ing study [9], we used a less sophisticated version of our system to

measure emotions in a large corpus of business reports but did not

provide a metrical evaluation due to (at that time) the lack of test

data. In another recent study, Preoţiuc-Pietro et al. [27] predict Va-

lence and Arousal values in FACEBOOK posts using linear regression

models with bag-of-words features. They report performance figures

of r = .65 and .85 for Valence and Arousal, respectively.

Note that prior studies using lexicon-based methods differ in

weighting procedures: some of them emphasize the emotion of a

word occurring in a document using absolute term frequencies (TF)

(e.g., [18]), whereas others rely on TF-IDF scores (e.g., [35]). How-

ever, no data on the impact of either one of these weighting schemes

has been made available (although Staiano and Guerini [32] com-

pared lexicons constructed with different weighting functions).
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3 Experiments Using Dimensional Models

We start in Section 3.1 by defining a metrical criterion which guides

the emotion analysis for JEMAS (Jena Emotion Analysis System),5

our bag-of-words (BOW) engine (similar to [32] and [18]) employing

the VAD model. In Section 3.2, we then evaluate JEMAS using dif-

ferent configurations and discuss implications of these experiments

concerning metrical evaluation in Section 3.3.

3.1 Simple Metrics for Emotion Analysis

We distinguish two basic data containers. First, the set of documents

(1) where λ denotes some weighting function for terms and ti,j de-

notes some morphologically normalized non-stop word term in the

document-term vector for document di, j = 1, ..., n; n being the

total size of the normalized vocabulary in DOC, so that λti,j de-

notes the numerical weight of the j-th term from document di. Sec-

ond, the VAD lexicon (2) where each emotion-sensitive lemma lexl
contained in VAD is associated with its corresponding VAD triple

〈vl, al, dl〉 ∈ R3; each of the three components ranges in the nor-

malized interval [−4, 4], with l = 1, .., t; t enumerating the total size

of the lexicon.

DOC := {di = (λti,1 , ..., λti,n)} (1)

VAD := {vadl = (lexl, 〈vl, al, dl〉)} (2)

We may then define the Emotion Value of each document di (using

the projection π1(VAD) := {lex | (lex, 〈v, a, d〉) ∈ VAD} and

the string equality function SEQ):

EVdi :=∑n
k=1 ∧ ∃lexq∈π1(VAD): SEQ(lexq ,ti,k)

λti,k × 〈vq, aq, dq〉∑n
k=1 ∧ ∃lexq∈π1(VAD): SEQ(lexq ,ti,k)

λti,k
(3)

The general purpose of the term weighting functions λ is to cap-

ture the importance a given term, ti,j , has for a document di. For the

following experiments, we specify two such weighting functions (al-

though any other term weighting function for document-term vectors

can be employed in this framework). The first weighting function we

use, λ1, is the absolute frequency of a term in a document, TFi,j , that

is simply the count how often term ti,j occurs in document di:

λ1 := TFi,j (4)

Secondly, we use the TF-IDF metric which is the most common

weighting scheme in information retrieval [21]. Let |DOC| be the

total number of documents in the document collection and let DFj

be the number of documents in which tj occurs. Hence, our second

weighting scheme, λ2, is defined by the TF-IDF weight of term tj
within the entire document collection:

λ2 := TFi,j × log |DOC|
DFj

(5)

5 JEMAS will be publicly available on our GITHUB site https://
github.com/JULIELab.

3.2 Evaluation of the JEMAS Emotion Analyzer
This formal sketch is flexible enough to process documents of arbi-

trary length, i.e. ranging from a single word to hundreds of pages of

full text [9]. However, in the following experiment, we use ANET [6]

as a test corpus for the JEMAS system. We transform the VAD rat-

ings associated with the 120 short texts into the interval [−4, 4], with

‘0’ as the neutral rating point for each of the three VAD dimensions.

Concerning the chosen lexicons, we decided to compare all of the

three lexicons introduced in Section 2 incorporating the VAD model

of emotion since they vary largely in terms of size and the underlying

acquisition methodology, i.e.,

• the extended (2010-) version of ANEW [7] which—although be-

ing rather small—was compiled using a controlled experimental

environment,

• the BV lexicon [2] assembled via bootstrapping from the original

1999-version of ANEW [5], and

• the WKB lexicon [39] which reproduces and extends the original

ANEW by crowdsourcing.

We transform the emotion value of each lexicon entry so that they

are balanced in the interval [–4,4] to simplify interpretation (in the

original lexicons, they range in the interval [1,9]).

Since no data on the impact of different term-weighting schemes

is available (cf. Section 2.4), we generate results for both, TF and

TF-IDF schemes, for a total of six configurations of our system (one

for each combination of lexicon and weighting function). Table 4

presents the evaluation results (given in Pearson’s correlation) for

this experiment.

Table 4. Results of the JEMAS system (Pearson’s r) relative to the three
VAD dimensions. Evaluation was performed against the ANET corpus with

all possible combinations of lexicons and weighting functions.

Valence Arousal Dominance Avg.

tf tfidf tf tfidf tf tfidf tf tfidf
ANEW 0.53 0.56 0.58 0.58 0.43 0.46 0.51 0.53
BV 0.67 0.68 0.49 0.48 0.66 0.65 0.61 0.61
WKB 0.70 0.71 0.63 0.64 0.59 0.59 0.64 0.65

In general, we find the correlation to the human ratings to be be-

tween r = 0.43 and 0.71 depending on the lexicon, the weight-

ing function and especially the respective emotional dimension. The

crowdsourced and high-volume WKB lexicon provides the best aver-

age correlation over Valence, Arousal and Dominance. The BV lexi-

con gets slightly worse performance figures but still mostly exceeds

those that can be achieved using ANEW (except for Arousal). Hence,

in terms of performance with respect to the lexicons, coverage seems

to beat quality to some extent.

These findings can be further connected to the recognition rate of

our system, i.e., the percentage of content words in a document which

can be attributed an emotion value by our system, using one of the

three lexicons: we obtain 42%, 95%, and 87% recognition using the

ANEW, the BV, and the WKB lexicon, respectively.

The data suggest that the performance boost of BV and WKB over

ANEW can be well explained by superior coverage, whereas the cov-

erage gain BV shows in comparison with WKB seems to be more

than compensated by WKB’s superior quality due to human ratings

as opposed to the semi-supervised approach underlying BV. Note that

the BV lexicon used the 1999 version of ANEW as seed set for boot-

strapping but still yields better results than the 2010 edition (which
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has more than twice the amount of entries), thus demonstrating the

validity of Bestgen and Vincze’s [2] bootstrapping method.

Concerning the comparison of TF versus TF-IDF weighting func-

tions, our data (see Table 4) hint at a slight advantage when using

TF-IDF scores leading to an increased correlation in seven instances

while decreasing it in only two (for Arousal and Dominance using

BV). Also, average performance increased by one, respectively two

percent points for WKB and ANEW while it remains unchanged for

BV. A possible explanation for this improvement could be that com-

mon words are emotionally rather neutral and rating consistency is

rather poor for emotionally neutral words [39]. Therefore, words

whose emotion values are less reliable may be attributed less rele-

vance using TF-IDF resulting in an overall gain in performance.

Of course, our results are not directly comparable to the ones from

prior evaluation rounds as shown in Table 3 due to different test cor-

pora and models of emotion. However, it should be noted that the cor-

relation our system obtains with human ratings for the ANET corpus

(concerning the VAD emotions) widely exceeds the correlation any

of the systems revealed when they are evaluated against the SEM-

EVAL corpus (in relation to Ekman’s six basic emotions) and even

exceeds human IAA for two different studies (Table 2). This result

is even more exciting since our methodology resembles that of those

prior systems, especially DM-f [32], which also employs a broad-

coverage emotion lexicon and, in essence, averages word emotion

values. We carefully interpret this observation as possibly hinting

at the superiority of the VAD model (in terms of its suitability for

inter-subjective and reliable assessments for humans, as well as for

algorithms) compared with the BE model, a stipulation we further

elaborate after the discussion of further experiments below.

Comparing our findings to those of Preoţiuc-Pietro et al. [27], it

becomes apparent that performance in emotion analysis strongly de-

pends on the specific domain, i.e., they report a performance of only

r = .113 and .188 for Valence and Arousal, respectively, using the

WKB lexicon on their FACEBOOK posts corpus (in contrast to our

system performing at r = .70 and .65 using a very similar set-up on

the ANET corpus) while linear regression models using BOW fea-

tures perform at r = .65 and .85.

Extending the usual evaluation methodology for fine-grained emo-

tion detection, we decided not only to measure the performance of

our system with respect to Pearson’s correlation but to also take into

account root-mean-square error (RMSE) which is commonly used

to assess the quality of a regression model. It is computed as the

quadratic mean of the errors, i.e., the differences between the val-

ues predicted by the model and the values actually observed. Table 5

displays the same data as in Table 4 for RMSE instead of r.

Table 5. Results of the JEMAS system (RMSE) relative to the three VAD
dimensions. Evaluation was performed against the ANET corpus with all

combinations of lexicons and weighting functions.

Valence Arousal Dominance Avg.

tf tfidf tf tfidf tf tfidf tf tfidf
ANEW 2.38 2.33 1.80 1.82 1.78 1.75 1.98 1.97
BV 2.42 2.41 2.03 2.04 1.79 1.79 2.08 2.08
WKB 2.26 2.23 2.57 2.56 1.80 1.78 2.21 2.19

The surprising result of applying RMSE for these configurations

is that the relative performance of the three lexicons when compared

to one another changes completely. While with rWKB outperfomed

BV which itself yielded better results than ANEW, using RMSE, the

order of the lexicons according to the measured performance figures

is actually reversed (note that since RMSE denotes a measure of er-

ror, the lower the value the better the performance).

To further investigate this astonishing result, we plotted the data

(only TF-based results) in nine scatterplots (see Figure 2) where each

row (with three plots each) displays the results for one lexicon and

each column depicts the results for one emotional dimension. Ac-

cordingly, a data point in a particular plot denotes the predicted value

for an instance of ANET (x-axis) in one emotional dimension using

one of the three lexicons and its actual value according to the human

ratings (y-axis). The red lines designate the regression line (using a

linear model) while the green lines (for comparison) denote a perfect

agreement (predicted values equal actual values).

Building on these data visualizations, we venture to cautiously ex-

plain the opposing result in terms of r and RMSE. As can be seen,

the data points scatter loosely around the regression line when using

the ANEW lexicon, whereas for BV and WKB they stick consider-

ably closer to it. Since the (vertical) distance of a data point to the

regression line is related to the linear relationship between the two

data series, this observation visually “explains” that r values are get-

ting higher from the top line to the bottom line of the scatterplots.

Also, it can be seen that the slope of the regression is much steeper

when using the BV and WKB lexicon. The slope of the regression

line is related to the interval the predicted values are ranging in.

As can be observed, x-values ranging in a small interval result in

a steeper slope. This means that data points can be positioned closely

to the regression line while at the same time (because of its slope) be-

ing far away from the green line (denoting a considerable difference

between predicted and actual value).

For instance, in the middle column, the actual value of an instance

may be, say, 3 so perfect agreement would demand for a predicted

value of 3 as well (as marked by the green line). However, for such

instances, our system usually predicts (approximately) a value of 0

(as can be seen) resulting in a large squared error. At the same time,

the data point being close to the regression line contributes to a high

Pearson’s correlation (r). Also note that the data points for predicting

Arousal with the WKB lexicon (bottom center plot) are off-center (a

property most probably derived from the lexicon itself [39]) resulting

in an even higher squared error.
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Figure 2. Scatterplotts for a graphical interpretation of the evaluation
against the ANET corpus using TF weights. Each data point in each plot

designates a pair of a predicted value (x-axis) and the actual value according
to ANET (y-axis). The plots are grouped by lexicons used for the evaluation

(row-wise) and by emotional dimensions (column-wise).
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The steepness of the slopes seems to correlate with the number

of entries in the lexicon used to produce the particular data, as well

as with the recognition rate (see above). This seems to indicate that

the bigger the lexicon, the larger the error caused by this effect could

be. A possible explanation for these findings is that most of the words

contained in a large emotion lexicon, in contrast to a small one, are on

average less emotional (because strongly emotion-bearing lexemes

will most likely already be included in a small lexicon, right from

the beginning). We conclude that for high performance in terms of

Pearson’s correlation, the relative differences between the predicted

values should be reliable but still the numeric values may differ a lot

from the actual values making any system unreliable.

The consequences of the above interpretation may, to some extent,

be dramatic. Arguably, the prevailing performance measure (Pear-

son’s r) used up until now captures only half of our human intuition

of textual emotion, i.e. how the emotion associated with one linguis-

tic unit relates to that of another one—this aspect of a model’s pre-

dictive power is captured by correlation. It does, however, not cap-

ture our ability to perceive the strength and orientation of an emotion

with respect to an absolute scale (e.g., neutral arousal vs. highest

arousal)—that aspect of a model’s predictive power is captured by

an error-based metric. While the former may be sufficient for some

tasks, it may be irrelevant for others. Therefore, our findings point

out that the common evaluation methodology for fine-grained emo-

tion detection is seriously flawed which casts doubt on the validity

of prior results (Table 3). Furthermore, since the phenomenon de-

scribed above was observed using a lexicon-based method (it be-

came more pronounced the larger the coverage of such a resource

is), it seems quite likely that, e.g., DM-f, the best-performing sys-

tem, displays a similar behavior due to the commonalities of the two

approaches (ours and theirs). For future work, we therefore suggest

to use RMSE as a performance measure complementary to r because

taking account of error might be more relevant than the consideration

of correlation for many applications and must therefore be addressed

during evaluation.

3.3 A Linear Regression-Based Repair Mechanism
In a first attempt to cope with the newly discovered weaknesses of

our system, we developed a simple, yet effective repair mechanism

to better fit our predictions to the actual data. For each combination

of lexicon, weighting function and emotional dimension according

to the VAD model, we trained a linear regression model (18, in total)

using the originally predicted value of the particular emotion as the

only (input) feature. Training was conducted using the ANET corpus.

We did not perform cross-validation because these models cannot

overfit due to their simplicity. We then post-processed our data from

the previous experiment using these models. Table 6 depicts the re-

sults of this experiment using RMSE as evaluation yardstick. Note

that Pearson’s correlation remains unchanged by this procedure.

Table 6. Evaluation result against the ANET corpus after linear
regression-based repair (measurements in RMSE).

Valence Arousal Dominance Avg.

tf tfidf tf tfidf tf tfidf tf tfidf
ANEW 2.23 2.18 1.40 1.41 1.72 1.69 1.78 1.76
BV 1.95 1.93 1.50 1.51 1.42 1.44 1.62 1.62
WKB 1.87 1.85 1.33 1.32 1.54 1.53 1.58 1.57

As can be seen, Table 6 resembles Table 5 in many key features,

e.g., TF-IDF yields slightly better results than TF (demonstrating the

robustness of this method). However, each single RMSE value expe-

rienced a pronounced drop of error so that the higher the error was,

the more the RMSE decreased, thus rearranging the relative perfor-

mance figure between the lexicons. After repair, according to RMSE

measurements, WKB yields better results than BV which itself is

better than ANEW. Thus, the order has been reversed in comparison

to the data without repair. Furthermore, orderings are now consistent

with the ones when using r as performance measure.

The visual interpretation of this method is that instead of predict-

ing the output value of our system, we predict the point on the regres-

sion line (displayed in red in Figure 2) associated with it, that is the

point above its value on the x-axis. As a result, the new regression

line is identical to the line of perfect agreement (displayed in green

in Figure 2). We conclude that our method yields satisfactory results

despite its simplicity. Yet, the corpus we use for this experiment is

quite small (120 instances) so that our method could be less effective

when applied to other data sets.

4 Comparison with Categorical Systems

In previous work, we have demonstrated the practical value the VAD

data our system produces may have for other areas of research, e.g.,

emotional portrays of enterprises based on their business and sus-

tainability reports [9]. In contrast, the following section addresses

the mapping from VAD to BE representation as a methodological

exercise only for the sake of comparison since the number of directly

comparable systems is otherwise extremely limited.

4.1 Mapping Emotion Models

As already discussed, being able to reliably convert between differ-

ent models of emotions, such as the VAD and the BE model, yields

many benefits, including better reusability of resources, as well as

better means of comparing emotion detection systems using differ-

ent representation schemes for emotions. Building on the work of

Stevenson et al. [33], we here use their complementary BE-based

emotional ratings for the ANEW lexicon to generate a variety of re-

gression models. We start by transforming ANEW’s VAD and BE

ratings so that the former are balanced in the interval [−4, 4], as we

already did with our lexicon, and the latter span the interval [0, 100]
so that their interval equals that of the SEMEVAL-2007 test corpus.

We used the R CARET package6 to train linear models, SVMs with a

polynomial kernel and kNN models for regression. For either way of

the emotion model mapping (VAD → BE, as well as BE → VAD),

we trained an independent model for each category or dimension of

the emotion representation we map onto, while each category or di-

mension of the input representation was used as a feature.

For example, when transforming basic emotion to their VAD rep-

resentation, we trained three independent models each one relying on

all of the basic emotions as features. As our models are solely based

on the input emotion values (not taking into account other features),

they are independent from the type of stimulus eliciting the emotion,

e.g. be it a word, a sentence, a text or an image. The performance

of these models (obtained using 10-fold cross-validation) is summa-

rized in Tables 7 and 8 using R2. These values are consistent with

the RMSE-based results. Note that, since each table cell represents

an independent model, tuning parameter selection may differ across

a particular line.

6 http://topepo.github.io/caret/index.html
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Table 7. Performance of statistical models—linear regression (lm), support
vector machine with polynomial kernel (svmPoly) and k-Nearest Neighbor
regression model (kNN)—for mapping VAD to BE emotion representation,

measured in R2.

Anger Disgust Fear Joy Sadness Avg.
lm 0.734 0.584 0.736 0.867 0.678 0.720
svmPoly 0.760 0.625 0.757 0.918 0.764 0.765
kNN 0.759 0.635 0.754 0.922 0.747 0.763

Table 8. Performance of statistical models—linear regression (lm), support
vector machine with polynomial kernel (svmPoly) and k-Nearest Neighbor
regression model (kNN)—for mapping BE to VAD emotion representation,

measured in R2.

Valence Arousal Dominance Avg.
lm 0.934 0.528 0.704 0.722
svmPoly 0.944 0.562 0.722 0.743
kNN 0.935 0.523 0.702 0.720

Overall, the machine learning approach gave good results with av-

eraged R2 ranging roughly between 72 and 77% both ways. Joy and

Valence are predicted best, with values above 90%, whereas Disgust

and Arousal are predicted far less accurately. Both ways, SVMs per-

formed best. For mapping onto the BE model, kNN regression was

almost equally good, whereas for mapping onto VAD emotions, sur-

prisingly, a simple linear model outperformed kNN.

4.2 Evaluation Using Representation Mappings
In our last experiment, we use the regression models we trained for

emotion representation mapping to compare the performance of the

JEMAS system with prior ones in a more direct way. We use our

system to predict VAD ratings for the SEMEVAL test corpus (sup-

plied only with BE annotations) employing the WKB lexicon and

the TF-IDF weighting scheme, since this configuration obtained the

best performance. The newly developed repair mechanism was not

included, since the performance figures of the other systems are re-

ported only using r values on which this method has no effect. The

resulting VAD predictions were mapped onto basic emotions using

the SVMs we trained on the ANEW lexicon. Finally, we computed

Pearson’s correlation between the resulting BE values and the hu-

man ratings provided for the SEMEVAL corpus. The results of this

set-up are depicted in Table 9.

Table 9. Results of evaluating the JEMAS system against the
SEMEVAL-2007 corpus after mapping its VAD output onto basic emotions.

Improvements over the formerly best systems (per emotion category, cf.
Table 3) in bold face.

Anger Disgust Fear Joy Sadness Surprise Avg.
.399 .252 .440 .469 .366 — .419

With a mean performance of r = .419 (considering Anger, Fear,

Joy and Sadness—these are the categories each system covers) the

JEMAS system yields state-of-the art performance for three out

of six emotion categories (namely Anger, Disgust and Joy) overall

clearly out-performing any existing system but one (DM-f) even af-
ter applying the imperfect transformation into BE representations. Its

relatively high performance seems in some categories (e.g., Disgust)

highly counter-intuitive taking into account that our system has no di-

rect or apparent way of measuring these categories while all the other

systems have mechanisms (e.g., keywords) specifically supplied for

addressing them. Obviously the favorable evaluation results our sys-

tem achieves in terms of VAD (Table 4) were not mainly an effect due

to corpus bias but arguably, since it is still among the top-performers

after emotion representation mapping, it must be considered on a par

with, if not superior, to the best-performing present system. Note that

the results would be even more favorable for JEMAS, if performance

were reported in an error-based metric due to our repair mechanism

for the large-lexicon bias (cf. Section 3.3).

5 Conclusions
In this work, we addressed multiple central issues of fine-grained

emotion analysis—the task of predicting the associated emotion

given a linguistic unit such as a sentence or a text. A fine-grained

analysis differs from its coarse-grained counterpart by translating

into a regression, rather than a classification problem. We offered a

critical comparison of the two prevailing models of emotion in com-

putational approaches—Russell and Mehrabian’s Valence-Arousal-

Dominance model and Ekman’s Basic Emotion model—pointing out

problematic aspects of the latter, especially in a regression set-up.

Building on these theoretical considerations, we here presented

JEMAS, the first evaluated system measuring VAD-based emotions.

As this system uses a lexicon-based approach, evaluation was car-

ried out incorporating three different lexicons and two different term

weighting function for a total of six configurations. Despite the sim-

plicity of our approach, it yields satisfying performance figures of

up until r = .65 (average over Valence, Arousal, and Dominance).

Instead of solely using Pearson’s correlation as performance metric,

the common basis for evaluation, we, additionally, introduced RMSE

to evaluate emotion regression. The surprising result of comparing

both metrics was that under both criteria performance orderings of

the configurations were basically reversed depending on the lexicon

being used.

A graphical analysis hinted at a reasonable explanation that, while

association (measured in r) of predicted and actual values typically

increases with lexicon coverage (assuming constant lexicon quality),

the quadratic mean of the errors (RMSE) increases as well. As a con-

sequence, our data indicate that using a high coverage lexicon may

result in emotion predictions being fairly reliable relative to one an-
other, but unreliable relative to the orientation and absolute value of

the actual data. Since prior systems are most probably also affected

by this bias, our findings indicate a severe problem for the commonly

shared evaluation methodology. In a first attempt to compensate for

this effect, we trained simple linear regression models to better fit our

predictions to actual data resulting in a strong decrease of errors.

Since there are no directly comparable systems to JEMAS, the

second half of our experiments addressed means of relating our find-

ings more closely to prior BE-based systems. We did that by intro-

ducing a novel method of mapping between both emotion representa-

tions. That allowed us to compute VAD-values for the prevailing BE

test corpus and to, then, translate our VAD output to BE represen-

tation and compare it to human judgment. Even after this imperfect

(and therefore performance-reducing) mapping, our system still out-

performed any prior system in three out of six emotion categories,

over-all scoring on second rank (measured in r). However, existing

systems do not compensate for the large-lexicon bias suggesting that

our system, and its underlying methodological design decisions, may

probably be superior, in terms of RMSE, at least.
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Abstract. Sentiment analysis can be regarded as a relation extrac-

tion problem in which the sentiment of some opinion holder towards

a certain aspect of a product, theme or event needs to be extracted.

We present a novel neural architecture for sentiment analysis as a re-

lation extraction problem that addresses this problem by dividing it

into three subtasks: i) identification of aspect and opinion terms, ii)

labeling of opinion terms with a sentiment, and iii) extraction of rela-

tions between opinion terms and aspect terms. For each subtask, we

propose a neural network based component and combine all of them

into a complete system for relational sentiment analysis.

The component for aspect and opinion term extraction is a hy-

brid architecture consisting of a recurrent neural network stacked on

top of a convolutional neural network. This approach outperforms a

standard convolutional deep neural architecture as well as a recurrent

network architecture and performs competitively compared to other

methods on two datasets of annotated customer reviews. To extract

sentiments for individual opinion terms, we propose a recurrent ar-

chitecture in combination with word distance features and achieve

promising results, outperforming a majority baseline by 18% accu-

racy and providing the first results for the USAGE dataset. Our rela-

tion extraction component outperforms the current state-of-the-art in

aspect-opinion relation extraction by 15% F-Measure.

1 Introduction
Sentiment analysis can be regarded as a relation extraction problem

in which the sentiment of some opinion holder towards a certain

aspect of a product, theme or event needs to be extracted. While

most sentiment analysis methods extract an overall polarity score for

a complete text, the following example clearly shows that this is not

sufficient:

The serrated portion of the blade is sharp
pos

but the

straight edge was marginal at best
neg

.

The example shows an excerpt of a customer review regarding

a kitchen knife. The opinion expression “sharp” constitutes a

positive opinion towards the aspect “serrated portion”. In the same

sentence, a negative opinion is expressed by the phrase “marginal at

best” towards the aspect “straight edge”. Sentiment analysis needs

to be regarded thus as a relation extraction problem consisting of

three parts:

1. the extraction of aspect and opinion terms with respect to the dis-

cussed product, theme or event,

2. the labeling of these opinion terms with a sentiment (e.g. “posi-

tive”, “neutral”, “negative”), and

3. the extraction of relations between aspect and opinion terms.

In this work, we propose a complete and modular architecture that

addresses all three tasks. The extraction of aspect and opinion terms

can essentially be regarded as a tagging task and can potentially be

tackled by sequence modeling techniques such as Hidden Markov

Models, Conditional Random Fields (CRFs) etc. Besides, deep neu-

ral networks have received increasing interest in recent years and

have been applied very successfully to a great variety of natural lan-

guage processing (NLP)-related tasks. In particular, Convolutional

Neural Networks (CNN) have been proposed as a general method

for solving sequence tagging problems [5]. Also recurrent neural net-

works (RNN) have been applied to NLP-related tasks [2].

Building on these encouraging results, in this paper, we employ

several neural network based components which we combine into a

single architecture to address relational sentiment analysis in three

steps. Firstly, we propose a component that combines convolutional

neural networks with recurrent neural networks to extract aspect

and opinion terms. Roughly, the method combines a CNN based

sequence tagger with an RNN based tagger by stacking the RNN

onto the CNN’s produced feature sequence. The motivation behind

this approach is that the RNN on top of the CNN provides a way

to preserve information over longer distances in the processed text.

While the deep CNN based tagger is able to capture local dependen-

cies around a word of interest, it cannot incorporate knowledge that

appears far away from its current focal position. The RNN on top,

however, might still be able to incorporate locally extracted features

of the CNN from far preceding positions in a text through its recur-

rent hidden layer.

Secondly, a recurrent neural network extracts the expressed senti-

ment of each opinion term by using Part-of-Speech (POS) tags, word

and distance embedding features. Our method considers the opinion

terms in a wide context while still being able to label multiple opin-

ion terms in a single sentence.

Thirdly, we extract aspect-opinion relations by using a similar

RNN model to classify extracted aspect and opinion terms in a pair-

wise fashion. The combination of all these components allows us to

realize sentiment analysis on a very fine-grained level, putting indi-

vidual aspect and opinion mentions in relation. A schematic visu-

alization of the complete architecture can be seen in Figure 1. Our

contributions are the following:

• We present a complete architecture that addresses sentiment anal-
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Aspect and Opinion Term Extraction

"I like all the different features ."

"I like all the different features ."

Aspect-Opinion
Relation Extraction

Opinion Term Specific
Sentiment Extraction

"I like all the different features ."

pos

Figure 1. An architecture for sentiment analysis as a relation extraction
problem. The architecture comprises 3 components that each address a
subtask of the problem: i) identification of aspect and opinion terms, ii)

extraction of opinion term specific sentiment and iii) extraction of relations
between opinion terms and aspect terms.

ysis as a relation extraction problem to offer a very fine-grained

analysis. The architecture works in a three step approach by ex-

tracting aspect and opinion terms, opinion-term specific sentiment

and aspect-opinion relations separately.

• For all three subtasks, we present a neural network based compo-

nent that achieves competitive and state-of-the-art results without

extensive, task-specific feature engineering.

• Using the example of aspect and opinion term extraction, we

show the impact of training the component with word embed-

dings initialized from a domain-specific corpus, showing that us-

ing domain-specific embeddings increases performance by 6.5%

F-Measure as compared to randomly initialized embeddings.

• We show the impact of a component performing aspect and

opinion term extraction jointly versus predicting each type of

phrase separately, demonstrating that joint prediction increases F-

measure performance by 1% for aspect and 5% for opinion terms.

• We present a novel approach that is able to extract opinion term

specific sentiment. Our approach achieves performances high

above our baseline and provides the first results on the USAGE

dataset on the task of opinion term specific sentiment prediction,

thus setting a strong baseline for future research.

• Finally, we show that the relation extraction component is applica-

ble to the sentiment analysis problem and show that our approach

outperforms the current state-of-the-art in aspect-opinion relation

extraction by 15% F-measure.

The paper is structured as follows: In the following section, we dis-

cuss related work from the domains of aspect based sentiment anal-

ysis and relation extraction with respect to the individual subtasks

these systems address. Next, in the sections 3, 4, and 5, we describe

the components we use for our three subtasks. Section 6 describes

our evaluation of the individual components that we apply to two

datasets. We describe how parameters of the networks were opti-

mized, the training procedure and the results for the different com-

ponents on the two datasets. Lastly, we give a conclusion and discuss

issues for future work.

1.1 Related Work

Our work is inspired by different related approaches. Overall, our

work is in line with the growing interest of providing more fine-

grained, aspect-based sentiment analysis [16, 13, 22], going beyond a

mere text classification or regression problem that aims at predicting

an overall sentiment for a text.

Vicente et al. [25] present a system that addresses opinion target

extraction as a sequence labeling problem based on a perceptron al-

gorithm with local features. The system also implements a sentiment

polarity classifier to classify individual opinion targets. The approach

uses a window of words around a given opinion target and classifies

it with an SVM classifier based on a set of features such as word

clusters, Part-of-Speech tags and polarity lexicons.

Aspect and opinion term extraction for sentiment analysis has also

been addressed using probabilistic graphical models. Toh and Wang

[32] for instance propose a Conditional Random Field (CRF) as a se-

quence labeler that includes a variety of features such as POS tags

and dependencies, word clusters and WordNet taxonomies. Addi-

tionally, the authors employ a logistic regression classifier to address

aspect term polarity classification. Klinger and Cimiano [12, 13]

have modeled the task of joint aspect and opinion term extraction us-

ing probabilistic graphical models and rely on Markov Chain Monte

Carlo methods for inference. They have demonstrated the impact of

a joint architecture on the task with a strong impact on the extraction

of aspect terms, but less so for the extraction of opinion terms. The

approach to semantic role labeling proposed by Fonseca et al. [6] is

closely related to our approach to aspect term extraction in that the

task is phrased as a sequence tagging problem to which a convolu-

tional neural network is applied.

Most relevant in terms of aspect and opinion term extraction are

the works of Liu et al. [17] and Irsoy and Cardie [10]. Liu et al.

address the extraction of opinion expressions while Irsoy and Cardie

focus on the extraction of opinion targets. Both approaches frame the

respective tasks as a sequence labeling task using RNNs.

Our work is related to other approaches using deep neural network

architectures for sentiment analysis. Lakkaraju et al. [15] for exam-

ple present a recursive neural network architecture that is capable of

extracting multiple aspect categories1 and their respective sentiments

jointly in one model or separately using two softmax classifiers.

Our approach to relation extraction is inspired by the work of Zeng

et al. [34], who address a relation extraction task between pairs of

entities using a convolutional neural network architecture. Their ap-

proach combines lexical features for both entities with sentence level

features learned by a CNN model.

All of the above works address a subtask of relational sentiment

analysis as we define it in this work, namely i) aspect and opinion

term extraction ii) opinion-term specific sentiment extraction and iii)

relation extraction. However, none of the above publications target

all subtasks in a single architecture or offers the same degree of gran-

ularity in the sentiment analysis. We are thus the first to propose a

1 Here, we distinguish between the terminologies of aspect category extrac-
tion and aspect term extraction: The set of possible aspect categories is
predefined and rather small (e.g. Price, Battery, Accessories,
Display, Portability, Camera) while aspect terms can take
many shapes (e.g. “sake menu”, “wine selection” or “French Onion soup”).
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neural architecture that addresses all three subtasks within one sys-

tem.

2 Datasets
For the evaluation of this work, we employ two datasets that provide

annotated reviews for the task of relational sentiment analysis.

2.1 SemEval2015
The SemEval2015 Task 12 dataset [22] is used to evaluate our sys-

tems for the subtask of aspect term extraction. The dataset provides

a collection of reviews from different domains (Restaurant, Laptops,

Hotels), annotated on different aspect and sentiment levels. We only

make use of the data from the restaurant domain as it contains an-

notations for explicitly mentioned aspect terms. The datasets for the

laptop and hotel domains only contain annotations for aspect cate-

gories without annotated textual mentions. Note that we can only use

this dataset to evaluate our architecture on the task of extracting as-

pect terms since the dataset is not annotated with respect to opinion

terms, and therefore also without aspect-opinion relations.

2.2 USAGE
The USAGE corpus [14] is a collection of annotated English and

German Amazon reviews of different product categories. The anno-

tations include (among others) the mentioned aspect terms, the opin-

ion terms marked with a sentiment and relations between aspect and

opinion terms. We refer to Klinger and Cimiano [14] for a more de-

tailed description of the dataset.

We restrict our use of this corpus to the annotations for the En-

glish reviews and follow the evaluation procedure based on 10-fold

cross-validation and strict matching proposed by Klinger and Cimi-

ano [14]. This dataset provides annotations for all our subtasks hence

we will evaluate all our components on this dataset.

3 Aspect and Opinion Term Extraction
In this work, we compare different choices for neural network based

components on the task of aspect and opinion term extraction. We

interpret the extraction task as a sequence labeling task, similar to

other sequence labeling tasks [32, 6] and predict sequences of tags

for sequences of words. We use the IOB2 scheme [31] to represent

our aspect and opinion annotations as a sequence of tags. According

to this scheme, each word in our text receives one of 3 tags, namely I,

O or B that indicate if the word is at the Beginning, Inside or Outside

of an annotation:

The sake menu should not be overlooked !

O B I O O O O O

In this example the bold “sake menu” is an aspect term annotation

that we encoded with the IOB2 scheme. We decided on encoding as-

pect term annotations separately from opinion term annotations thus

resulting in two separate tag sequences per review. This procedure

seems reasonable, since the USAGE dataset allows overlapping as-

pect and opinion term annotations. Encoding them into a single tag

sequence would require to use a bigger tag set2 which we would ex-

pect to hinder the learning procedure.

2 The tag set would need to cover single and overlapping annotations using
the following tag set: {I-Aspect, I-Opinion, I-Aspect-Opinion, B-Aspect,
B-Opinion, B-Aspect-Opinion, O}

For most experiments, we instantiate two separate models – one

for extracting aspect terms and another for extracting opinion terms

– and train both separately to predict their respective tag sequences.

However, as shown in Section 3.5 it is also possible to extract aspect

and opinion terms jointly without using a larger tag set. For the ac-

tual sequence labeling, we compare convolutional neural networks,

recurrent neural networks and combinations thereof since these are

capable of dealing with sequential data.

In the following, we discuss the features used by our systems,

which include both Part-Of-Speech tags as well as word embeddings.

The word embeddings are learned from a domain-specific corpus of

Amazon reviews using a skip-gram model [20]. Then, we present our

different choices of components that we experimentally examine for

the aspect and opinion term extraction subtask. Here, we describe

a convolutional network architecture as well as a recurrent network

architecture as baseline systems. We then describe a stacked architec-

ture that feeds features of multiple convolutional layers to a recurrent

layer that, in turn, produces a tag sequence. As a preview for future

work, we also propose a component that extracts aspect and opinion

terms jointly.

3.1 Features
Distributed word embeddings have proven to be a useful feature in

many NLP tasks [5, 26, 16] in that they often encode semantically

meaningful information about words [20, 26]. In this work, we em-

ploy word embeddings which we train on huge amounts of reviews

since this data is closely related to our main application domain: re-

lational sentiment analysis of customer reviews. The corpus includes

the dataset of McAuley et al. [18, 19] which consists of ≈ 83 mil-

lion reviews from 1996 to 2014. We train the skip-gram model [20]

with hierarchical softmax as it is implemented in the topic modeling

library gensim [24]. All reviews are lowercased and the dimension-

ality of the word vectors is set to Dword = 100. Rare words that

appear less than 10 times in the corpus are replaced with a special to-

ken <UNK>. This token is later used to represent previously unseen

words in order to provide a vector for each word at test time. The

resulting vocabulary contains ≈ 1 million unique words, which we

trim to the 200000 most frequent words.

To quantify the impact of using these domain-specific embed-

dings, we also compute word embeddings on a domain-independent

corpus of Wikipedia articles. As we show in Section 6.2, the

domain-specific word embeddings indeed outperform the more gen-

eral Wikipedia word embeddings.

Additionally to the sequence of word embeddings, we evaluate

the use of corresponding Part-Of-Speech tags for each word that we

obtain from the Stanford POS tagger [33]. The tag set contains 45

tags plus one additional “padding” tag. We encode these tags in the

One-Hot3 encoding, which results in a POS tag feature vector with

Dpos = 46 dimensions for each word.

3.2 Convolutional Neural Network Model
While convolutional neural networks were originally intended for

image processing, they have been successfully applied to several nat-

ural language processing tasks as well [23, 11, 27]. When working

with sequences of words, convolutions allow to extract local features

around each word.

The CNN component for sequence tagging that we propose is

composed of several sequentially applied layers that transform an

3 A vector of 0s with a single 1 to represent the specific tag.
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initial sequence of words (i.e. a review) into a sequence of IOB2

tags. This sequence of tags encodes predicted aspect and opinion an-

notations for the given review. More formally, the process from word

sequence to tag sequence can be described as follows:

Given a sequence of arbitrary length N of words:

[w]N1 = {w1, . . . , wN}

that correspond to a vocabulary V , our model applies a word embed-

ding layer to each sequence element to retrieve a sequence of word

embeddings un ∈ RDword :

[u]N1 = {u1, . . . , uN}.

This is done by treating the embedding matrix Wword ∈
RDword×|V | as a lookup table and returning the column vector that

corresponds to the respective word index4.

Then, each window of lconv consecutive vectors5 in [u]N1 around

un is convolved into a single vector h1n ∈ RDconv , where Dconv

specifies the number of feature maps for this convolution. Precisely,

the convolution is performed on the concatenated vector zn ∈
RDword·lconv that we define as:

zn = un−(lconv−1)/2 ⊕ . . .⊕ un+(lconv−1)/2,

where ⊕ represents the concatenation operation. The convolution at

position n in the sequence is then:

h1n = σ(Wconvzn + bconv),

where the kernel matrixWconv ∈ RDconv×Dword·lconv and the bias

vector bconv are shared across all windows for this convolution. The

function σ is an element-wise non-linear activation function such as

the rectified linear function f(x) = max(0, x). The resulting se-

quence is then:

[h1]N1 = {h11, . . . , h1N}.
This convolution operation can be applied several times (with differ-

entWconv , bconv , lconv , and on the output sequence of the previous

convolution) to yield a sequence of more abstract representations:

[hm]N1 = {hm1 , . . . , hmN}.

In a last step we apply a standard affine neural network layer with a

softmax activation function to each individual sequence element that

projects the hidden representation hmn to a vector of DIOB2 = 3
probability scores that represent the word’s affiliation to the corre-

sponding tags I, O or B.

In our following experiments for aspect and opinion term extrac-

tion, this CNN architecture consists of a word embedding lookup

table for Dword = 100 dimensional vectors, 3 convolution layers

and a dense layer that is applied to each single sequence element. We

chose a kernel size lconv = 3 and Dconv = 50 feature maps with

a rectified linear activation function. We do not employ a max pool-

ing operation after convolutions in order to retain the initial sequence

length. However, we employ dropout with a drop probability of 0.5

after each convolution as a regularization to prevent overfitting. The

final dense layer uses a softmax activation function to compute prob-

abilities for each of the 3 tags (I, O or B). The hidden layer sizes

for this model are therefore 100-50-50-50 (including the embedding

layer). Figure 2 depicts the architecture of this network.

4 When using POS tags as additional features, we concatenate the correspond-
ing one-hot vector pn to the word embedding un and use the resulting

sequence [u′]N1 = {(u1 ⊕ p1), . . . , (uN ⊕ pN )} in the next steps.
5 Since we want to apply the convolution operation to the first and the last

element in a sequence, too, we pad the input sequence with vectors of 0s.
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Figure 2. The CNN network for sequence labeling. The words marked
with boxes are annotated aspect terms and are tagged with the correct IOB2

tags at the output layer. The gray vectors are padding vectors for the
convolution operation.

3.3 Recurrent Neural Network Model

Besides the CNN based sequence tagger, we use an RNN based com-

ponent to perform aspect and opinion term extraction. Sequence tag-

ging with an RNN is much more straightforward due to the network’s

natural handling of sequential input data. In short, the RNN architec-

ture transforms the input sequence of word indices into a sequence of

hidden states using forward and recurrent connections. Analogously

to the CNN approach, the produced hidden states are then mapped to

tag probabilities for each of the 3 tags I, O, or B.

For this work, we chose the Gated Recurrent Unit Network (GRU,

[2]) as the core of our recurrent architecture. It has been shown that

the GRU is a competitive alternative to the well-known Long Short-

Term Memory [9] despite its simpler architecture and less demanding

computations [4].

Our RNN architecture comprises of an embedding layer for our

Dword = 100 dimensional (pretrained) word embeddings, a GRU

layer with Dgru = 100 hidden units, and a dense layer with a soft-

max activation applied to each single output vector of the GRU’s out-

put sequence. The hidden layer sizes for this component are therefore

100-100.

3.4 Stacked Model

The previous two sections describe neural network based models that

we consider to tackle aspect and opinion term extraction. In this sec-

tion, we propose a combination of the previous two models.

The intuition for combining the CNN and the RNN model is that

both models present quite different approaches for the same task.

While the CNN uses locally connected weights to compute localized

features around a word of interest, the RNN uses recurrent connec-

tions. The latter connections make it possible to capture important

pieces of information from preceding and potentially distant parts of

the text. A combination of both models might benefit from both the

local connectivity of the CNN and the recurrence of the RNN. Simi-

lar architecture combinations have been used by Zhou et al. [35] and

He et al. [8].

We design the new combined model as follows. First, we apply

convolutional layers to the input sequence, similar to the model in

3.2, yet only up to the final hidden layer. On top of this sequence
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of high-level features, we stack a GRU layer that learns temporal de-

pendencies of its input sequence. Again, a dense layer with a softmax

activation is used to map the recurrent hidden states to tag probabili-

ties. The stacked CNN-RNN model uses the hidden layer sizes 100-

50-50-50-100 (or 146-50-50-50-100 when using additional POS tag

features).

3.5 Joint Model
Klinger and Cimiano [12, 13] present models that are able to extract

aspect and opinion terms jointly, leveraging knowledge about aspect

terms in order to find opinion terms and vice versa. Using the stacked

model as a basis, we try to replicate this behavior and construct a

model that can infer aspects and opinions jointly.

This model has a very similar structure as the stacked architec-

ture from the previous section. It differs, however, in a second output

layer that we connect to the GRU layer. With that, the model is able

to predict two tag sequences at once: one for extracted aspect terms,

the other for opinion terms. See Figure 3 for a depiction of the joint

architecture.
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Figure 3. The CNN-RNN network for joint aspect and opinion term
extraction. Solid boxes at the input mark aspect terms and are tagged with

the correct tags at the aspect output layer (solid arrows and boxes). The
dashed box at the input marks an opinion terms. The corresponding output

layer is marked with dashed arrows and boxes.

4 Opinion Term Specific Sentiment Extraction
With the previously described models, we are able to detect men-

tioned aspect and opinion terms, however, without extracting the

individual sentiment. The second step in our pipeline for relational

sentiment extraction is to extract sentiments for these opinion terms.

The difficulty here is that it is not enough to extract an overall senti-

ment for a given review. Rather, the sentiment needs to be extracted

with respect to one of possibly several opinion terms in a text. In

this section, we propose a recurrent neural network architecture to-

gether with a combination of word and distance embedding features

to address this task.

Given an already detected opinion term in a review, we tag each

word in the review with its relative distance to the opinion term in

question, as shown in the following example:

Coffee stays fresh and hot in the Carafe (Text)

NNP VBZ JJ CC JJ IN DT NN (POS)

-1 0 0 1 2 3 4 5 (O)

where the bold words “stays fresh” form the opinion term for which

we want to extract the sentiment. The italic word “hot” is another an-

notated opinion term that is neglected in this extraction step. Below,

the sequence of corresponding POS tags (as obtained with the Stan-

ford POS-tagger) and the relative word distances (O) to the opinion

term are shown.

We extract a window of lpol = 20 words centered around the opin-

ion term instead of considering the whole review text. Sequences for

review texts with less than lpol words are padded at the left with 0s.

Analogously, the sequence of POS tags is extracted. Using a subse-

quence of words and POS tags around each opinion term is reason-

able since the lengths of the reviews in the USAGE corpus reach up

to several hundred words. Taking the whole review text into account

for all opinion terms is computationally very demanding.

We convert each word into its respective vector representation us-

ing the pretrained lookup table of word embeddings, thus obtaining a

sequence of word vectors. Similar to this, we also use an embedding

layer for the relative distances that provides us with a learned vector

representation of dimensionalityDdist = 10 for each distance value,

similar to the approach proposed by Zeng et al. [34]. While we did

not evaluate those distance embeddings extensively, first results sug-

gest that there is indeed a benefit in mapping the distances to real

valued vectors instead of using the raw distance values. The benefits

of distance and position embeddings are supported by the results of

other works [21, 34, 29].

The individual vectors of the three sequences – word embeddings

un, POS tags pn and distance embeddings dn – are concatenated, re-

sulting in a single sequence of length lpol withDword+Dpos+Ddist

dimensional elements. We feed the resulting sequence to a recurrent

neural network consisting of three layers. The first hidden layer is a

GRU layer withDgru = 100 hidden units that reads in the sequence

of vectors and produces a sequence of hidden states. The second layer

is a densely connected layer of maxout units [7] that transforms the

final hidden state of the GRU layer into a vector h′ of Dpol = 100
dimensions. Lastly, another maxout layer maps the previous hidden

layer to 4 output units using a softmax activation function. Each of

the 4 output units corresponds to one of four possible sentiments:

positive, neutral, negative and unknown. The sentiment

with the highest probability at the corresponding output unit is the

predicted sentiment. Figure 4 visualizes the network.
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Figure 4. The component for opinion term specific sentiment extraction.
The dashed box at the input marks an opinion term. Besides, the

corresponding POS tags and the relative word distances are shown. Here, the
input vectors are composed of three parts: one vector for the word

embeddings, one vector for the POS tag encoding and one vector for the
distance embedding. The output layer contains one unit for each possible

sentiment label: positive,neutral, negative and unknown.
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5 Aspect-Opinion Relation Extraction

This section introduces the component that is responsible for extract-

ing relations between already extracted aspect and opinion terms.

Besides the annotations for aspect and opinion terms, the USAGE

corpus provides annotations of relations between pairs of these as-

pects and opinions, which we simply refer to as aspect-opinion rela-

tions6. The presence of such a relation implies that the opinion term

targets the annotated aspect term. Due to this binary nature of the

relations (present or not-present) in the USAGE corpus, our relation

extraction approach predicts a boolean tag for any given pair of as-

pect term and opinion phrase. This pairwise approach allows us to

predict the many-to-many relations between aspect and opinion term

that are present in the corpus.

Again, we employ a neural network based model that is very sim-

ilar in structure to the component for opinion term specific sentiment

extraction (see previous section). We adopt a similar strategy as pre-

sented in Zeng et al. [34] to address relation extraction. In contrast

to Zeng et al. [34] however, we use a recurrent neural network in-

stead of a convolutional architecture to perform the actual relation

extraction.

Our approach employs four types of features for a given pair of

aspect and opinion term:

• the sequence of word embeddings of length lrel = 20 that is cen-

tered around the aspect and the opinion,

• the sequence of corresponding POS tags for each word,

• a sequence of relative distances of each word to the aspect term,

and

• a sequence of relative distances of each word to the opinion term.

As a first step, our model computes the distance (in words) be-

tween the two terms and automatically rejects all pairs which are

more than 20 words apart from each other. While this does reject

some valid relations, we can still predict 98% of relations correctly

for this maximum distance of 20 words. For those pairs which are

below the maximum distance, our model extracts a subsequence of

word embeddings of length 20, centered around the aspect term and

opinion term. Sequences for review texts with less than 20 tokens are

padded at the left with 0s. Analogously, the sequence of POS tags is

extracted.

To encode information about the distance between the aspect and

opinion phrases with respect to their position in the review, we follow

a similar approach as Zeng et al. [34] and Nogueira dos Santos et

al. [21]. We guide the network’s attention to the targeted aspect and

opinion terms by computing the relative distances of each word in

the sequence to the aspect term and to the opinion term, respectively.

I like all the different features . (Text)

PRP VBP PDT DT JJ NNS . (POS)

-4 -3 -2 -1 0 0 1 (A)

-1 0 1 2 3 4 5 (O)

Here, the underlined word “like” marks an opinion term and the bold

words “different features” mark the aspect term. Below, the cor-

responding sequence of POS tags is shown. The sequences labeled

with A and O show the sequence of relative distances of each word

to the aspect and opinion term, respectively.

6 The creators of the USAGE corpus actually refer to these relations as
TARG-SUBJ. To keep a consistent terminology in this work, we call them
aspect-opinion relation.

Again, we use an embedding layer to obtain a sequence of

Ddist = 10 dimensional embedding vectors for the relative dis-

tances. The individual vectors of the four sequences (word embed-

dings un, POS tags pn, aspect distance embeddings dn and opinion

distance embeddings d′n) are concatenated, resulting in a single se-

quence of length lrel and Dword + Dpos + 2 · Ddist dimensional

elements.

We feed the resulting sequence to a GRU layer with Dgru = 100
hidden units that computes a sequence of hidden states. The final

hidden state is passed on to a densely connected layer h′ of Drel =
100 maxout units. As a last step, the output of the previous hidden

layer is passed to a final fully-connected maxout layer with a single

output unit and a sigmoid activation function to map its output to

a value between 0 and 1. We interpret the network’s output as the

probability that the pair of aspect and opinion terms form an aspect-

opinion relation. Figure 5 visualizes the network.
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Figure 5. The component for aspect-opinion relation extraction. The solid
and dashed boxes at the input mark aspect and opinion terms, respectively.

Besides, corresponding POS tags and the relative word distances to the
aspect and opinion term are shown. The input vectors are split into four

parts: word embeddings, POS tag encoding, aspect distance embeddings and
opinion distance embeddings. The output layer contains one single sigmoid

unit. An output value > 0.5 signifies a relation between the aspect and
opinion terms.

6 Experiments and Results

This section evaluates our proposed architecture for relational senti-

ment analysis. Our evaluation targets the individual components of

the overall system, measuring their performances in isolation. For

the evaluation, we consider the two datasets described in Section 2.

Both datasets offer a different granularity in their annotations. The

SemEval dataset does not provide annotations for opinion terms,

opinion term specific sentiment or aspect-opinion relations. As such,

we only evaluate our component for aspect term extraction on this

dataset. The USAGE dataset, on the other hand, offers annotations

for all our subtasks, allowing us to evaluate all our components on

this dataset. Where possible, we give precision, recall and F1 scores

for our own and baseline approaches.

All experiments were performed with the deep learning library

Keras [3] and employ many of its pre-implemented algorithms. Tag

sequences predicted by our approach are post-processed to yield only

sequences that are valid according to the IOB2 scheme.
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6.1 Training
This section briefly outlines our training procedure. Since we deal

with sequences of variable lengths, training our models in mini

batches would require to pad shorter sequences with special padding

elements. Due to the large differences in the length of reviews in the

USAGE corpus (18 to > 2000 words), we avoid padding sequences

with too many padding elements. Instead, we train our models on

one data sample at a time. The optimization of the models’ weights is

performed with RMSProp [30], which converges after a few epochs.

Since the performance did not depend strongly on the number of

iterations over the training data, we trained all aspect and opinion

term extraction models for 15 epochs. The component for sentiment

extraction was trained for 14 epochs and the relation extraction com-

ponent performed best with 28 epochs of training.

6.2 Initialization of Word Embeddings
In our first experiment, we compare the performance impact of ini-

tializing the weights of the word embedding lookup table in the

stacked CNN-RNN model randomly to the initialization with our

pretrained embeddings. Our intuition is that both sets of pretrained

embeddings are helpful for the extraction of aspect and opinion terms

but more so the domain-specific embeddings. These are expected to

capture the most task relevant semantics which might help with the

extraction task.

Since many of our network parameters are initialized randomly

and our training data is processed in a random order, the performance

of our model might be influenced by these external factors. To mit-

igate these effects, we performed each experiment three times and

averaged the outcomes.

The experiments for aspect term extraction on the SemEval2015

dataset show that our model achieves on average an F1 score of

0.581 with the randomly initialized embeddings. The initialization

with the Wikipedia embeddings leads to a much higher score, namely

F1 = 0.618, while the domain-specific review embeddings yield an

F-Measure of 0.646. As expected, we can observe a large benefit in

pretraining our word embeddings on huge collections of natural lan-

guage texts with the largest gain using domain-specific embeddings.

Considering these first results, we only use the domain-specific

review embeddings as initialization in further experiments.

6.3 Evaluation: Aspect and Opinion Term
Extraction

This section evaluates our relational sentiment analysis architecture

focusing on the component for aspect and opinion term extraction.

We perform the evaluation in two steps: First, we evaluate the com-

ponent on the SemEval dataset measuring its performance for as-

pect term extraction only. Keep in mind that we can neither evaluate

opinion term extraction nor opinion term specific sentiment analysis

or aspect-opinion relation extraction on this particular dataset due to

granularity of the provided annotation. Those subtasks, however, are

evaluated in Sections 6.3.2, 6.4 and 6.5.

6.3.1 CNN vs. RNN vs. Stacked Models

This section evaluates our aspect term extraction component and con-

siders different neural models. We train and test the CNN, the RNN

and the stacked CNN-RNN model from the sections 3.2, 3.3 and 3.4

on the SemEval2015 dataset using the official training and test split.

Again, we perform each experiment three times to alleviate differ-

ences due to the networks’ initializations and training sample orders.

Table 1 shows the average precision, recall and F1 score for each

model.

Aspects

Model P R F1

RNN 0.592 0.646 0.618
CNN 0.558 0.702 0.621
Stack 0.599 0.703 0.646
Stack+POS 0.633 0.689 0.659
EliXa – – 0.701

Table 1. Results for aspect term extraction on the SemEval2015 test
dataset using different model architectures and additional POS tag features.

EliXa represents the current state-of-the-art.

The model based on convolutional layers and the model based

on recurrent layers both perform similarly regarding the overall F1
score. Combining both types of models in a stack-like architecture

results in an increased averaged F1 score that is statistically signifi-

cant with p = 0.05. Providing additional features in the form of POS

tags does also improve the model’s performance. While we still per-

form not quite as good as the current state-of-the-art system EliXa

[25] we do perform well with respect to the overall ranking of the

SemEval2015 task as can be seen in Pontiki et al. [22].

In spite of being a few percentage points below the current state-

of-the-art system EliXa, our proposed method still constitutes a

meaningful contribution. The benefit of our method is that it is not

restricted to the mere extraction of aspect terms but that it is capable

of extracting aspect and opinion terms jointly. The following section

shows that our method achieves state-of-the-art performance on the

USAGE dataset with this more complex joint extraction.

Based on the results of these experiments, we perform all follow-

ing aspect and opinion phrase extraction tasks using the CNN-RNN

model with additional POS tag features.

6.3.2 Joint vs. Separate Models

This section investigates the benefits of predicting aspect and opinion

phrases of the USAGE corpus jointly in one model, in contrast to two

separate models. For this, we consider two joint models with differ-

ent hidden layer sizes, namely with 100-50-50-50-100 (dubbed Joint
small) and 100-100-100-100-200 (dubbed Joint large). This should

account for differences in performance that solely result from differ-

ent network capacities. As proposed by Klinger and Cimiano [14],

we evaluate our models by 10-fold cross validation. Table 2 shows

the results for the joint and the separate models.

We can see that extracting aspect and opinion terms jointly does

indeed enhance the model’s performance, but only so for a larger

network configuration. The extraction of opinion terms benefits from

the joint setting in particular. However, this might also be attributed

to the increased size of the hidden layers in our neural architecture.

The extraction of opinion terms might simply require more network

parameters which it is able to claim in the larger joint architecture. A

more detailed investigation needs to be conducted in future work.

Bear in mind that we do not compare our results on this dataset

with the EliXa system referenced in Section 6.3.1. The EliXa system

is applicable to aspect term extraction in isolation and is not designed

for opinion term extraction.
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Aspects Opinions

Model P R F1 P R F1

Klinger2014 – – 0.56 – – 0.48
Aspect only 0.63 0.70 0.66 – – –
Opinion only – – – 0.44 0.48 0.45
Joint small 0.57 0.65 0.61 0.40 0.40 0.40
Joint large 0.65 0.69 0.67 0.47 0.53 0.50

Table 2. Performances for aspect and opinion phrase extraction on the
USAGE dataset for joint and separate models. Joint small and Joint large are

the joint models with hidden layer size 100-50-50-50-100 and
100-100-100-100-200, respectively.

6.4 Evaluation: Opinion Term Specific Sentiment
Extraction

Next, we show our evaluation of the component proposed in Section

4. The model considers individual opinion terms in a wide context

and predicts one of four sentiment labels for each presented opinion

term.

We perform the sentiment extraction on the opinion terms of the

gold standard annotations of the USAGE corpus in order to measure

the sentiment extraction in isolation. To keep the experiments con-

sistent across our different components, we perform the prediction

on a 10-fold cross validation of the USAGE documents. The results

in Table 3 show the average accuracy7 of predicting the sentiment

label of an opinion term with the number of correctly and incorrectly

labeled opinion terms. We also show the results of a naive approach

that always predicts the (most frequent) sentiment label positive
to act as a simple baseline.

Model Accuracy #Correct #Incorrect

Positive Only 0.647 342.6 189.5
Our Approach 0.831 441.6 90.5

Table 3. Accuracy for opinion term specific sentiment extraction on gold
annotations.

We see that our method achieves an accuracy high above our base-

line. Unfortunately, up to date, no results are published for sentiment

extraction on the USAGE dataset that we can use as a further base-

line. Hence, with this work, we contribute the first results for opinion

term specific sentiment extraction for this dataset.

6.5 Evaluation: Aspect-Opinion Relation
Extraction

This part of our evaluation focuses on the last component in the

overall architecture for relational sentiment analysis that is respon-

sible for the extraction of aspect-opinion relations. As before, we

perform the relation extraction on the aspect and opinion terms from

the gold standard annotations of the USAGE corpus, in order to mea-

sure our system’s performance for relation extraction in isolation.

This methodology is adopted from Klinger and Cimiano [14] and

allows us to compare our method to their work. Table 4 shows the

results of a 10-fold cross-validation of our proposed component. The

7 We report accuracy since precision, recall and F1 score are all equal in the
case where the number of annotations is fixed.

Model P R F1

Klinger2014 – – 0.65
Our Approach 0.87 0.75 0.81

Table 4. F1 score for aspect-opinion relation extraction on gold
annotations.

results show that our RNN-based model improves relation extraction

by 15% F-Measure compared to the probabilistic graphical model of

proposed by Klinger and Cimiano [14].

7 Conclusion and Future Work
In this work, we presented a modular architecture that addresses sen-

timent analysis as a relation extraction problem. The proposed archi-

tecture divides the problem into three subtasks and addresses each

with a dedicated component. This highly flexible approach offers a

fine-grained solution for sentiment analysis.

As part of this overall architecture, we presented possible imple-

mentations for the individual components: First, we presented dif-

ferent neural network models that are capable of aspect and opinion

term extraction and which achieved competitive and state-of-the-art

results on different datasets. We could report a benefit for this task

in using domain-specific word embeddings compared to domain-

independent and randomly initialized embeddings. We investigated

the extraction of aspect and opinion terms separately and jointly and

found the joint approach to produce superior results in one setting.

Thus, we confirm previous results from Klinger et al. [12] who used

a probabilistic graphical model instead of a neural network model.

Secondly, we addressed opinion term specific sentiment extraction

with a recurrent neural network model and distance embedding fea-

tures and achieved promising results; the first sentiment extraction

results on the considered dataset.

Thirdly, as another contribution, we designed and evaluated a

model for the extraction of relations between aspect and opinion

terms which outperformed prior results on the same dataset. Our

work shows that it is possible to divide sentiment analysis in a flexi-

ble and fine-grained way using a highly modular architecture.

All proposed components stand out by their minimal use of hand-

engineered features that are strongly tuned to their specific tasks. The

only external resources that were used are machine-generated POS

tags and word embeddings which were created with a data-driven

approach. Nevertheless, all components perform competitive on their

individual subtasks. It is easily conceivable to provide further task-

specific features to improve the performances of the individual com-

ponents even further. This, however, is not the goal of this work,

which is why we leave this part for future work.

Furthermore, we expect our components to benefit from bidirec-

tional recurrent connections [28] so that words appearing later in a

sentence can be taken into account. The investigation of attention

mechanisms for RNNs [1] seems also very promising to allow the

models to focus more strongly on important parts of the input se-

quence.
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danau, Fethi Bougares, Holger Schwenk, and Yoshua Bengio, ‘Learn-
ing phrase representations using rnn encoder–decoder for statistical ma-
chine translation’, in Proceedings of the 2014 Conference on Empirical
Methods in Natural Language Processing (EMNLP), pp. 1724–1734,
Doha, Qatar, (October 2014). Association for Computational Linguis-
tics.

[3] Francois Chollet. Keras -theano-based deep learning library.
https://github.com/fchollet/keras, 2015.
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Learning Invariant Representation for Malicious
Network Traffic Detection

Karel Bartos and Michal Sofka and Vojtech Franc 1 2

Abstract. Statistical learning theory relies on an assumption that

the joint distributions of observations and labels are the same in train-

ing and testing data. However, this assumption is violated in many

real world problems, such as training a detector of malicious net-

work traffic that can change over time as a result of attacker’s de-

tection evasion efforts. We propose to address this problem by cre-

ating an optimized representation, which significantly increases the

robustness of detectors or classifiers trained under this distributional

shift. The representation is created from bags of samples (e.g. net-

work traffic logs) and is designed to be invariant under shifting and

scaling of the feature values extracted from the logs and under per-

mutation and size changes of the bags. The invariance is achieved

by combining feature histograms with feature self-similarity matri-

ces computed for each bag and significantly reduces the difference

between the training and testing data. The parameters of the repre-

sentation, such as histogram bin boundaries, are learned jointly with

the classifier. We show that the representation is effective for train-

ing a detector of malicious traffic, achieving 90% precision and 67%

recall on samples of previously unseen malware variants.

1 INTRODUCTION

Trained detectors of malicious traffic can become ineffective as a re-

sult of changes of the malware behavior. Formally, this means that

a joint distribution of the observations computed from the malware

samples and their labels differs for training (source) data and unseen

testing (target) data. This can happen as a result of target evolving

after the initial classifier or detector has been trained which is typi-

cally caused by a deliberate detection evasion strategy of an attacker.

In supervised learning, this problem is solved by domain adaptation.

Under the assumption that the source and target distributions do not

change arbitrarily, the goal of the domain adaptation is to leverage the

knowledge in the source domain and transfer it to the target domain.

In this work, we focus on the case where the conditional distribution

of the observations given labels is different, also called a conditional

shift.

The domain adaptation (or knowledge transfer) can be achieved by

adapting the detector using importance weighting such that training

instances from the source distribution match the target distribution

[16]. Another approach is to transform the training instances to the

domain of the testing data or to create a new data representation with

the same joint distribution of observations and labels [2]. The chal-

lenging part is to design an effective transformation that transfers the

1 Cisco Systems, Inc., Prague, Czech Republic, email:{kbartos, msofka,
vfranc}@cisco.com

2 Czech Technical University in Prague, Faculty of Electrical Engineering,
Czech Republic, email: bartokar@fel.cvut.cz, xfrancv@cmp.felk.cvut.cz

knowledge from the source domain and improves the robustness of

the detector on the target domain.

We present a new optimized representation of network traffic that

enables domain adaptation under conditional shift. The representa-

tion is computed for bags of samples, each of which consists of fea-

tures (observations) computed from network traffic logs. The bags

are constructed for each user and contain all network communica-

tion with a particular hostname. The representation is designed to

be invariant under shifting and scaling of the feature values and un-

der permutation and size changes of the bags. This is achieved by

combining bag feature histograms with self similarity matrices. Un-

like previous approaches [1], the parameters of the representation are

learned along with the classifier decision rule in a joint optimization

procedure.

The proposed representation is used when training a classifier to

detect malicious HTTP communication in network traffic. We will

show that the classifier trained on malware samples from one behav-

ioral category can successfully detect new samples from a different

category. This way, the knowledge of the malware behavior is cor-

rectly transferred to the domain of new category which improves the

generalization of the classifier on unseen data. Compared to the base-

line flow-based representation [7, 9, 14] or widely-used reputation-

based security device, the proposed approach shows considerable im-

provements and correctly classifies new types of network threats that

were not part of the training data.

2 DOMAIN ADAPTATION FOR NETWORK
TRAFFIC

The paper proposes a representation of network communication that

is invariant against malware modifications attackers typically im-

plement to evade the detection systems. Formally, each sample is

represented as an n-dimensional feature vector x ∈ Rn. Sam-

ples are grouped into bags, with every bag represented as a matrix

X = (x1, . . . ,xm) ∈ Rn×m, where m is the number of samples

in the bag and n is the number of features. A single malware cate-

gory yi ∈ Y can be assigned to each bag. The representation is used

to train a classifier to label the categories as positive (malicious) or

negative (legitimate). The categories found in the training data can

be different from categories in the testing data. The classifier train-

ing is complicated by the fact that the sample distribution typically

evolves in time, so the probability distribution of the training data

differs from the probability distribution of the test data, i.e. there is a

conditional shift [17]:

PL(X|yj) 	= PT (X|yj), ∀yj ∈ Y, (1)

where given category yj , PL(X|yj) and PT (X|yj) is the probabil-

ity distribution on training and testing bags, respectively.
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The purpose of the domain adaptation [3] is to apply knowledge

acquired from the training (source) domain into test (target) domain.

The relation between PL(X|yi) and PT (X|yi) is not arbitrary, oth-

erwise it would not be possible to transfer any knowledge. Therefore

there is a transformation τ , which transforms the feature values of the

bags onto a representation, in which PL(τ(X)|yi) ≈ PT (τ(X)|yi).
The goal is to find this new representation to classify individual bags

represented asX into categories Y .

Numerous methods for transfer learning have been proposed

(since the traditional machine learning methods cannot be used effec-

tively in this case), including kernel mean matching [8], kernel learn-

ing approaches [5], maximum mean discrepancy [10], or boosting

[4]. These methods try to solve a general data transfer with relaxed

conditions on the similarity of the distributions during the transfer.

The downside of these methods is the necessity to specify the target

loss function and availability of large amount of labeled data.

This paper proposes an effective invariant representation that

solves the classification problem with a conditional shift (see Equa-

tion 1). Once the feature values are transformed, they do not rely on

the original distribution and they are not influenced by the shift. The

parameters of the representation are learned automatically from the

data together with the classifier as a joint optimization process. The

advantage of this approach is that the parameters are optimally cho-

sen during training to achieve the best classification efficacy for the

given classifier, data, and representation.

3 BAG INVARIANT REPRESENTATION

As stated in Section 2, the probability distribution of bags from the

training set can be different from the test set. In the first step, the

representation of bags is transformed to be invariant under scal-

ing of the feature values. The traditional representation of a bag

that consists of a set of m samples {x1, . . . ,xm} can be written

as X = (x1, . . . ,xm)T , where xi = (xi1, . . . , xin) and xlk de-

notes k-th feature value of l-th sample. This form of representation

of samples and bags is widely used in the research community, as it is

straightforward to use and easy to compute. However, in the network

security domain, the dynamics of the network environment causes

changes in the feature values and the shift becomes more prominent.

As a result, the performance of the classification algorithms using the

traditional representation is decreased.

In the first step, the representation is improved by making the ma-

trix X to be invariant under scaling of the feature values. Scale in-
variance guarantees that even if some original feature values of all

samples in a bag are multiplied by a common factor, the values in the

new representation remain unchanged. To guarantee the scale invari-

ance, the matrixX is scaled column-wise onto the interval [0, 1].
In the second step, the representation is transformed to be invariant

against shifting. Shift invariance guarantees that even if some orig-

inal feature values of all samples in a bag are increased/decreased

by a given amount, the values in the new representation remain un-

changed. To ensure shift invariance, we create for each feature a self-

similarity matrix. Self-similarity matrix is a symmetric matrix, where

rows and columns represent individual samples and (i, j)-th ele-

ment corresponds to the distance between i-th and j-th sample. Self-

similarity matrix has been already used thanks to its properties in sev-

eral applications (e.g. in object recognition [11] or music recording

[15]). However, only a single self-similarity matrix for each bag has

been used in these approaches. This paper proposes to compute a set

of self-similarity matrices, one for every feature. More specifically,

a per-feature set of self-similarity matrices S = {S1, S2, . . . , Sn}

is computed for each bag. The (i, j)-th element of Sk is a distance

between k-th feature value of i-th and j-th sample. The matrices are

further normalized by local feature scaling described above to pro-

duce a set of matrices S̃ .

The shift invariance makes the representation robust to the changes

where the feature values are modified by adding or subtracting a fixed

value. For example, the length of a malicious URL would change by

including an additional subdirectory in the URL path. Or, the number

of transfered bytes would increase when an additional data structure

is included in the communication exchange.

Representing bags with scaled matrices {X̃} and sets of locally-

scaled self-similarity matrices {S̃} achieves the scale and shift in-

variance. Size invariance ensures that the representation is invariant

against the size of the bag. In highly dynamic environments (such as

network traffic), the samples (e.g. individual web requests) may oc-

cur in a variable ordering. Permutation invariance ensures that the

representation should also be invariant against any reordering of rows

and columns of the matrices. The final step of the proposed transfor-

mation is the transition from the scaled matrices X̃ , S̃ to normalized

histograms. For this purpose, we define for each bag:

zX
k := vector of values from k-th column of matrix X̃

zSk :=column-wise representation of upper triangular

matrix created from matrix S̃k ∈ S̃.
This means that zX

k ∈ Rm is a vector created from values of k-th
feature of X̃ , while zSk ∈ Rr, r = (m−1)·m

2
is a vector that consists

of all values of upper triangular matrix created from matrix S̃k. Since

S̃k is a symmetric matrix with zeros along the main diagonal, zSk
contains only values from upper triangular matrix of S̃k.

A normalized histogram of vector z = (z1, . . . , zd) ∈ Rd

is a function φ : Rd × Rb+1 → Rb parametrized by edges

of b bins θ = (θ0, . . . , θb) ∈ Rb+1 such that φ(z;θ) =
(φ(z; θ0, θ1), . . . , φ(z; θb−1, θb)) where

φ(z, θi, θi+1) =
1

d

d∑
j=1

[[zj ∈ [θi−1, θi)]]

is the value of the i-th bin corresponding to a portion of components

of z falling to the interval [θi−1, θi).
Each column k of matrix X̃ (i.e. all bag values of k-th feature)

is transformed into a histogram φ(zX
k ,θ

X
k ) with predefined num-

ber of b bins and θX
k bin edges. Such histograms created from the

columns of matrix X̃ will be denoted as feature values histograms,

because they carry information about the distribution of bag feature

values. On the other hand, histogram φ(zSk ,θ
S
k ) created from values

of self-similarity matrix S̃j ∈ S̃ will be called feature differences
histograms, as they capture inner feature variability within bag sam-

ples.
Overall, each bag is represented as a concatenated feature map

φ(X̃; S̃;θ) : Rn×(m+r) → R2·n·b as follows:(
φ(zX

1 ,θ
X
1 ), . . . ,φ(zX

n ,θ
X
n ),φ(zS1 ,θ

S
1 ), . . . ,φ(z

S
n ,θ

S
n)
)

(2)

where n is the number of the original flow-based features,m is the

number of flows in the bag, and b is the number of bins.

4 LEARNING OPTIMAL HISTOGRAM
REPRESENTATION

The bag representation φ(X̃; S̃;θ) proposed in Section 3 has the in-

variant properties, however it heavily depends on the number of bins
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b and their edges θ defining the width of the histogram bins. These

parameters that were manually predefined in Section 3 influence the

classification performance. To choose the parameters b and θ opti-

mally, we propose to learn them automatically from the training data

such that the classification separability between positive and negative

samples is maximized.

When creating histograms in Section 3, the input instances are

vectors zX
k and zSk , where k ∈ {1, . . . , n}. The algorithm trans-

forms the input instances into a concatenated histogram φ(X̃; S̃;θ).
To keep the notation simple and concise, we will denote the in-

put instances simply as z = (z1, . . . , zn) ∈ Rn×m (instead of

z = (zX
1 , . . . , z

X
n , z

S
1 , . . . , z

S
n)), which is a sequence of n vectors

each of dimensionm.

The input instance z is represented via a feature map

φ : Rn×m → Rn·b defined as a concatenation of the normal-

ized histograms of all vectors in that sequence, that is, φ(z;θ) =
(φ(z1;θ1), . . . ,θ(zn;θn)), where θ = (θ1, . . . ,θn) denotes bin

edges of all normalized histograms stacked to a single vector.

We aim at designing a classifier h : Rn×m ×Rn+1 ×Rn(b+1) →
{−1,+1} working on top of the histogram representation, that is

h(z;w, w0,θ) = sign(〈φ(z,θ),w〉+ w0)

= sign

(
n∑

i=1

b∑
j=1

φ(zi, θi,j−1, θi,j)wi,j + w0

)
. (3)

The classifier (3) is linear in the parameters (w, w0) but non-linear

in θ and z. We are going to show how to learn parameters (w, w0)
and implicitly also θ via convex optimization.

Assume we are given a training set of examples

{(z1, y1), . . . , (zm, ym)} ∈ (Rn×m × {+1,−1})m. We fix

the representation φ such that the number of bins b is sufficiently

large and the bin edges θ are equally spaced. We find the weights

(w, w0) by solving

min
w∈Rb·p,w0∈R

[
γ

n∑
i=1

b−1∑
j=1

|wi,j − wi,j+1|

+
1

m

m∑
i=1

max
{
0, 1− yi〈φ(zi;θ),w〉}

]
. (4)

The objective is a sum of two convex terms. The second term is the

standard hinge-loss surrogate of the training classification error. The

first term is a regularization encouraging weights of neighboring bins

to be similar. If it happens that j-th and j + 1 bin of the i-the his-

togram have the same weight, wi,j = wi,j+1 = w, then these bins

can be effectively merged to a single bin because

wi,jφ(zi; θi,j−1, θi,j) + wi,j+1φ(zi; θi,j , θi,j+1)

= 2wφ(zi; θi,j−1, θi,j+1) . (5)

The trade-off constant γ > 0 can be used to control the number

of merged bins. A large value of γ will result in massive merging

and consequently in a small number of resulting bins. Hence the ob-

jective of the problem (4) is to minimize the training error and to

simultaneously control the number of resulting bins. The number of

bins influences the expressive power of the classifier and thus also

the generalization of the classifier. The optimal setting of λ is found

by tuning its value on a validation set.

Once the problem (4) is solved, we use the resulting weights w∗

to construct a new set of bin edges θ∗ such that we merge the

original bins if the neighboring weights have the same sign (i.e. if

w∗i,jw
∗
i,j+1 > 0). This implies that the new bin edges θ∗ are a sub-

set of the original bin edges θ, however, their number can be sig-

nificantly reduced (depending on γ) and they have different widths

unlike the original bins. Having the new bins defined, we learn a new

set of weights by the standard SVM algorithm

min
w∈Rn,w0∈R

[
λ

2
‖w‖2 + 1

m

m∑
i=1

max
{
0, 1− yi〈φ(zi;θ∗),w〉}

]
.

Note that we could add the quadratic regularizer λ
2
‖w‖2 to the

objective of (4) and learn the weights and the representation in a

single stage. However, this would require tuning two regularization

parameters (λ and γ) simultaneously which would be order of mag-

nitude more expensive than tuning them separately in the two stage

approach.

5 EXPERIMENTAL EVALUATION
The proposed approach was applied to classify unseen malware bags.

We will show that the combination of learning the invariant repre-

sentation and the classifier from the data, as described in Section 4,

achieves significantly better efficacy results when compared to the

baseline.

5.1 Specification of the Datasets
This section provides a detailed description of the datasets, labeled

malware samples, and features used in the experimental evaluation.

Malware samples were obtained from several months (January - July

2015) of real network traffic of 80 international companies in form

of proxy logs [13]. Summary of the datasets used in the evaluation is

described in Table 1.

The logs contain HTTP and HTTPS flows, where one flow is one

connection defined as a group of packets from a single host and

source port with a single server IP address, port, and protocol. As

flows from the proxy logs are bidirectional, both directions of a com-

munication are included in each flow. The malware samples were

obtained from findings of several network security devices based on

signatures (Cisco Cloud Web Security), blacklists (Shadowserver3),

feeds (Collective Intelligence Framework CIF [6]), and static and be-

havioral analysis (Cisco Cloud Web Security). In many cases, human

experts were involved to label novel previously undetected threats.

Findings from VirusTotal4 server were also used.

In the following, malware samples will be referred as positive
bags, where one positive bag is a set of flows (connections) from

proxy records with the same source host towards the same destina-

tion hostname. In other words, each bag contains the whole client-

hostname communication for a given period of time. The bags not

labeled as malicious are considered as legitimate/negative. Each bag

should contain at least 5 flows to be able to compute a meaning-

ful histogram representation from the input flows. Training dataset

contains 5k malicious (8 malware families) and 27k legitimate bags,

while testing dataset is consist of 2k malicious (= 32 malware fam-

ilies) and 241k legitimate bags (more than 15 million flows).

Each flow consists of the following fields: user name, source IP

address, destination IP address, source port, destination port, proto-

col, number of bytes transferred from client to server and from server

3 www.shadowserver.org
4 www.virustotal.com
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to client, flow duration, timestamp, user agent, URL, referer, MIME-

Type, and HTTP status. The most informative field is the URL, which

can be decomposed further into 7 parts as illustrated in Figure 1.

From the flow fields mentioned above, we extracted 115 flow-based

features listed in Table 2. Features from the right column are applied

on all URL parts, including the URL itself and a referer.

Category Flows Bags

Training Positives 132,756 5,011
Click-fraud mw 12,091 819
DGA malware 8,629 397
Dridex 8,402 264
IntallCore 17,317 1,332
Monetization 3,107 135
Mudrop 37,142 701
Poweliks 11,648 132
Zeus 34,420 1,275

Testing Positives 43,380 2,090
Training Negatives 862,478 26,825
Testing Negatives 15,379,466 240,549

Table 1: Number of flows and bags of malware categories and legit-

imate background traffic used for training and testing the proposed

representation and SVM classifier.

5.2 Malicious Samples

More then 32 different malicious categories were found in the eval-

uation datasets. Note than most of the novel threats (typically not

detected by most of existing devices) were found and confirmed

manually and are placed into one malicious category called other
categories. To illustrate the complexity of the classification problem

caused by the large amount of malware families and their variability,

a brief description of some categories is provided:

• Asterope – Threat related to Asterope click-fraud botnet. Aster-

ope is a Trojan bot malware which performs click-fraud by imi-

tating the action of a user clicking on an advertisement. The bot

communicates with the command-and-control server using HTTP

from which it receives the next website to visit.

• Click-fraud, malvertising-related botnet – The main distribu-

tion channel for this threat is fraudulent software such as anti-

virus, browser plugins, and software updates. The infection typ-

ically appears as a browser plugin that hijacks web browsers. It

may then establish a command-and-control channel, track user ac-

tivity, have rootkit capability, and perform click-fraud through the

automatic loading and clicking of unsolicited advertisements. The

attacker may obtain information about the infected device and at-

tempt to further exploit the device with additional threats.

• DGA – Threat that uses domain generation algorithms (DGA) and

Fast-Flux to establish its command-and-control communication.

Fast-Flux is a DNS technique used by botnets to hide malicious

devices behind a command-and-control infrastructure of compro-

mised hosts. These hosts act as proxies that register and de-register

their IP addresses. By using a short Time To Live (TTL) value, the

hostname to IP address mapping for devices in the requested do-

main name space will change rapidly. This results in a constantly

changing list of destination IP addresses for a single DNS name

and allows the attacker to distribute information about the mali-

cious devices.
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Figure 1: URL decomposition into seven parts.

• Dridex – Threat related to Dridex banking trojan. Dridex is typi-

cally spread through spam campaigns and its main goal is to ob-

tain confidential information from the user about his or her on-

line banking and other payment systems. The trojan communi-

cates with the command-and-control server using HTTP, P2P, or

I2P protocols.

• Monetization – Malware monetization activity involving fake

blog sites that serve as front ends for click-fraud.

• Poweliks – Threat related to the Poweliks Trojan which down-

loads other malware to the infected device and can steal informa-

tion. The threat is persistent and uses several mechanisms to hide

itself.

• Zeus – Threat related to the Zeus Trojan horse malware family

which is persistent, may have rootkit capability to hide its pres-

ence, and employs various command-and-control mechanisms.

Zeus malware is often used to track user activity and steal infor-

mation by man-in-the-browser keystroke logging and form grab-

bing. Zeus malware can also be used to install CryptoLocker ran-

somware to steal user data and hold data hostage.

• Others categories – Other categories include Bedep, InstallCore,

Mudrop, MultiPlug, Rerdom, Sality, Vawtrack, Vittalia, etc.

Features applied on URL, path, query, filename
length
digit ratio
lower case ratio
upper case ratio
ratio of digits
vowel changes ratio
ratio of a character with max occurrence
has a special character
max length of consonant stream
max length of vowel stream
max length of digit stream
number of non-base64 characters
has repetition of parameters
starts with number

Other Features
number of bytes from client to server
number of bytes from server to client
length of referer
length of file extension
number of parameters in query
number of ’/’ in path
number of ’/’ in query
number of ’/’ in referer
is encrypted

Table 2: List of selected flow-based features extracted from proxy

logs. We consider these features as baseline (as some features were

used in previously published work), and compare the baseline with

the proposed representation.

The summary of the training and testing set is shown in Table 1.

Positive bags from 8 categories with the highest number of bags were

added to the training set, while the rest of the malware samples from

the other categories (including novel threats) were included in the

testing set. This means that training and testing data are composed of
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Figure 2: Graphical illustration of a baseline representation of two

legitimate and five malicious bags. Each bag is represented with 10

flow-based feature vectors (rows). You can see that feature values of

legitimate vectors have high range of values (represented by colors),

which complicates the training of classifiers. However, they have

also significantly higher variability of feature values than malicious

bags, which cannot be utilized from flow-based representation.

Figure 3: Illustration of the proposed invariant representation of bags.

First two legitimate bags show high variability of feature values and

can be easily separated from malicious bags. On the other hand, fea-

ture values of malicious bags describe the inner similarity of flows

or URLs within each bag. In contrast to legitimate bags, malicious

bags have a lot of common feature values equal to 0 and 1, which

improves their separability.

completely different malware bags from different malware families.

This makes the classification problem much harder, as the classifier

is trained on 8 malware categories and then evaluated on malicious

traffic of different categories and behaviors unseen in the training

set. This scenario simulates the fact that new types of threats are cre-

ated to evade detection. Anomaly detection system introduced in [12]

automatically removes 38% of all malicious flows from the testing

set, as they have empty URL query string. Training a classifier for

each category separately is an easier task, however such classifiers

are typically over-fitted to a single category and cannot detect further

variations without retraining. On the other hand, training a classifier

from multiple categories is more suitable for dynamic or polymor-

phic changes of new malware.

Negative bags were acquired from 10 hours of http network traffic

of two companies. Negative bags from the first company were used

for training, while bags from the second company were used for test-

ing. Note that malicious bags found in the traffic were removed from

the set of negative bags.

5.3 Evaluation on Real Network Traffic
This section shows the benefits of the proposed approach of learn-

ing the invariant representation for two-class classification problem

in network security. Feature vectors described in Section 5.1 corre-

spond to input feature vectors {x1, . . . ,xm} defined in Section 2.

These vectors are transformed into the proposed representation of

histograms φ(X̃; S̃;θ), as described in Section 3. We have evaluated

two types of invariant representations. One with predefined number

of equidistant bins (e.g. 16, 32, etc.) computed as described in Sec-

tion 3, and one when the representation is learned together with the

classifier to maximize the separability between malicious and legiti-

mate traffic (combination of Section 3 and 4). For the representation

learning, we used 256 bins as initial (and most detailed) partitioning

of the histograms. During the learning phase, the bins were merged

together, creating 12.7 bins per histogram on average.

Both approaches are compared with a baseline flow-based repre-

sentation used in previously published work, where each sample cor-

responds to a feature vector computed from one flow. To provide

a fair comparison of all representations, positive flow-based feature

vectors are converted to positive bags. A bag is considered as positive

if at least one flow from the bag is classified as positive. Maximum

number of flows for each bag was 100, which ensures that the compu-

tational complexity is controlled and does not exceed the predefined

limits.

First, we analyze the difference between baseline flow-based and

the proposed invariant representation. Ten flow-based feature vectors

of two legitimate and five malicious bags are displayed in Figure 2.

Each row represents one flow-based feature vector. You can see that

legitimate bags have higher diversity of flow-based feature values,

which is a result of higher diversity of flows within a bag. This diver-

sity makes it difficult for a flow-based classifier to learn more com-

plex malicious behaviors, as they are not well separated from the

legitimate traffic. On the other hand, feature values within malicious

bags are more consistent, resulting in more bars with uniform color.

This key property, which is shared across malware categories, is not

visible from the flow-based feature point of view. It is visible only at

the level of bags.

Figure 3 shows how the same positive and negative samples look

in the proposed representation. Zero values are depicted with dark

blue color, while maximum values (equal to 1) are depicted with yel-

low bars. Instead of ten flow-based feature vectors, each bag is rep-

resented with a single vector describing the inner dynamics of flow-

based feature values within each bag. Malicious bags have a lot of

values equal to zero as opposed to legitimate bags, which increases

the separability of the two classes. Moreover, feature values equal

to one are common for most of malicious bags across categories,

which increases the descriptive value and robustness of the proposed

representation. Such representation is more suitable for classification

of frequently-changing malicious behaviors, as will be demonstrated

further in this section.

Two-dimensional projection of the feature vectors for the flow-

based and the proposed representation is illustrated in Figures 4

and 5 respectively. Bags from 32 malicious categories are displayed

with red circles, while the legitimate bags are denoted with green

circles. The projections show that the flow-based representation is

suitable for training classifiers specialized on a single malware cat-
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Figure 4: Projection of feature vectors of the baseline flow-based

representation into two dimensions using t-SNE transformation.

Due to high variability of flow-based feature values, legitimate

(green) and malicious (red) samples are scattered without any

clear separation. The results show that the flow-based represen-

tation is suitable for training classifiers specialized on a single

malware category, which often leads to classifiers with high pre-

cision and low recall.
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Figure 5: Projection of feature vectors of the proposed invari-

ant representation into two dimensions using t-SNE (t-distributed

Stochastic Neighbor Embedding) transformation. Thanks to the

invariant properties, malicious bags from various categories are

grouped together and are separated from the majority of legiti-

mate samples. Classifiers trained from this representation will be

more robust to any changes or new modifications of future mal-

ware samples.
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Figure 6: Visualization of the proposed method of learning the invariant representation on 2-dimensional synthetic data. Figures in the upper

row show the decision boundaries of two class classifier learned from the bins for three different values of parameter λ (0.0001, 0.01, 0.1) which

controls the number of emerging bins (the corresponding weights are shown in the bottom row). With increasing λ the data are represented

with less bins and the boundary becomes smoother and less over-fitted to the training data.

K. Bartos et al. / Learning Invariant Representation for Malicious Network Traffic Detection 1137



False Positive Rate
10-5 10-4 10-3 10-2 10-1 100

T
ru

e 
P

os
iti

ve
 R

at
e

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
ROC Curve for Test Data - Log Scale

flow-based
bag mean
bag variance
bag combined
optimized bag combined

Figure 7: ROC curves of SVM classifier on test data for five types of

representations (logarithmic scale). Flow-based representation shows

very unsatisfactory results. The combination of feature values with

feature differences histogram (bin combined) leads to significantly

better efficacy results. The best results are obtained when the param-

eters are learned automatically from the data (optimized bag com-

bined).

egory. In case of the proposed representation, malicious bags from

various categories are grouped together and far from the legitimate

traffic, which means that the classifiers based on this representation

will have higher recall and comparable precision with the flow-based

classifiers.

Next, we will show the properties of the proposed method of learn-

ing the representation to maximize the separation between positive

and negative samples (see Section 4 for details). Figure 6 visualizes

the proposed method on synthetic 2-dimensional input data. The in-

put 2D point (x, y) ∈ R2 is represented by 4-dimensional feature

vector (x2, y2, x + y, x − y). Each of the 4 features is then repre-

sented by a histogram with 100 bins (i.e. each feature is represented

by 100 dimensional binary vector will all zeros but a single one cor-

responding to the active bin). Figures in the top row show the deci-

sion boundaries of two-class classifiers learned from data. The bot-

tom row shows the weights of the linear classifier corresponding to

the bins (in total 400 weights resulting from 100 bins for each out

of 4 features). The columns correspond to the results obtained for

different setting of the parameter λ which controls the number of

emerging bins and thus also the complexity of the decision bound-

ary. With increasing λ the data are represented with less bins and

the boundary becomes smoother. Figure 6 also shows the principle

of the proposed optimization process. The bins of the representation

are learned in such a way that it is much easier for the classifier to

separate negative and positive samples and at the same time control

the complexity of the classifier.

Since the bins are equidistant and predefined at the beginning, the

weights and the resulting histogram has complicated structure, lead-

ing most probably to complex boundary and over-fitted results (as

shown in Figure 6 on the left hand side). As the bins are merged, the

weights show a clear structure and the derived histogram has signifi-

cantly less bins. The decision boundary is in this case smoother and

the classifier trained from this representation will be more robust.

The results of the SVM classifier on testing data are depicted in

Figure 7. Flow-based representation has worst results, mainly due to

the fact that the classifier was based only on the values of flow-based

features that are not robust across different malware categories. The

SVM classifier based on the invariant bag representation (bag mean,

beag variance, bag combined) performed significantly better. How-

ever, these results are furhter outperformed when using the proposed
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Figure 8: Precision-recall curve of SVM classifier trained on the pro-

posed representation with different number of histogram bins for

each feature. The efficacy of the classifiers improves as the number

of histogram bins increases (creating more detailed representation),

however all classifiers are outperformed by the classifier, where the

parameters are learned automatically from the data (optimized bag

combined).

combination of the invariant representation with automatically opti-

mized parameters according to Section 4.

Figure 8 compares the efficacy results of classifiers based on the

proposed representation with predefined number of bins per feature

(8, 16, 64, 128, and 256 bins) with the same representation, but when

the parameters are learned from the training data (Section 4). You can

see that increasing the number of bins in the histograms improves the

precision-recall curve of the classifier. Finally, all classifiers trained

from histograms with equidistant bins are outperformed by the pro-

posed combination of learning the classifier and the representation

parameters alltogether, achieving 90% precision and 67% recall on

malware samples of previously unseen variants.

Overall, the results show the importance of combining both types

of histograms introduced in Section 3 together, allowing the repre-

sentation to be more descriptive and precise without sacrificing re-

call. But most importantly, when the parameters of the representation

are trained to maximize the separability between malicious and legit-

imate samples, the resulting classifier performs in order of a magni-

tude better than a classifier with manually predefined parameters.

6 CONCLUSION

We proposed a robust representation suitable for classifying evolving

malware behaviors. It represents sets of connections as bags based

on the combination of invariant histograms of feature values and fea-

ture differences. The representation is designed to be invariant un-

der shifting and scaling of the feature values and under permuta-

tion and size changes of the bags. The proposed optimization method

learns the parameters automatically from the data. It solves the do-

main adaptation problem in a supervised learning, where the training

and testing datasets have different probability distributions.

The proposed representation was evaluated on real HTTP network

traffic with more than 43k malicious samples and more than 15M

samples overall. The comparison with a baseline approach showed

an order of magnitude better classification results in favor of the pro-

posed approach. The proposed classifier trained on the optimized

representation achieved 90% precision and detected 67% (29k) of

malware samples of previously unseen variants.
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Making Sense of Item Response Theory in Machine Learning

Fernando Martı́nez-Plumed1 and Ricardo B. C. Prudêncio2
and Adolfo Martı́nez-Usó3 and José Hernández-Orallo4

Abstract. Item response theory (IRT) is widely used to measure la-

tent abilities of subjects (specially for educational testing) based on

their responses to items with different levels of difficulty. The adap-

tation of IRT has been recently suggested as a novel perspective for a

better understanding of the results of machine learning experiments

and, by extension, other artificial intelligence experiments. For in-

stance, IRT suits classification tasks perfectly, where instances cor-

respond to items and classifiers correspond to subjects. By adopting

IRT, item (i.e., instance) characteristic curves can be estimated us-

ing logistic models, for which several parameters characterise each

dataset instance: difficulty, discrimination and guessing. IRT looks

promising for the analysis of instance hardness, noise, classifier dom-

inances, etc. However, some caveats have been found when trying to

interpret the IRT parameters in a machine learning setting, especially

when we include some artificial classifiers in the pool of classifiers

to be evaluated: the optimal and pessimal classifiers, a random clas-

sifier and the majority and minority classifiers. In this paper we per-

form a series of experiments with a range of datasets and classifica-

tion methods to fully understand how IRT works and what their pa-

rameters really mean in the context of machine learning. This better

understanding will hopefully pave the way to a myriad of potential

applications in machine learning and artificial intelligence.

1 INTRODUCTION
It is no news that most techniques in artificial intelligence, even with

a strong theoretical background, are ultimately evaluated empirically,

by comparing them and other methods against a set of problems,

taken from a benchmark or repository. Aggregated performance met-

rics, such as an average quality measure over a set of problems, or the

use of statistical pairwise comparisons are commonplace. However,

having a greater value of an aggregated metric or more “win pairs”

against another technique only provides summarised information. In

many areas it is important to analyse the particular problems for

which the best techniques usually fail, whereas other simpler tech-

niques can succeed. Is it because the problem is pathological? Or is

it because the techniques have some lacunas?

In this paper we analyse these questions using item response the-

ory (IRT), a group of modelling and statistical tools borrowed from

psychometrics that are designed to provide a precise characterisation

of items and subjects, by analysing their responses [5, 13, 4]. Simi-

larly to IRT, in our context we define the proficiency (or ability) of

1 DSIC, Universitat Politècnica de València, Spain,
email:fmartinez@dsic.upv.es

2 Centro de Informática, Universidade Federal de Pernambuco, Recife (PE),
Brasil, email:rbcp@cin.ufpe.br

3 Universitat Jaume I de Castelló, Spain, email:auso@uji.es
4 DSIC, Universitat Politècnica de València, Spain,

email:jorallo@dsic.upv.es

a model or technique as the level of hard instances this technique

is able to solve. For instance, if a classifier solves all the simple in-

stances but none of the difficult ones, the classifier may be worse (in

terms of proficiency) than a classifier that solves most of the simple

ones and some of the difficult ones. We focus on supervised machine

learning and classification in particular, since there are many inter-

esting questions such as instance hardness, noise handling, outliers,

meta-learning, borderline areas, etc., that can find a parallel in IRT

and have a particular understanding under this theory.

IRT shows a dual behaviour in the way that classifier ability and

instance difficulty are estimated at the same time, both depending on

the other classifiers and instances. Instance difficulty, or hardness, is

an important feature of an instance. Actually, in machine learning,

it has been recently demonstrated that incorporating instance hard-

ness into the learning process can significantly increase classification

performance [12, 9]. However, instance hardness gives a very lim-

ited perspective of what is happening with an instance. Apart from

difficulty, a very interesting parameter in IRT is the discrimination
parameter of an instance. In machine learning, as we will see, the

discrimination parameter can be seen as a measure of how effective

each instance is for differentiating between strong or weak classifiers

for a certain dataset. Thus, some instances are only solved by more

proficient classifiers. However, some other difficult instances are not

solved by these classifiers. Is there anything special in these points?

Are some of them really difficult instances while the others being just

noise? Can we detect them using IRT?

Also, looking at the classifiers, we can think about what makes

certain classifier proficient or whether there are more suitable clas-

sifiers for more difficult instances. We can analyse dominant regions

depending on the difficulty parameter or the discrimination parame-

ter. For instance, given a new instance, if we expect or estimate that it

is going to be hard, one classifier may be preferable, but for easy in-

stances another classifier may be more robust. These classifier char-
acteristic curves may be very interesting to analyse machine learning

models.

IRT may be the right tool to analyse all these questions. However,

there are some issues about the use of IRT that need more under-

standing. After a previous preliminary use of IRT in machine learn-

ing only using one classifier technique (random forests) [10], we have

extended the analysis for more datasets and many more models, and

we have found some caveats when trying to locate classifiers and un-

derstand the parameters of the items (difficulty, discrimination and

guessing) and especially the abilities of the classifiers. Solving these

caveats is necessary to clarify the previous questions and make full

sense of IRT in machine learning.

In this paper, we present this novel IRT-based approach with po-

tential applications in machine learning and artificial intelligence. We

analyse the instance-wise performance of a great variety of classifiers
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and determine those cases for which classifiers fail. In a nutshell, this

paper contributes to clarify how IRT works, highlighting the role it

can play in potential machine learning applications.

The rest of the paper is organised as follows. Section 2 discusses

why a more detailed analysis of artificial intelligence results, and

machine learning results in particular, is necessary and why IRT can

be an appropriate tool for this. Section 3 describes the experimental

methodology used in terms of classifier techniques, artificial classi-

fiers and datasets used, as well as the particular estimation methods

for the IRT models. Section 4 focuses on the inferred instance pa-

rameters: whether difficulty really represents instance hardness, the

interpretation of the discrimination parameter (especially when close

to zero or negative) and the relation between the class distribution

and the guessing parameter. Section 5 focuses on the inferred classi-

fier ability, how it relates to ability and the effect of removing the in-

stances with negative discrimination. Section 6 discusses the findings

of the previous sections and gives a global interpretation of what the

IRT parameters mean and how they should be used. Section 7 closes

the paper with the prospective applications, once seen that IRT and

machine learning make sense together.

2 BACKGROUND
It is clear that the better we understand how a technique behaves for

a range of problems the more possibilities we have for an accurate

evaluation, the right selection of the optimal technique for a given

problem and the improvement of the technique themselves. Let us

first analyse why some practices in AI and machine learning may be

benefited by a more detailed analyses, especially in terms of discrim-

ination, and then we will see what IRT may bring.

2.1 Motivation
In any area of artificial intelligence, some problems are more difficult

than others, and some techniques are more capable than others. But

what is the relation between difficulty and ability? Is it a monotonic

one, i.e., better techniques usually get better results on more diffi-

cult problems and usually solve the easier ones? Should we focus

our efforts on developing or improving our techniques such that they

address the more difficult and challenging problems or such that they

are more robust with the easier, and perhaps more common, prob-

lems?

These questions are critical for the progress and evaluation of the

techniques in any AI discipline, from planning to machine transla-

tion. Of course, each discipline has a set of benchmarks and a group

of state-of-the-art techniques, which are used to analyse and compare

any new proposal, either as particular research papers or open com-

petitions. We can rank techniques according to their overall results,

or even do pairwise comparisons and show that method A is better

than B. The results may even say that the difference is statistically

significant. However, what we seldom analyse is how the overall re-

sult for a collection of benchmark problems is distributed. Are these

systems better on the more difficult problems at the cost of failing at

some easy problems? Also, as the discipline progresses, new chal-

lenging problems are included and, sometimes, the easy problems

are removed from the benchmark. The analysis of problem difficulty

or hardness is then very relevant to understand not only whether, but

how, AI methods are improving.

An area where the analysis of difficulty, or hardness, has been in-

vestigated recently is machine learning. Machine learning has a long

tradition of evaluating different techniques with many problems, but

the use of difficulty is not so common. In the area of metalearning

[3], it is common to analyse the features of classifiers and datasets in

order to see which ones go well with a particular dataset. However,

the notion of ‘difficulty’ of a dataset cannot be assigned to accuracy

or cost. For instance, it is easy to get high accuracy for a very im-

balanced binary problem while it is very difficult for a problem with

ten balanced classes. Accuracy or any other common metrics [6] are

not very related to the difficulty of a dataset. There have been some

recent analysis of repositories [15, 8], but the notion of difficulty is

elusive in this context.

There is a more significant analysis of the difficulty or hardness

of instances, given a dataset. In [12], Smith et al. provide an empir-

ical definition of instance hardness based on the average behaviour

of a set of diverse classifiers (e.g., the average error produced by the

pool of classifiers for that instance). This has several potential ap-

plications, as mentioned above, for the detection of where different

classifiers fail and how they can be improved. However, this average

hardness misses important information about instance difficulty as it

might be the case that the instance is difficult for all classifiers homo-

geneously (only 10% of the classifiers get it right with no correlation

to their accuracy) or is difficult especially for most but some classi-

fiers (only 10% of the classifiers get it right but these are the most

competent ones for the dataset). This information is key to under-

stand what the instances really are and how the classifiers are really

behaving. Also, instance hardness alone does not say much about

whether a few instances can be used to tell between good and bad

classifiers, in a model selection situation.

Interestingly, all of these issues have been addressed in the past by

item response theory.

2.2 Item response theory
Item response theory (IRT) [5, 4] considers a set of models that re-

late responses given to items to latent abilities of the respondents.

IRT models have been mainly used in educational testing and psy-

chometric evaluation in which examinees’ ability is measured using

a test with several questions (i.e., items).

In IRT, the probability of a response for an item is a function of

the examinee’s ability (or proficiency) and some item’s parameters.

There are models developed in IRT for different kinds of response,

but we will focus on the dichotomous models. In dichotomous mod-

els the response can be either correct or incorrect. That does not mean

that there are only two possible answers to a question. There might

be more than two, as usually in multiple-option questionnaires.

Let Uij be a binary response of a respondent j to item i, in which

Uij = 1 for a correct response and Uij = 0 otherwise. Let θj be

the ability or proficiency of j. Now, assuming that the result only

depends on the ability and no longer on the particular classifier, we

can express the response as a function of i alone, i.e.Ui. For the basic

3-parameter (3PL) IRT model, the probability of a correct response

given the examinee’s ability is modelled as a logistic function:

P (Ui = 1|θj) = ci + 1− ci
1 + exp(−ai(θj − bi))

(1)

The above model provides for each item its Item Characteristic
Curve (ICC) (see Figure 1 as an example), characterised by the pa-

rameters:

• Difficulty (bi): it is the location parameter of the logistic function

and can be seen as a measure of item difficulty. When ci = 0,
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Figure 1: Example of a 3PL IRT model (in black), with slope a =
2 (discrimination, in red), location parameter b = 3 (difficulty, in

green) and guessing parameter c = 0.1 (chance, in grey).

then P (Ui = 1|bi) = 0.5. It is measured in the same scale of the

ability;

• Discrimination (ai): it indicates the steepness of the function at the

location point. For a high value, a small change in ability can result

in a big change in the item response. Alternatively we can use the

slope at location point, computed as ai(1 − ci)/4 to measure the

discrimination value of the instance;

• Guessing (ci): it represents the probability of a correct response

by a respondent with very low ability (P (Ui = 1| − ∞) = ci).
This is usually associated to a result given by chance.

The basic IRT model can be simplified to two parameters (e.g., as-

suming that ci = 0), or just one parameter (assuming ci = 0 and a

fixed value of ai, e.g. ai = 1).

The ability of an individual is not measured in terms of the num-

ber of correct answers but it is estimated based on his/her responses

to discriminating items with different levels of difficulty. Respon-

dents who tend to correctly answer the most difficulty items will be

assigned to high values of ability. Difficulty items in turn are those

correctly answered only by the most proficient respondents.

Straightforward methods based on maximum-likelihood estima-

tion (MLE) can be used to estimate either the item’s parameters

(when examinees’ abilities are known) or the abilities (when items’

parameters are known). A more difficult, but common, situation is

the estimation when both the items’ parameters and respondents’

abilities are unknown. In this situation, an iterative two-step method

(Birnbaum’s method [2]) can be adopted:

• Step (1) Start with initial values for abilities θj (e.g., random val-

ues or the number of right responses) and estimate the model pa-

rameters;

• Step (2) Adopt the estimated parameters in the previous step as

known values and estimate the abilities θj .

In this method, items’ parameters and abilities are simultaneously

estimated only based on a set of observed responses to items, with

no strong knowledge about the true ability of the respondents.

In our adaptation of IRT, an item in IRT can be identified with a

problem in AI, and an individual (or subject) can be identified with

an AI method, technique or system. In the case of machine learn-

ing, an item can be a dataset (the whole problem) or it can be an

instance (an example in a dataset). While we think that the equating

of items with datasets can be very interesting, we leave this as future

work, with this paper focusing on the analysis of items as instances.

In a very preliminary analysis of the application of IRT to machine

learning [10], we addressed classification problems, and we iden-

tified items with instance and individuals with classifiers. Accord-

ingly, we can talk about instance difficulty, instance discrimination,

instance guessing and instance characteristic curves, but also we can

talk about ‘classifier abilities’.

The previous analysis in [10] was restricted to just one classifier

technique (random forest) varying the number of trees. As a con-

sequence, results were very smooth and expectable, as the higher

the number of trees the higher the ability. We already found some

caveats, as our lack of understanding of the ‘guessing’ factor, which

we wanted to connect to the class distribution. However, we did not

know how IRT would behave for a pool of diverse classifiers and,

most especially, what parameters we could get when we have spe-

cial classifiers, such as a random classifier, a majority classifier or

a perfect classifier. The IRT packages used then and the number of

datasets were also limited, so we had a very restricted view of the

application of IRT.

In this paper we widen our focus and do a more consistent ex-

perimental analysis on a range of different classifiers and datasets,

showing and explaining some unexpected results.

3 METHODOLOGY
We want to design a realistic and reproducible experimental sce-

nario5 where we can compare a wide range of classifiers with a di-

versity of datasets6.

For estimating good IRT models, a reasonably high number of in-

dividuals is needed. Since we equate individuals with instances this

is not an issue if we do not use datasets with a very small number of

examples N (¡100).

However, the most critical issue is obtaining a large population of

techniques. In order to achieve that, we used 128 classifiers arising

from 15 different families (decision trees, rule-based methods, dis-

criminant analysis, Bayesian, neural networks, support vector ma-

chines, boosting, bagging, stacking, random forests, nearest neigh-

bours, partial least squares, principal component regression and lo-

gistic and multinomial regression). In order to obtain 128 classifiers,

but still heterogeneous, we modified their parameters6 to obtain sev-

eral different models per technique. For instance, a pool of classifiers

was produced by Random Forests (RF) trained with different num-

bers of trees. All the classifiers are implemented in R. Some use a

particular package while others use the classifier through the inter-

face provided by the caret7 package. We learned the models adopting

10-fold cross-validation.

Apart from the classifiers generated by machine learning tech-

niques, we also introduced some artificial classifiers:

• Three random classifiers (RndA, RndB, RndC), the three equally

using the prior class probabilities but included to analyse variabil-

ity.

• Majority/minority classifier (Maj, Min), which always return the

majority/minority class of the dataset.

• Two idealistic (not feasible in practice) classifiers, using the test

labels: an optimal/pessimal classifier (Opt, Pess) which always

5 For reproducibility, all the experiments can be found in https:
//github.com/nandomp/IRT_params/blob/master/
Experiments.md.

6 The whole list of classifiers’ parameters, data, plots, configuration files and
code is in https://github.com/nandomp/IRT_params.git.

7 See http://caret.r-forge.r-project.org.
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succeeds/fails respectively.

These seven artificial classifiers are used as baselines, establishing

a continuum from the pessimal to the optimal. The random ones are

in between, plus the minority and majority class.

We have performed a series of experiments using the Cassini8 toy

dataset and a set of eight real datasets from the UCI repository [1].

For space reasons, in the paper we only show the results for the

“Cassini” and the “Heart-Statlog” dataset. “Cassini” is a 3-class bi-

variate toy dataset composed by 200 instances with a 10% of random

noise we put on purpose (see Figure 2), and we use it as an illustrative

dataset. “Heart-Statlog” is a binary dataset which has 270 instances

and 13 attributes containing heart disease data (see Figure 5) and we

use it as a representative dataset.

For all datasets separately we develop the parameter tuning in or-

der to obtain the logistic models and proficiency models. The bi-

nary results from the classifiers are always obtained by using the test

“fold”, therefore never using the train sets to obtain the responses.

In particular, a 3-parameter IRT model (based on logistic functions)

is learned for each instance, fitting the classifiers’ correct response

probability according to their abilities and the guess parameter. We

adopt MLE to estimate all the models’ parameters of all instances

and the classifiers’ ability simultaneously, as usual in IRT. In particu-

lar, for generating the IRT models, we used the ltm[11] R package,

which implements the previously mentioned Birnbaum’s method.

The model parameters characterise the instance difficulty, guess

parameter and discrimination power, as we will analyse in the fol-

lowing section. The ability of a classifier is also estimated by the

MLE method in the IRT package under different contexts (levels of

instance difficulty). As we will see in Section 5, it is related (non-

linearly) to classification accuracy.

4 ANALYSIS OF THE INSTANCE
PARAMETERS

The item parameter that is easiest to understand is difficulty. Because

of the MLE estimation method, the value is not equal but well cor-

related to the percentage of classifiers that predict it correctly. Diffi-

culty can be estimated by other (simpler) methods, such as [12], and

it has no interpretation problems, so let us focus on the discrimina-

tion and the guessing parameters next.

4.1 The discrimination parameter
The discrimination parameter (slope) is a measure of the capability

of an item to differentiate between individuals (classifiers). There-

fore, when applying IRT to evaluate classifiers, the slope of an in-

stance can be used to indicate if the instance is useful to distinguish

between strong or weak classifiers for a problem. With the aim of

better understanding the meaning of this parameter, we first used the

toy Cassini dataset (see Figure 2). In this case, 200 IRT models were

built (one per instance) and 128 values of ability for the set of clas-

sifiers were estimated. Some examples of item characteristic curves9

(ICCs) are presented in Figure 3. What we see is that some instances

are more difficult than others: instance “b” has difficulty 0.9 while

instance “c” has difficulty -2.1. The slopes for the four instances here

are positive but with pretty different slope values (see Table 1).

8 Provided by the mlbench R package (see https://cran.r-project.
org/web/packages/mlbench/).

9 All ICCs for the Cassini and the UCI datasets are in https:
//github.com/nandomp/IRT_params/tree/master/
_guessingParam_
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Figure 2: Visualisation of the Cassini toy dataset. Different colours

represent different classes. Those instances with negative slope are

represented with a black dot inside. ICCs of those instances labelled

with a letter are shown in Figures 3 and 4.
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Figure 3: Examples of ICCs (with positive slope) of the points la-

belled in Figure 2 from “a” to “d”. Classifier abilities are also in-

cluded in the ICCs, plotted at y = 1 if they succeed on the instance,

and at y = 0 otherwise. Artificial classifiers are named. The proba-

bility of correct response for the ability values of the three random

classifiers are plotted with red dashed lines (cut points) usually ap-

pearing together or very close.

Item Guess Difficulty Discrimination
a 0.18204 -1.06159 18.70137
b 0.71252 0.89022 13.67411
c 0.00016 -2.12133 6.81183
d 0.05437 -0.03429 5.10973
e 0 -0.99836 -1.57099
f 0 -2.11275 -1.70781

Table 1: ICC parameters for the plots in Figures 3 and 4
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From the 200 instances, 180 had positive slopes (i.e., positive dis-

crimination values), matching the common assumption of IRT and

the nice ICCs on Figure 4. In these cases, the probability of correct

responses is positively related to the estimated ability of the clas-

sifiers. But negative discrimination values were observed for 20 in-

stances. We can identify them in Figure 2 as those with a black dot

inside. Figure 4 shows two ICCs examples for these cases “e” and

“f”. As the discrimination is negative, this means that these instances

are most frequently well classified by the weakest classifiers. These

cases are anomalous in IRT (usually referred to as “abstruse” or “id-

iosyncratic”’ items). But in the context of machine learning, these are

precisely the instances that may be most useful to identify particular

situations. For example, if two instances 1 and 2 in a binary classifi-

cation problem have exactly the same features but belong to different

classes, then P (U1j = 1|Θj) = 1 − P (U2j = 1|Θj). In this situa-

tion, one of the instances may have been wrongly labelled, which can

result in a negative-slope ICC. Focusing on the Cassini dataset, noisy

instances put on purpose are exactly those that have negative slope.

The same applies when using the Heart-statlog dataset (Figure 5), but

in this case, where no noisy instances are introduced on purpose (but

there might be noise originally), negative slopes usually appear for

instances that are in regions of the instance space dominated by the

other classes.
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Figure 4: Examples of ICCs (negative slope) of the points labelled in

Figure 2 as “e” and “f”. Classifier abilities are plotted in y = 1 if

they succeed, otherwise, in y = 0. Artificial classifiers are named.

By looking at the discrimination parameter for several instances,

we now see that difficulty alone is insufficient to understand what

is going on with an instance, and that the discrimination parameter,

especially when negative, can highlight the key instances in a dataset.

4.2 Understanding the guess parameter

In IRT, the pseudo-guess (or guessing) parameter (characterising the

lower asymptote of the ICCs) tells us how likely the examinees are

to obtain the correct answer by guessing. Namely, even if the exam-

inee does not know anything about the matter (has an ability equal

to −∞), he or she can still have some chances to succeed. For in-

stance, on a multiple choice testing item with four possible answers,

the guessing parameter is 0.25.

However, we now find that, when applying IRT in machine learn-

ing, the guessing parameter has nothing to do with the original mean-

ing for psychometrics. Following the above definition, our intuition

would tell us that the guess parameter should be equal to one divided

by the number of classes. But we see it is not the case when eval-

uating classifiers with datasets. An illustrative example of this can
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Figure 5: Visualisation of the Heart dataset using the first principal

components. Different colours represent different classes. Crosses

indicate the instances with negative slopes. Normal data ellipses are

represented for each group (class) as well as the arrows for the orig-

inal variables (dataset attributes).

be seen again if we go back to Figure 3, which plots some exam-

ples of ICCs for the Cassini dataset (3 classes). We see that the lower

asymptotes of the ICCs take different values which, although helping

the logistic model to be more flexible, are very different from what

one would expect for this dataset (which would depend on the class

distribution). From the rest of experiments with UCI datasets used

we concluded exactly the same —initially surprising— fact.

But, interestingly, if we plot as a cut points (dashed red lines) the

probability of correct response for the ability values of the three ran-

dom classifiers, we get some interesting but disparate values, in this

case 0.18, 0.71, 0.5 and 0.06 on Figure 3. However, we can compute

the average conditional probability of success of these random clas-

sifiers (or all that have ability the same ability, denoted by θc), for all

instances, i.e.,

pSuccess(θc) =

∑
pi(Ui = 1|θc)
N

where c is the classifier andN is the number of instances. The values

of pSuccess(θc) for the three random classifiers are 0.35, 0.36 and

0.36. As the class proportions for this dataset are 0.4, 0.4 and 0.2
and the random classifiers use the prior distribution, we have 0.42 +
0.42+0.22 = 0.36 as expected accuracy, which explains these values.

As a conclusion, the guessing parameter has to be interpreted as an

extra degree of freedom to fit the logistic models, but not linked to the

class distribution. Interestingly, as we have introduced the pessimal

classifier, it is even clearer that linking the guessing parameter to the

number of classes or their distribution does not make sense, as there

can be models, at least in theory (e.g., the pessimal classifier), that

have 0 accuracy even for two classes.

5 ANALYSIS OF ABILITY AND CLASSIFIER
CHARACTERISTIC CURVES

As we mentioned in the introduction, IRT has a dual character in

the way that we get information about the items (instances) but also

about the subjects (classifiers). What information can we extract

about the classifiers using IRT? Directly, IRT estimates a value of

ability θ for each classifier. How is this indicator interpreted? This is

what we see next.
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5.1 Estimated abilities and actual classifier quality
Figures 6 and 7 show the estimated abilities of all classifiers for the

Cassini and Heart-statlog datasets against accuracy (Left) and against

the average probability of success pSuccess(θc) given the ability of

the classifier (Right). In both cases, we see a strong correlation, as

expected, i.e., able classifiers have higher accuracy. It seems that the

correlation is more linear in the case of pSuccess(θc), but basically

left and right plots portray a similar picture.

The interesting bit comes when we look at the extreme classifiers,

such as Pessimal and Optimal. We should expect that they had the

worst and best estimated abilities respectively, but this is not what

we see. Actually, there are many classifiers with higher ability than

Optimal.

●

●

●
●

●

●

●

●●●

●

●●●●●●●●

●
●
●●●●
●●●

●●
●●●●●●●

●

●●

●

●● ●
●●

●●●●●●●●●●●●●●
●●●●
●●●● ●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●

●

●
●

●
●

●

MinorityClass

PessimalClass

RandomClass_C

RandomClass_B

RandomClass_A
MajorityClass

OptimalClass

0.00

0.25

0.50

0.75

1.00

−4 −2 0 2 4
Ability

A
cc

ur
ac

y

●

●

●
●

●

●

●

●●●

●

●●●●●●●●

●
●
●●●●

●●●

●●
●●●●●●●

●

●●

●

●●●
●●

●●●●●●●●●
●●●●●
●●●●
●●●●

●●●●●●●●●●●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●

●

●

●
●

●
●

●

MinorityClass

PessimalClass

RandomClass_C
RandomClass_B

RandomClass_A

MajorityClass

OptimalClass

0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00
Average Probability of Success

A
cc

ur
ac

y

Figure 6: Original Cassini dataset. (Left) Scatter plot showing the

relationship between the ability parameter θ and the classifier accu-

racy. (Right) Scatter plot showing the relationship between the av-

erage probability of success pSuccess(θc) given the ability of the

classifier and their accuracy.
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Figure 7: Original Heart dataset. (Left) Scatter plot showing the rela-

tionship between the ability parameter θ and the classifier accuracy.

Negative values of the discriminant parameter instances greatly af-

fect the estimation of the classifier ability parameter. (Right) Scatter

plot showing the relationship between the average probability of suc-

cess pSuccess(θc) given the ability of the classifier and their accu-

racy.

We have tried to understand this surprising result and we have ob-

served that the instances with a negative value of the discrimination

parameter greatly affect the estimation of the ability parameter of

the classifiers. In order to show this, we are going to recalculate all

the parameters and abilities, but previously removing all instances

with negative discrimination from the dataset. This is what we see in

Figures 8 and 9. Now the Optimal and Pessimal classifiers are actu-

ally the best and worst classifiers respectively. Also, we see that the

accuracies are now much better. In fact, by removing the examples

with negative discrimination, there are classifiers that can get almost

100% accuracy.
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Figure 8: Cassini dataset where those instances with a negative dis-

criminant parameter (a) have been removed. (Left) Scatter plot show-

ing the relationship between the ability parameter θ and the classifier

accuracy. (Right) Scatter plot showing the relationship between the

classifier average probability of success pSuccess(θc) and their ac-

curacy.

●

●

●

●
●

●●

●

●●

●●● ●
●●●●
●●

●●●
●
●●●●
●●●●●●●●●●●
●●●●

●

●●●●●●●●●●
●
●
●
●

●

●
●
●

●
●
●
●
●●●●●
●●●●
●
●●●●●●●●

●
●●●●
●●●●●●

●●
●●●
●
●● ●

●
●
●●
●●●
●●
●●●●●●●
●●
● ●

●●
●

●

●

●

●

●

●

●

PessimalClass

MinorityClass
RandomClass_C

RandomClass_B

RandomClass_A

MajorityClass

OptimalClass

0.00

0.25

0.50

0.75

1.00

−4 −2 0 2 4
Ability

A
cc

ur
ac

y

●

●

●

●
●

●●

●

●●

●●● ●
●●●●
●●

●●●
●
●●●●
●●●●●●●●●●●
●●●●
●

●●●●●●●●●●
●
●
●
●

●

●
●
●

●
●
●
●
●●●●●
●●●●
●
●●●●●●●●
●
●●●●
●●●●●●
●●
●●●
●
●●●
●
●
●●
●●●
●●
●●●●●●●
●●
●●
●●
●

●

●

●

●

●

●

●

PessimalClass

MinorityClass

RandomClass_C

RandomClass_B

RandomClass_A

MajorityClass

OptimalClass

0.00

0.25

0.50

0.75

1.00

0.00 0.25 0.50 0.75 1.00
Average Probability of Success

A
cc

ur
ac

y

Figure 9: Heart dataset where those instances with a negative discrim-

inant parameter (a) have been removed: (Left) Scatter plot showing

the relationship between the ability parameter θ and the classifier

accuracy. (Right) Scatter plot showing the relationship between the

classifier average probability of success pSuccess(θc) and their ac-

curacy.

The outcome of this observation is that IRT penalises those classi-

fiers that respond correctly to the instances with negative discrimina-

tions, as a good classifier should do worse with items with negative

discrimination. This is consistent with the item parameters. This sug-

gests the common practice in IRT of removing the instances with low

or negative discrimination, leaving only the items that are useful to

evaluate respondents. If we do that for a dataset, we are not sure that

we are removing noise or just odd instances that are well labelled, but

we have an ability value that is more indicative of the quality of the

classifier. In other words, for instances with negative discrimination

parameters, IRT considers that those that succeed may be because

they are less able, either because they overfit, underfit or by chance.

From a machine learning point of view, whether we have to re-

move the instances with negative discrimination is an important

question, but it depends on what we want to do. If we want to learn

models, it is more dubious whether they should be removed (but this

should be analysed for each technique). However, if we want to eval-

uate models, it seems that removing these instances can have the ad-

vantage that ability may be more reliable than accuracy to select the

best classifiers. Before a more extensive analysis is done, we will not
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run into any conclusions, especially because a better way of compar-

ing classifiers is by looking ability as a function of the difficulty and

discrimination of the instances, as we explore next.

5.2 Classifier characteristic curves
Once the different IRT parameters of each instance are estimated

and understood, we propose to define a classifier characteristic curve

(CCC) for each classifier of interest, inspired on the concept of per-

son characteristic curve previously developed in IRT. A CCC is a

plot for the response probability (accuracy) of a particular classifier

as a function of the instance difficulty. Figure 10 presents the CCC

of the classifiers in Table 2 for the Heart dataset using the difficulty

parameter bi as was estimated in the previous experiments with the

population of classifiers. For producing the CCC, we divided the in-

stances in 6 bins (of the same size) according to the difficulty param-

eter. For each bin, we plot on the x-axis the average difficulty of the

instances in the bin and on the y-axis we plot the frequency of cor-

rect responses of the classifier. In this experiment, we excluded the

instances with negative slopes.

ID Classifier Acc
Rnd Random classifier 0.54
fda flexible discriminant analysis 0.83

rpart Recursive partitioning 0.84
JRip Propositional rule learner 0.87
J48 Decision tree 0.89

SVM Support vector machine 0.96
IBK 2-nearest neighbours 0.93
RF Random forest 0.96
NN Neural network 0.97

Table 2: Classifiers of interest (using default parameters) and their

accuracy for the Heart-statlog dataset.The selected classifiers are a

representative sample of the main families of classifiers in machine

learning.
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Figure 10: CCC plots (across bins on the difficulty parameter) of the

classifiers in Table 2 for the Heart dataset (negative discrimination

instances filtered out).

In Figure 10 the classifiers are roughly constant for the first two

bins (easiest instances), corresponding to 34% of the instances con-

sidered. Apart from the random classifier, all get good results for

these easy instances. From the third bin, instances become more dif-

ficult in such a way that it is possible to start distinguishing the classi-

fiers’ abilities and some degrade sooner than others. For instance, J48

had a very good result for easy instances but has some problems with

those of medium difficulty. In the fifth bin (17% of the instances),

fda and rpart obtained the worst response probability (0.81), while

the best classifiers are still the NN and SVM with a response proba-

bility equal to 1. Finally, for the latest bin (17% of the instances), the

really hard instances, RF is the best classifier, followed by NN and

SVM, with response probabilities 0.83, 0.81 and 0.78. The most strik-

ing and interesting case is IBk. From being the best classifier for low

and medium difficulties it becomes the second-worst for high diffi-

culties. This suggests that the notion of difficulty that IRT infers may

be related to Thornton’s separability index, which is defined as the

percentage of the closest examples that are of the same class [7, 14]

We also propose a different CCC plot using the discrimination pa-

rameter instead of difficulty on the x-axis. Figure 10 presents this

variant of CCC for the same classifiers in Table 2 for the Heart

dataset. In this case, we analyse the original non-filtered version be-

cause we are interested in the analysis of negative discriminations.

The construction procedure is similar as in the previous case: col-

lect binary responses and divide the instances in bins ordered by the

discrimination parameter. For each bin, we plot on the x-axis the av-

erage range of the discrimination of the instances in the bin and in

the y-axis we plot the frequency of correct responses (accuracy) of

the classifier.
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Figure 11: CCC plots (across bins on the discrimination parameter)

of the classifiers in Table 2 for the Heart dataset.

The shape of the curves is as surprising as interesting. The results

are very bad for negative discriminations, but there is also a slightly

weak area for very high discriminations (very steep slopes). If we

look first at the negative discriminations, we see that some methods

that are very good for positive-discrimination instances (e.g., SVM)

are very bad for negative-discrimination instance. Actually, it seems

as if SVM errors could be the best predictor for discrimination (and

vice versa). Actually, there is a general pattern that the best mod-

els for positive-discrimination instances are the worst for negative-

discrimination instances. Of course, as expectable, the random model

is the best for the negative-discrimination instances, as this model is

flat.

The most interesting part for classifier evaluation happens at the

right end. It seems that those instances with very high slopes (very

high discriminations) are the ones that can better discriminate be-

tween different techniques. In other words, for medium discrimina-

tions, results are tighter and we would need several instances to tell

one classifier from another, but for high discrimination, only a few

examples may suffice.

6 DISCUSSION

The previous two sections have analysed the item parameters and

the classifier abilities in order to have a better understanding of IRT

when applied to machine learning classification.

When looking at instances, we see that their difficulty can be

caused by several reasons: it can be borderline, it can be surrounded

by examples of a different class (very low separability index), it can

be an outlier, etc. With the discrimination parameter, we at least can

see whether it is difficult because only good methods are able to iden-

tify it (but still solvable), having positive slope, or it is difficult be-

cause no method gets it right, or even good methods fail especially
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(because they want to find a pattern for it). This suggests that discrim-

ination can be very useful to analyse noise, on one hand, but also to

analyse how expressive classifiers are, and whether they overfit, on

the other hand.

Another thing we have clarified is the guess parameter. This has

to be ruled out as having any connection with the class distribution.

The inclusion of random classifiers is useful to see how difficulty and

ability can be calibrated. For instance, we could scale the difficulties

and abilities values such that they are zero for random classifiers,

which would help interpretability.

When analysing abilities, one of the first surprising results was

that the optimal classifier does not get the highest ability. This is

not a mistake but a way to maintain the consistency between the ex-
pected responses produced by the logistic models for good classifiers

and their observed responses. If an instance has a negative slope, the

expected response of the optimal classifiers for that instance is close

to zero. However, the observed response of the optimal classifier is

always one. So, one way to produce a better fit of the observed re-

sponses for that instance in isolation would be to demote the ability

of the optimal classifier. In this way, the difference between the ex-

pected response (defined by the ICC) and the observed response of

the optimal classifier would not be so large.

Actually, if a classifier is predicting all instances correctly, either

the dataset is very simple, the classifier is overfitting the data or, as

usual in IRT, the classifier is cheating (basically what we are doing

here with the Optimal classifier, having access to the true labels). In

usual circumstances, with imperfect classifiers, noisy datasets, etc., it

makes sense again to demote the optimal classifier, especially consid-

ering that other actually good classifiers also made mistakes for the

noisy instances. So, in this way, ability is a very interesting measure

that portrays a different information than accuracy. Actually, consid-

ering that the optimal classifier should have maximum ability was

a wrong premise when we started the analysis of IRT in machine

learning.

It is important to highlight that IRT evaluates classifiers in terms of

the other classifiers that we include in the pool. This relativeness has

also its positive side, especially if we include a range of diverse clas-

sifiers in the pool according to those found in many machine learning

or data mining suites. Actually, it is for this kind of pool for which

we have to select the best model.

7 CONCLUSION

In this paper we have clarified the use of IRT for an instance-wise

analysis of datasets and classifiers (we left dataset-wise analysis for

future work). We identified several issues of confusion in the inter-

pretation of the parameters (discrimination, guessing, ability) and we

have now fully understood their meaning in the context of classifica-

tion. After this, it is now the time to explore all the potential applica-

tions.

There are three main application areas. The first area is that IRT

could be useful to improve classifier methods. We have seen that the

discrimination parameter could be used to identify those instances

with noise or with particular characteristics, or where the classi-

fiers overfit. This can be done with the training dataset (using cross-

validation) for a pool of common classification techniques (prefer-

ably efficient). Then, several criteria for exclusion of some instances

can be implemented during the learning of more computationally-

demanding techniques, such as ensembles or deep learning tech-

niques. Also, for some incremental methods (or new methods to be

developed) it might be useful to order the examples in some way,

starting for those that are easier and more discriminative, and let the

classifier be refined for other more complex examples afterwards.

The second area is classifier selection during deployment. If there

is any way to anticipate the difficulty of an instance, we can decide

which classifier is preferable for that particular instance, looking at

the classifier characteristic curves. The difficulty of an instance could

be explored by comparing the predictions of several classifiers or by

comparing it with other instances (in the training data) for which we

have previously determined its difficulty.

The third main area is evaluation. Actually, IRT was introduced

for that. One possible direction is the use of IRT to produce more

discriminative datasets, by removing the instances with negative dis-

crimination. It is a quite common practice in machine learning that

new methods are compared using 20 or 30 datasets from a repository,

when it is well known that most of them are not very discriminative.

If we ‘clean’ the datasets in order to remove the instances with neg-

ative discrimination, we can get that the abilities can be more signi-

ficative about the quality of a method. Also, we can compare abilities

between different datasets, which could be normalised to be com-

mensurate and calculate averages for a set of classifiers, something

that for accuracy or other metrics is not advisable, as the magnitudes

can be incommensurate. Finally, the most common application of

IRT is in adaptive testing. Selecting the items that are most discrimi-

native for a particular dataset may minimise the number of instances

that are required to estimate the ability of a new classifier, also by

adapting the difficulty of the items to the classifier as the estima-

tion proceeds. This could be useful, especially in applications where

we can ask for the label of selected instances, and they have a high

(expert) cost. As in IRT, a good estimation of ability using adaptive

testing could be done with about a dozen instances.

Of course, there might be criticisms too for the use of IRT in ma-

chine learning. For instance, the IRT approach can be computation-

ally expensive to fit IRT models for millions of instances, which is

very common now in real applications (even if we can always use

sampling). Of course, using IRT for calculating difficulty alone is an

overkill. The strength of IRT is the derivation of the discrimination

parameters and the interpretation of abilities.

Overall, we hope that this paper encourages other people to anal-

yse where and how IRT can be useful for machine learning. In

this paper, apart from the experimentation with real classifiers and

datasets, we have used artificial datasets and artificial classifiers,

which have brought an excellent opportunity to analyse how IRT

works and clarify their interpretation. We expect that further research

can do this for classification and other supervised machine learning

tasks (e.g., regression, for which other IRT models exists), but also

for weakly supervised machine learning (e.g., reinforcement learn-

ing) or for AI in general (e.g., planners, SAT solvers, etc).
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Skeptical, Weakly Skeptical, and Credulous
Inference Based on Preferred Ranking Functions

Christoph Beierle1 and Christian Eichhorn2 and Gabriele Kern-Isberner3 and Steven Kutsch4

Abstract. While the axiomatic system P is an important
standard for plausible nonmonotonic reasoning, inference re-
lations obtained from system Z or from c-representations have
been designed which go beyond system P. In this paper, we
propose the new concept of weakly skeptical inference that
properly extends the recently introduced skeptical c-inference,
but avoids disadvantages of a too liberal credulous inference.
We extend the concepts of skeptical, weakly skeptical, and
credulous c-inference by taking preferred models obtained
from different minimality criteria into account. We illustrate
the usefulness of the obtained inference relations, show that
they fulfill various desirable properties, and elaborate on their
interrelationships.

1 Introduction

Everyday or commonsense reasoning is usually on sets of con-
ditionals which we use to explain facts (“if it rains, then the
street is wet”) or rules with exceptions (“if one studies hard
for an exam, one usually passes”). Therefore, it is an estab-
lished practice to use sets of conditionals to formalize and im-
plement commonsense reasoning. Two prominent approaches
in this area are Adams’s system P [1] and Pearl’s system Z
[18]. The latter uses ordinal conditional functions (OCF [19]),
also called ranking functions, as semantic for conditionals,
which is also the case in the approach of c-representations
[11, 12]. While system Z inductively generates a unique rank-
ing function for a knowledge base R that models the all con-
ditionals in R, c-representations provide a schema for a set of
OCFs that do so.

While each c-representation could be used for reasoning
over R, recently the notion of skeptical c-inference taking all
c-representations for R into account has been introduced [2].
In this paper, we propose a novel inference relation extending
skeptical c-inference in that it allows to infer new knowledge
if it can be inferred by one c-representation of the knowl-
edge base and is not contradicted by any other. Thereby, this
weakly skeptical inference avoids disadvantages of the liberal
credulous inference that allows to infer all inferences obtained
by some c-representation. We show that weakly skeptical in-
ference lies strictly between skeptical and credulous inference,
illustrate its usefulness with several examples, and prove that
it satisfies various desirable properties.

1 University of Hagen, Germany
2 TU Dortmund, Germany
3 TU Dortmund, Germany
4 University of Hagen, Germany

Since in general, there is no unique c-representation for a
knowledge base R, several different minimality criteria have
been proposed to select a set of preferred c-representations
[3]. We generalize the concept of skeptical c-inference by tak-
ing only a set of preferred models obtained from such criteria
into account. For three different minimality criteria, we trans-
fer the concept of credulous and weakly skeptical inference,
study the properties of the resulting inference relations, and
elaborate their interrelationships. In particular, we argue that
using both weakly skeptical inference and preferred models
allows us to obtain desirable inferences that are not possible
by weakly skeptical inference over all c-representations nor by
skeptical inference over any of the considered sets of preferred
models.

This paper is organized as follows: We recall the basics
of conditionals, ordinal conditional functions (OCF), plausi-
ble inference, system Z and c-representations which we need
as formal background of this paper in Sections 2 and 3. In
Section 4, we study skeptical c-inference and its properties.
In Section 5, we introduce credulous and weakly skeptical
c-inferences both extending skeptical c-inference. In Section
6, we introduce skeptical, weakly skeptical, and credulous c-
inference relations with respect to different notions on pre-
ferred minimal models and investigate their properties. In
Section 7, we conclude and point out further work.

2 Background

We start with a propositional language L, generated by a
finite set Σ of atoms a, b, c, . . .. The formulas of L will be
denoted by uppercase Roman letters A,B,C, . . .. For concise-
ness of notation, we will omit the logical and -connective, writ-
ing AB instead of A∧B, and overlining formulas will indicate
negation, i.e. A means ¬A. Let Ω denote the set of possible
worlds over L; Ω will be taken here simply as the set of all
propositional interpretations over L and can be identified with
the set of all complete conjunctions over Σ. For ω ∈ Ω, ω |= A
means that the propositional formula A ∈ L holds in the pos-
sible world ω.

By introducing a new binary operator |, we obtain the set
(L | L) = {(B|A) | A,B ∈ L} of conditionals over L. (B|A)
formalizes “if A then (normally) B” and establishes a plausi-
ble, probable, possible etc. connection between the antecedent
A and the consequence B. Here, conditionals are supposed not
to be nested, that is, antecedent and consequent of a condi-
tional will be propositional formulas.

A conditional (B|A) is an object of a three-valued na-
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ture, partitioning the set of worlds Ω in three parts: those
worlds satisfying AB, thus verifying the conditional, those
worlds satisfying AB, thus falsifying the conditional, and
those worlds not fulfilling the premise A and to which the
conditional may not be applied to at all. This allows us to
represent (B|A) as a generalized indicator function going back
to [6] (where u stands for unknown or indeterminate):

(B|A)(ω) =

⎧⎨⎩
1 if ω |= AB
0 if ω |= AB
u if ω |= A

(1)

A conditional (B|A) is tolerated [18] by a set R ⊆ (L | L) if
and only if there is a world ω that verifies (B|A) and does not
falsify any conditional in R.

To give appropriate semantics to conditionals, they are
usually considered within richer structures such as epistemic
states. Besides certain (logical) knowledge, epistemic states
also allow the representation of preferences, beliefs, assump-
tions of an intelligent agent. Basically, an epistemic state al-
lows one to compare formulas or worlds with respect to plau-
sibility, possibility, necessity, probability, etc.

Well-known qualitative, ordinal approaches to represent
epistemic states are Spohn’s ordinal conditional functions,
OCFs, (also called ranking functions) [19], and possibility dis-
tributions [4], assigning degrees of plausibility, or of possi-
bility, respectively, to formulas and possible worlds. In such
qualitative frameworks, a conditional (B|A) is valid (or ac-
cepted), if its confirmation, AB, is more plausible, possible,
etc. than its refutation, AB; a suitable degree of acceptance
is calculated from the degrees associated with AB and AB.

In this paper, we consider Spohn’s OCFs [19]. An OCF is
a function κ : Ω → N0 expressing degrees of plausibility of
propositional formulas where a higher degree denotes “less
plausible” or “more surprising”. At least one world must be
regarded as being normal (or maximally plausible or unsur-
prising); therefore, κ(ω) = 0 for at least one ω ∈ Ω. Each
OCF can be taken as the representation of a full epistemic
state of an agent. Each such κ uniquely extends to a function
(also denoted by κ) mapping sentences A ∈ L to N∪{∞} by:

κ(A) =

{
min{κ(ω) | ω |= A} if A is satisfiable,

∞ otherwise.
(2)

An OCF κ accepts a conditional (B|A) (denoted by κ |=
(B|A)) if and only if the verification of the conditional is less
surprising than its falsification, i.e., if and only if κ(AB) <
κ(AB). This can also be understood as a nonmonotonic in-
ference relation between the premise A and the conclusion B:
We say that A κ-entails B (written A |∼κB) if and only if κ
accepts the conditional (B|A), formally

A |∼κB iff κ |= (B|A) iff κ(AB) < κ(AB). (3)

We call a conditional (B|A) with A |= B self-fulfilling since
it can not be falsified by any world. Similarly, (B|A) with
A |= B is contradictory since it can not be verified by any
world. Obviously, such conditionals are meaningless from a
modeling point of view, and we will not consider them in the
following. A set R ⊆ (L|L) of conditionals is called a knowl-
edge base if it does not contain any self-fulfilling or contra-
dictory conditional. An OCF κ accepts a knowledge base if
and only if κ accepts all conditionals in R (i.e., κ is admissi-
ble with respect to R [8]); such an OCF is called a (ranking)

model of R. A knowledge base R is consistent if and only if
a ranking model of R exists [18]. Note that in principle, R
could be supplemented with a classical strict knowledge base,
excluding worlds which violate the strict knowledge.

3 System P, System O, System Z, and
C-Representations

In this section we recall established systems of nonmonotonic
inference from conditional knowledge bases.

The following p-entailment is an established inference in
the area of ranking functions.

Definition 1 (p-entailment [8]). Let R be a conditional
knowledge base and let A,B be formulas. A p-entails B in
the context of R, written A |∼p

RB, if and only if A |∼κB for
all κ |= R.

P-entailment can be easily characterized:

Proposition 2 ([8]). Let R be a conditional knowledge base
and let A, B be formulas. A p-entails B in the context of a
knowledge base R, if and only if R∪{(B|A)} is inconsistent.

Nonmonotonic inference relations are usually evaluated by
means of properties. In particular, the axiom system P [1]
provides an important standard for plausible, nonmonotonic
inferences. With |∼ being a generic nonmonotonic inference
operator and A, B, C being formulas in L, the six properties
of system P are given as follows.

(REF) Reflexivity for all A ∈ L it holds that A |∼A
(LLE) Left Logical Equivalence A ≡ B and B |∼C imply A |∼C
(RW) Right weakening B |= C and A |∼B imply A |∼C
(CM) Cautious Monotony A |∼B and A |∼C imply AB |∼C
(CUT) A |∼B and AB |∼C imply A |∼C
(OR) A |∼C and B |∼C imply (A ∨B) |∼C
From these axioms it follows that if both B and C can be
inferred from a premise A, also the conjunction BC can be
inferred from A [17], formally

(AND) A |∼B and A |∼C imply A |∼BC.
We refer to Dubois and Prade [7] for the relation between
p-entailment and system P: Given a knowledge base R, sys-
tem P inference, denoted by |∼ p

R, is the same as p-entailment.

Proposition 3 ([7]). Let A, B be formulas and let R be a
conditional knowledge base. B follows from A in the context
of R with the rules of system P if and only if A p-entails B
in the context of R.

When using sets of conditionals as (knowledge) base of an
inference relation, one would expect that the conditional rules
in the knowledge base are valid in the respective inference
relation. This is formalized in the following property [16].

(DI) Direct Inference if (B|A) ∈ R then A |∼RB.

An axiom system that is strictly weaker than system P is
system O [13] which is given as follows.

(REF) Reflexivity for all A ∈ L it holds that A |∼A
(LLE) Left Logical Equivalence A ≡ B and B |∼C imply A |∼C
(RW) Right weakening B |= C and A |∼B imply A |∼C
(VCM) Very cautious monotony A |∼BC implies AB |∼C
(WAND)Weak and A |∼B and AC |∼C implies A |∼BC
(WOR) Weak or AB |∼C and AB |∼C implies A |∼C
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Two inference relations which are defined by specific OCFs
obtained inductively from a knowledge base R have received
some attention: system Z and c-representations, or the in-
duced inference relations, respectively, both show excellent
inference properties. We recall both approaches briefly.

System Z [18] is based upon the ranking function κZ , which
is the unique Pareto-minimal OCF that accepts R. The sys-
tem is set up by forming an ordered partition (R0, ...,Rm) of
R, where each Ri is the (with respect to set inclusion) max-
imal subset of

⋃m
j=iRj that is tolerated by

⋃m
j=iRj . This

partitioning is unique due to the maximality. The resulting
OCF κZ is defined by assigning to each world ω a rank of
1 plus the maximal index 1 � i � m of the partition that
contains conditionals falsified by ω or 0 if ω does not falsify
any conditional in R. Formally, for all (B|A) ∈ R and for
Z(B|A) = i iff (B|A) ∈ Ri, the OCF κZ is given by:

κZ(ω)=

{
0 iff ω does not falsify any conditional in R
max{Z(B|A)|(B|A) ∈ R, ω |= AB}+ 1 otherwise.

Other than system Z, the approach of c-representations
does not use the most severe falsification of a conditional, but
assigns an individual impact to each conditional and generates
the world ranks as a sum of impacts of falsified conditionals
(for a detailed introduction to c-representations see [11, 12]).

Definition 4 (c-representation [11, 12]). A c-representation
of a knowledge base R is a ranking function κ constructed
from non-negative integer impacts ηi ∈ N0 assigned to each
conditional (Bi|Ai) such that κ accepts R and is given by:

κ(ω) =
∑

1	i	n

ω|=AiBi

ηi (4)

Note that for the empty knowledge base R = ∅, the unique
c-representation accepting R assigns 0 to every world ω, thus
considering every world to be equally unsurprising and there-
fore representing a state of complete ignorance.

Definition 5 (CR(R) [3]). Let R = {(B1|A1), . . . , (Bn|An)}.
The constraint satisfaction problem for c-representations of
R, denoted by CR(R), is given by the conjunction of the con-
straints, for all i ∈ {1, . . . , n}:

ηi � 0 (5)

ηi > min
ω|=AiBi

∑
j �=i

ω|=AjBj

ηj − min
ω|=AiBi

∑
j �=i

ω|=AjBj

ηj (6)

A solution of CR(R) is an n-tuple (η1, . . . , ηn) of natural
numbers. For a constraint satisfaction problem CSP , the set
of solutions is denoted by Sol(CSP). Thus, with Sol(CR(R))
we denote the set of all solutions of CR(R).

Proposition 6 (Correctness of CR(R) [2]). For R =
{(B1|A1), . . . , (Bn|An)} let #»η = (η1, . . . , ηn) ∈ Sol(CR(R)).
Then the function κ defined by the equation system given by
(4) is a c-representation that accepts R.

Definition 7 (κ #»η ). For #»η ∈ Sol(CR(R)) and κ as in Equa-
tion (4), κ is the OCF induced by #»η and is denoted by κ #»η .

Proposition 8 (Completeness of CR(R) [2]).
Let κ be a c-representation for a knowledge base
R = {(B1|A1), . . . , (Bn|An)}, i.e., κ |= R. Then there
is a vector #»η ∈ Sol(CR(R)) such that κ = κ #»η .

It has been shown that there is a c-representation for a
knowledge base R if and only if R is consistent [11, 12]. The
completeness and correctness results in Propositions 6 and 8
give us that CR(R) is solvable if and only if there is a c-
representation for R. This gives us an additional criterion for
the consistency of a knowledge base since R is consistent iff
the constraint satisfaction problem CR(R) is solvable. Ap-
plying a constraint satisfaction solver, this gives us an imple-
mentable alternative to the tolerance test algorithm in [18].

4 Skeptical Inference over all
C-Representations

Whereas Equation (3) defines an inference relation |∼κ based

on a single OCF κ, in [2] a skeptical c-inference relation |∼sk
R

is introduced that takes all c-representations of a given knowl-
edge base R into account.

Definition 9 (skeptical c-inference, |∼sk
R [2]). Let R be a

knowledge base and let A, B be formulas. B is a skeptical
c-inference from A in the context of R, denoted by A |∼sk

RB,
if and only if A |∼κB holds for all c-representations κ for R.

While skeptical c-inference satisfies system P, it exceeds
system P.

Proposition 10 ([2]). Every system P entailment of a knowl-
edge base R is also a skeptical c-inference of R; the reverse is
not true in general.

It is known that system P does not allow for any subclass
inheritance, and system Z does license subclass inheritance
for regular subclasses, but does not allow for subclass inher-
itance of exceptional subclasses (see, for instance, [20]), the
latter is known as the Drowning Problem [5]. The following
example illustrates that skeptical c-inference allows for sub-
class inheritance for exceptional subclasses.

Example 11. For illustration, we use the well known penguin
example. Let Σ = {p, b, f, w} be a set of atoms describing
whether something is a penguin (p), bird (b), capable of flying
(f) or has wings (w). From this set, we compose the following
set of conditionals:

R =

⎧⎪⎪⎨⎪⎪⎩
(f |b), (“birds usually fly”)

(f |p), (“penguins usually do not fly”)
(b|p), (“penguins usually are birds”)
(w|b) (“birds usually have wings”)

⎫⎪⎪⎬⎪⎪⎭ (7)

Here, penguin is an exceptional subclass of bird, because pen-
guins are birds that cannot fly, but penguins are not excep-
tional with respect to having wings. So we expect that it should
not be possible to infer that penguins have wings (or not) by
either system P or system Z. Skeptical c-inference should li-
cense for the nonmonotonic entailment that penguins have
wings and thus penguins should inherit the property of hav-
ing wings from birds. We can extend R consistently both with
(w|p) and (w|p), so according to Proposition 3 we neither can
p-entail w nor w from p. This means we have both p |� p

Rw
and p |� p

Rw, as expected. The tolerance partitioning of R is
R0 = {(f |b), (w|b)}, R1 = {(f |p), (b|p)} which gives us the
system Z ranking function κZR given in Table 1. This OCF
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gives us

κZR(pw) = min{κZR(pbfw), κZR(pbfw), κZR(pbfw), κZR(pb fw)}
= min{2, 1, 2, 2} = 1

κZR(pw) = min{κZR(pbfw), κZR(pbfw), κZR(pbfw), κZR(pb fw)}
= min{2, 1, 2, 2} = 1

and thus κZR(pw) = κZR(pw) and therefore p |� κZ
R
w and

p |� κZ
R
w, also as expected. For skeptical inference over all c-

representations we have to inspect all solutions of CR(R).
The system of inequalities that is solved by the solutions
#»η ∈ Sol(CR(R)) for this example is set up according to Def-
inition 5 as follows:

η1 > min{η2, η2 + η4, 0, η4} −min{0, η4, 0, η4}
η2 > min{η1, η1 + η4, η3, η3} −min{0, η4, η3, η3}
η3 > min{η2, η2 + η4, η1, η1 + η4} −min{η2, η2, 0, 0}
η4 > min{η2, η1, 0, η1} −min{η2, η1, 0, η1}

This system can be simplified to

η1 > 0 η2 > min{η1, η3}
η3 > min{η2, η1} η4 > 0;

a case differentiation further yields η2 > η1 and η3 > η1.
Table 1 lists the ranks for every induced OCF κ #»η from these
solutions. So for all κ #»η have

κ #»η (pw) = min{η2, η1, η2 + η3, η3} = η1
κ #»η (pw) = min{η2 + η4︸ ︷︷ ︸

>η1

, η1 + η4︸ ︷︷ ︸
>η1

, η2 + η3︸ ︷︷ ︸
>η1

, η3︸︷︷︸
>η1

}

and thus κ #»η (pw) < κ #»η (pw) for all c-representations of R
which gives us p |∼ sk

Rw, and we see that using skeptical c-
inference we can infer that penguins inherit the properties of
their superclass birds of having wings.

In the following, we study further properties of skeptical
c-inference.

Definition 12 (inference closure Cl skR(A)). Let R be a knowl-
edge base and let A be a formula. Then

Cl skR(A) = {B | A |∼sk
RB} (8)

is the closure of A under skeptical c-inference in the context
of R.

Proposition 13 (Cl skR(A) deductively closed). For every
knowledge base R and every consistent formula A, the set
Cl skR(A) is deductively closed.

Proof. (i) We distinguish two cases and start with the case
that R is consistent. We first consider the closure of A with
respect to a single c-representation κ that accepts R, denoted
by

Clκ(A) = {B | A |∼κB}, (9)

and show that Clκ(A) is deductively closed. Let C ∈ L be
a formula such that Clκ(A) |= C. Due to the compactness
of propositional logic, there is a finite set {B1, . . . , Bm} ⊆

Clκ(A) such that {B1, . . . , Bm} |= C. As ranking inference,
|∼κ satisfies system P (see, e.g, [8, 10]) and therefore also
the property (AND). Thus, from A |∼κB1 and A |∼κB2 we get
A |∼κB1B2. Applying this argument iteratively, we get

A |∼κB1 . . . Bm. (10)

Again using the observation that |∼κ satisfies system P, right
weakening (RW) applied to B1 . . . Bn |= C and (10) yields
A |∼κC, implying that Clκ(A) is deductively closed. Since the
intersection of deductively closed sets is again a deductively
closed set and since

Cl skR(A) =
⋂

c-representation κ, κ|=R
Clκ(A) (11)

we conclude that Cl skR(A) is deductively closed.
(ii) If R is not consistent, then Cl skR(A) is the set of all

formulas which is trivially deductively closed.

Note that if R is consistent and A is inconsistent, then
Clκ(A) = ∅ for any κ accepting R. The following proposition
states the relationship between the consistency of R and of
Cl skR(A).

Proposition 14 (consistency of Cl skR(A)). For every knowl-
edge base R and every formula A, the set Cl skR(A) is consistent
if and only if R is consistent.

Proof. (i) We distinguish three cases and start with the case
that R is consistent and A is consistent. Similarly as in
the proof of Prop. 13, we first consider Clκ(A) for a c-
representation κ accepting R. Since Clκ(A) is deductively
closed as shown in the proof of Prop. 13, Clκ(A) is con-
sistent if and only if ⊥ 	∈ Clκ(A). Since A is consistent,
we have κ(A) < ∞. If we had ⊥ ∈ Clκ(A), then this
would imply A |∼κ⊥ and thus κ(A⊥) < κ(A�) which means
κ(⊥) = ∞ < κ(A), leading to a contradiction. Therefore,
Clκ(A) is consistent. Using (11) and ⊥ 	∈ Clκ(A) for every
c-representation κ accepting R, we get ⊥ 	∈ Cl skR(A). Thus,
since Cl skR(A) is deductively closed, it is also consistent.

(ii) If R is consistent and A is inconsistent, then there is no
formula B such that there is an OCF κ with κ(AB) = κ(⊥) <
κ(⊥) = κ(AB). Therefore, Cl skR(A) = Cl skR(⊥) = ∅ which is
trivially consistent.

(iii) If R is inconsistent, then for any formula A, Cl skR(A) is
the set of all formulas which is trivially inconsistent.

Proposition 15 (Cl skR( ) satisfies (DI)). Let R =
{(B1|A1), . . . , (B1|A1)} be a knowledge base.Then for every
i ∈ {1, . . . , n}, Bi ∈ Cl skR(Ai).

Proof. For every c-representation κ accepting R, we have
Ai |∼κBi and thus Bi ∈ Clκ(Ai). Using (11) yields Bi ∈
Cl skR(Ai).

5 Credulous and Weakly Skeptical
Inference Based on C-Representations

Any single c-representation acceptingR can be used for defin-
ing an inference relation inductively completingR that can be
used as a prototype while exhibiting desirable properties [20];
this observation provides practical relevance for the following
definition.
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Table 1. Ranking function κZ
R and schema of all c-representations κ�η for the penguin example in Example 11 and two induced ranking

functions κα and κβ of Example 17.

ω pbfw pbf w pbf w pbf w pbfw pbf w pbf w pb f w pbfw pbf w pbf w pbf w pbfw pbf w pbf w pb f w

κZR(ω) 2 2 1 1 2 2 2 2 0 1 1 1 0 0 0 0
κ #»η (ω) η2 η2 + η4 η1 η1 + η4 η2 + η3 η2 + η3 η3 η3 0 η4 η1 η1 + η4 0 0 0 0

κ #»α (ω) 2 3 1 2 4 4 2 2 0 1 1 2 0 0 0 0
κ #»

β (ω) 2 5 1 4 4 4 2 2 0 3 1 4 0 0 0 0

Definition 16 (credulous c-inference, |∼cr
R). Let R be a

knowledge base and let A, B be formulas. B is a credulous
c-inference from A in the context of R, denoted by A |∼cr

RB,
iff there is a c-representation κ for R such that A |∼κB holds.

Credulous c-inference is a liberal extension of skeptical c-
inference since A |∼sk

RB implies A |∼cr
RB for any consistent

knowledge base R and any formulas A,B. However, cred-
ulous c-inference has the disadvantage that we might have
both, A |∼cr

RB and A |∼cr
RB.

Example 17. To illustrate this, we recall Example 11 and
select the two solutions #»α = (1, 2, 2, 1) and

#»

β = (1, 2, 2, 3)
from Sol(CR(R)). These vectors induce the ranking func-
tions κ #»α and κ #»

β given in Table 1. From this table we obtain

κ #»α (pbfw) = 3 < 4 = κ #»α (pbfw) and thus pfw |∼ κ #»α
b whilst

κ #»
β (pbfw) = 7 > 4 = κ #»

β (pbfw) and thus pfw |∼ κ #»
β
b.

Therefore, we will introduce a new notion of inference ly-
ing between skeptical and credulous inference which we call
weakly skeptical. It is strictly more liberal than skeptical infer-
ence, but less permissive than credulous inference. It coincides
with credulous inference except that the inference of B from
a formula A is not allowed if also B could be inferred credu-
lously from A.

Definition 18 (weakly skeptical c-inference, |∼ws
R). Let R be

a knowledge base and let A, B be formulas. B is a weakly
skeptical c-inference from A in the context of R, denoted by
A |∼ws

RB, if and only if there is a c-representation κ for R such
that A |∼κB holds and there is no c-representation κ′ for R
such that A |∼κ′B.

The following example shows that weakly skeptical c-
inference allows for some desirable inferences that are not
possible under skeptical c-inference.

Example 19. Let Rbfa = {r1, r2, r3} be the following set of
conditionals:

r1 : (f |b) birds fly
r2 : (a|b) birds are animals
r3 : (a|fb) flying birds are animals

Consider a bird that lost its ability to fly (bf). We would
expect that this bird is still considered an animal (a). Yet it
holds that bf |�sk

Rbfa
a. On the other hand, both bf |∼cr

Rbfa
a and

bf |�cr
Rbfa
a hold. Therefore, from Def. 18 we get bf |∼ws

Rbfa
a.

In the following we prove some properties for this inference
relation.

Proposition 20. Weakly skeptical c-inference satisfies
(REF).

Proof. We have to show that for each A ∈ L we have A |∼ws
RA.

Since κ(⊥) =∞ for each κ we have κ(AA) < κ(AA) for each
OCF and thus also for each c-representation of a knowledge
base R.

Proposition 21. Weakly skeptical c-inference satisfies
(LLE).

Proof. We have to show that given A ≡ B, from A |∼ws
RC

we obtain B |∼ws
RC. The rank of a formula is the rank of the

minimal model of a formula (see (2)). Since two formulas
are semantically equivalent if and only if their model sets
are identical, given A ≡ B we have κ(A) = κ(B) and like-
wise κ(AC) = κ(BC) for every C ∈ L. Therefore (LLE)
holds for every ranking entailment and especially for every
c-representation of a knowledge base R.

Proposition 22. Weakly skeptical c-inference satisfies
(RW).

Proof. We have to show that given B |= C, from A |∼ws
RB

we can infer A |∼ws
RC. The prerequisite A |∼ws

RB gives us
κ #»η (AB) � κ #»η (AB) for all #»η ∈ Sol(CR(R)) and also that
there is a solution #»α ∈ Sol(CR(R)) such that κ #»α (AB) <
κ #»α (AB). The prerequisite B |= C gives us Mod (B) ⊆
Mod (C) and Mod (C) ⊇ Mod (B). Together with the inequali-
ties obtained from the other prerequisite we obtain κ #»η (AC) �
κ #»η (ABC) = κ #»η (AB) and κ #»η (AC) = κ #»η (ABC) � κ #»η (AB),
so we have the inequality chains

κ #»η (AC) � κ #»η (AB) = κ #»η (ABC) � κ #»η (AB)

� κ #»η (ABC) = κ #»η (AC)

κ #»α (AC) � κ #»α (AB) = κ #»α (ABC) < κ #»α (AB)

� κ #»α (ABC) = κ #»α (AC)

which directly gives us A |∼ws
RC.

Proposition 23. Weakly skeptical c-inference satisfies
(VCM).

Proof. We have to show that from A |∼ws
RBC we can infer

AB |∼ws
RC. The prerequisite A |∼ws

RBC gives us κ #»η (ABC) �
κ #»η (ABC) for all

#»η ∈ Sol(CR(R)) and that there is a solution
#»α ∈ Sol(CR(R)) such that κ #»α (ABC) < κ #»α (ABC). Here we
have

κ #»η (ABC) � κ #»η (ABC)

⇔ κ #»η (ABC) � min{κ #»η (ABC), κ #»η (ABC), κ #»η (ABC)}
⇒ κ #»η (ABC) � κ #»η (ABC). (12)

The inequality (12) is one part of the definition of AB |∼ws
RC.

This chain is applied equivalently to κ #»α (ABC) < κ #»α (ABC),
which completes the proof.
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Proposition 24. Weakly skeptical c-inference satisfies
(WAND).

Proof. We have to show that from A |∼ws
RB and AC |∼ws

RC we
can infer A |∼ws

RBC. This implication is true for every ranking
entailment: AC |∼ κC is defined by κ(ACC) < κ(AC), and
since κ(ACC) = κ(⊥) =∞, this inequality never holds, hence
the premise of the implication is always false and therefore the
implication is always true.

Thus, weakly skeptical c-inference satisfies several of the
crucial properties of nonmonotonic entailment relations dis-
cussed above. While we have not yet a formal proof with re-
spect to sytem O’s (WOR), the next proposition states that
weakly skeptical inference lies indeed strictly between skepti-
cal and credulous inference.

Proposition 25. For every consistent knowledge base R:

|∼sk
R � |∼ws

R � |∼cr
R (13)

Proof. The set inclusions follow immediately from the defini-
tions of the inference relations. For showing that the inclusions
are strict, corresponding examples can be given. For instance,
Example 19 shows that |∼sk

R � |∼ws
R is a proper inclusion.

The following definition generalizes the closure operator in-
troduced in Definition 12.

Definition 26 (closure). Let R be a knowledge base over
the propositional language L, let |∼bin

R ⊆ L × L be a binary
relation, and A ∈ L a formula. Then

ClbinR (A) = {B | A |∼bin
R B} (14)

is the closure of A under |∼bin
R in the context of R.

Thus, ClcrR(A) = {B | A |∼cr
RB} and Clws

R (A) = {B |
A |∼ws

RB} are the closure of A in the context of R under cred-
ulous and weakly skeptical c-inference, respectively.

While the closure under skeptical c-inference is deductively
closed and consistent (Propositions 13 and 14), Example 17
shows that the closure under credulous c-inference may be
inconsistent. In the following we will investigate this question
for the closure with respect to weakly skeptical c-inference.

For any of the three inference modes skeptical, weakly skep-
tical, and credulous, we observe that ⊥ can be inferred from
A if and only if R is inconsistent.

Proposition 27. Let τ ∈ {sk ,ws, cr}. For every knowledge
base R and every formula A, ⊥ ∈ ClτR(A) if and only if R is
inconsistent.

Proof. If R is inconsistent, then ClτR(A) is the set of all for-
mulas which also contains ⊥. For the other direction and
τ = sk , the proof follows from Propositions 13 and 14. For
τ ∈ {ws, cr}, if R were consistent, then there would be a κ
accepting R such that A |∼κ⊥ which is not possible (cf. the
proof of Proposition 14).

6 Inference With Respect to Preferred
Minimal Models

While c-representations provide an excellent basis for model-
based inference [9, 11], from the point of view of minimal

specificity (see e.g. [4]), those c-representations yielding min-
imal degrees of implausibility are most interesting. Different
orderings on Sol(CR(R)) leading to different minimality no-
tions can be used.

Definition 28 (sum-, cw-, ind-minimal). Let R be a knowl-
edge base and #»η , #»η ′ ∈ Sol(CR(R)).

(η1, . . . , ηn) �+ (η′1, . . . , η
′
n) (15)

iff
∑

1	i	n

ηi �
∑

1	i	n

η′i.

A vector #»η is sum-minimal iff #»η �+
#»η ′ for all #»η ′ ∈

Sol(CR(R)). We write #»η ≺+
#»η ′ iff #»η �+

#»η ′ and #»η ′ 	�+
#»η .

(η1, . . . , ηn) �cw (η′1, . . . , η
′
n) (16)

iff ηi � η′i for all i ∈ {1, . . . , n}

A vector #»η is cw-minimal iff there is no vector #»η ′ ∈
Sol(CR(R)) such that #»η ′ �cw

#»η and #»η 	�cw
#»η ′.

(η1, . . . , ηn) �O (η′1, . . . , η
′
n) (17)

iff κ #»η (ω) � κ #»η ′(ω) for all ω ∈ Ω

A vector #»η is ind-minimal iff there is no vector #»η ′ ∈
Sol(CR(R)) such that #»η ′ �O

#»η and #»η 	�O
#»η ′.

Thus, while sum-minimal and cw-minimal are defined by
just taking the components of the solution vectors #»η into
account, ind-minimality refers to the ranking function induced
by a solution vector.

Example 29. Consider Rbfa from Ex. 19. From (6), we get

η1 > 0
η2 > 0−min{η1, η3}
η3 > 0− η2

and since ηi � 0 according to (5), the two vectors

#»η (1) = (η1, η2, η3) = (1, 1, 0)
#»η (2) = (η1, η2, η3) = (1, 0, 1)

are two different solutions of CR(Rbfa) that are both sum-
minimal and cw-minimal in Sol(Rbfa) with respect to �+.
Table 2 shows the ranking functions induced by #»η (1) and #»η (2).
Only #»η (2) is ind-minimal because κ #»η (2)(abf) = 1 < 2 =

κ #»η (1)(abf) and κ #»η (2)(ω) = κ #»η (1)(ω) for all ω with ω 	= abf .

ω κ #»η (1) (ω) κ #»η (2) (ω) ω κ #»η (1) (ω) κ #»η (2) (ω)

abf 0 0 abf 1 1

abf 1 1 abf 2 1

abf 0 0 abf 0 0

abf 0 0 abf 0 0

Table 2. Ranking functions induced by the solution vectors
#»η (1) and #»η (2) from Example 29
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Each of the ordering relations �• with • ∈ {+, cw ,O} in-
duces a set of solutions of CR(R), denoted by

Solmin
�• (CR(R)) = { #»η | #»η ∈ Sol(CR(R)) and (18)

#»η is •-minimal}

that are minimal with respect to �•. These minimal models
can be viewed as preferred models, and in the following, we
will define nonmonotonic inference relations based on these
preferred models. Skeptical, credulous, and weakly skeptical
inference versions are obtained from the definitions of |∼sk

R,
|∼cr

R, and |∼ws
R by replacing the set of all solutions of CR(R)

by the respective set of minimal solutions.

Definition 30 (min-inference). Let R be a knowledge base,
let A, B be formulas, and let • ∈ {+, cw ,O}.

1. B is a skeptical •-min-inference from A in the context of
R, denoted by A |∼sk,•R B, if and only if A |∼κB holds for all
κ ∈ Solmin

�• (CR(R)).
2. B is a credulous •-min-inference from A in the context

of R, denoted by A |∼cr,•R B, if and only if there is a κ ∈
Solmin

�• (CR(R)) such that A |∼κB holds.
3. B is a weakly skeptical •-min-inference from A in the con-

text of R, denoted by A |∼ws,•
R B, if and only if there is a

κ ∈ Solmin
�• (CR(R)) such that A |∼κB holds and there is no

κ′ ∈ Solmin
�• (CR(R)) such that A |∼κ′B.

Let τ ∈ {sk , cr ,ws} and let • ∈ {+, cw ,O}. Using the
construction of Definition 26, for closure for each of the nine
min-inference relations |∼τ,•R is denoted by Clτ,•R (A) = {B |
A |∼τ,•RB}.

Proposition 31 (skeptical min-inference). Let R be a knowl-
edge base, let A be a formula, and let • ∈ {+, cw ,O}.

1. |∼sk,•R satisfies system P.

2. If A is consistent, then Cl sk,•R (A) is deductively closed.
3. If R is consistent, then Cl sk,•R (A) is consistent.
4. If R is consistent, then Cl sk,•R (A) = ∅ iff A is inconsistent.
5. |∼sk,•R satisfies (DI).

Proof. The first property can be shown along the lines of the
proof that |∼sk

R satisfies system P given in [2]. The proof of
(2) is analogous to the proof of Prop. 13, the proof of (3) is
analogous to the proof of Prop. 14, the proof of (4) is similar
to step (ii) in the proof of Prop. 14, and the proof of (5) is
analogous to the proof of Prop. 15.

The inclusions given in Prop. 25 carry over to all three kinds
of min-inference.

Proposition 32. For every consistent knowledge base R and
• ∈ {+, cw ,O} we have:

|∼sk,•R � |∼ws,•
R � |∼cr,•R (19)

Proof. The set inclusions follow as in Prop. 25. Example 19
also holds if only sum- or cw-minimal c-representations are
taken into account, thus showing that the inclusions |∼sk,+R �
|∼ws,+

R and |∼sk,cwR � |∼ws,cw
R are strict. Similarly, examples can

be constructed showing that the other four inclusions covered
by (19) are proper inclusions.

Each type of skeptical min-inference generalizes skeptical
c-inference since the set of models to be taken into account
is a subset; for the same reason, credulous c-inference is a
generalization of each type of min-inference, giving us:

Proposition 33. For every consistent knowledge base R and
• ∈ {+, cw ,O} we have:

|∼sk
R ⊆ |∼sk,•R (20)

|∼cr
R ⊇ |∼cr,•R (21)

Looking at the different min-inferences, we can show
that skeptical cw -min-inference is generalized by both +-
min-inference and O-min-inference, and that credulous cw -
min-inference generalizes both +-min-inference and O-min-
inference.

Proposition 34. For every consistent knowledge base R and
◦ ∈ {+,O} we have:

|∼sk,cwR ⊆ |∼sk,◦R (22)

|∼cr,cwR ⊇ |∼cr,◦R (23)

Proof. We first prove that the following inclusions hold:

Solmin
�+

(CR(R)) ⊆ Solmin
�cw

(CR(R)) (24)

Solmin
�O

(CR(R)) ⊆ Solmin
�cw

(CR(R)) (25)

For proving (24), assume there is a #»η ∈ Solmin
�+

(CR(R)) with
#»η 	∈ Solmin

�cw
(CR(R)). Then there is a #»η ′ ∈ Solmin

�cw
(CR(R))

with #»η ′ �cw
#»η and #»η ′ 	= #»η . From (16) we get η′i � ηi for all

i ∈ {1, . . . , n} and η′s < ηs for some s ∈ {1, . . . , n}, and thus:

n∑
i=1

η′i <
n∑

i=1

ηi

Therefore, #»η ′≺+
#»η and hence #»η 	∈ Solmin

�+
(CR(R)), contra-

dicting the assumption and thus implying (24).
For proving (25), assume there is a #»η ∈ Solmin

�O
(CR(R))

with #»η 	∈ Solmin
�cw

(CR(R)). Then there is a #»η ′ ∈
Solmin

�cw
(CR(R)) with #»η ′ �cw

#»η and #»η ′ 	= #»η . From (16)
we get η′i � ηi for all i ∈ {1, . . . , n} and η′s < ηs for some
s ∈ {1, . . . , n}. Since R does not contain any self-fulfilling
conditional (B|A) with A |= B, there is at least one world
ωs ∈ Ω with ωs |= AsBs. From (4) get:

κ #»η ′(ω) � κ #»η (ω) for all ω ∈ Ω

κ #»η ′(ωs) < κ #»η (ωs)

That means that #»η ′ �O
#»η and #»η 	�O

#»η ′; hence, #»η 	∈
Solmin

�O
(CR(R)), implying (25).

Since skeptical inference over a subset of models is a gen-
eralization, while credulous inference over a subset of models
is a restriction, (24) and (25) imply (22) and (23).

The following example illustrates that the inclusion in (22)
is strict for ◦ standing for +-min inference.

Example 35. Let Rstr = {r1, r2, r3, r4, r5} be the following
set of conditionals:

r1 : (b|p) penguins are birds

r2 : (b|p) non-penguins are birds

r3 : (b|psf) flying strange non-penguins are birds

r4 : (s|bf) flying things that aren’t birds are strange

r5 : (p|f) things that don’t fly are likely penguins
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Figure 1. Overview of c-inference relations and the relationships among them: −→ indicates a subset relationship,  indicates a proper
subset relationship, and =⇒ indicates a proper subset relationship between the corresponding skeptical, weakly skeptical, and credulous
inference relations. The relations indicated by dashed lines are illustrated in Example 36, but are not yet generally known. Similarly, also

the precise relation between sum-minimal and cw-minimal weakly skeptical inference, indicated by a dotted line, is not yet known.

For CR(Rstr ), the impact vector #»η (1) = (1, 0, 1, 2, 1) is both
cw- and ind-minimal while #»η (2) = (1, 1, 0, 1, 1) is cw-, ind-
and sum-minimal; there are no other minimal solutions. For
the four worlds satisfying pf , their assigned ranks under both
solutions and under system Z are given in the following table:

ω κ #»η (1) (ω) κ #»η (2) (ω) κZ
Rstr

(ω)

pbsf 1 1 1

pbsf 1 1 1

pbsf 1 2 1

pbsf 1 2 1

For the conditional (b|pf) observe that κ #»η (1) 	|= (b|pf)
since κ #»η (1)(pbf) = κ #»η (1)(pbf), but κ #»η (2) |= (b|pf) since

κ #»η (2)(pbf) = 1 < 2 = κ #»η (2)(pbf). Thus, pf |�sk,cwRstr
b and

pf |�sk,ORstr
b, but pf |∼sk,+Rstr

b. This shows that skeptical inference
over all c-representations induced by sum-minimal impact vec-
tors differs both from inference over cw-minimal and over ind-
minimal models in general.

While the inclusions in Prop. 33 and Prop. 34 are estab-
lished for skeptical and credulous inference, Example 36 shows
that the relationships are more intricate in the case of weakly
skeptical inference.

Example 36. Let Rbfp = {r1, r2, r3, r4} be the following set
of conditionals:

r1 : (f |b) birds fly

r2 : (f |p) penguins don’t fly

r3 : (f |bp) penguin birds don’t fly

r4 : (b|p) penguins are birds

It holds that fp |∼ws,cw
Rbfp
b, but fp |�ws,O

Rbfp
b. On the other hand,

it holds that fp |∼ws,cw
Rbfp
b, but fp |�ws

Rbfp
b . This shows that the

number of ranking functions taken into account to determine
weakly skeptical inference in general does not lead to a more
general or restricted inference relation.

Note that while in Example 36 the inference fp |∼ws,cw
Rbfp
b

holds, we have fp |�sk
Rbfp
b and fp |�sk,•Rbfp

b for every • ∈

{cw ,+,O}. This illustrates that the restriction to minimal
c-representations in combination with weakly skeptical c-
inference yields an inference relation that allows us to obtain
desirable entailments that are not possible by weakly skeptical
inference over all c-representations nor by skeptical inference
over any of the considered sets of preferred models, while still
avoiding any directly contradictory inferences that could be
possible in credulous inference.

7 Conclusions and Future Work

In this paper we introduced the novel concept of weakly skep-
tical c-inference. Weakly skeptical c-inference strictly extends
skeptical c-inference over all c-representations of a knowledge
base R, while avoiding disadvantages of permissive credu-
lous c-inference. Transferring these inference modi to pre-
ferred models obtained by applying different minimality crite-
ria, yields several variants of inference relations. These infer-
ence relations and their interrelationships are summarized in
Figure 1. We illustrated that weakly skeptical c-inference al-
lows desirable entailments that are not possible with skeptical
inference, especially in combination with preferred minimal
models.

While we could prove that weakly skeptical c-inference en-
joys important standard axioms for nonmonotonic reasoning,
there are several open questions regarding its exact proper-
ties. Our current work includes investigating weakly skep-
tical c-inference with respect to further axioms proposed
for nonmonotonic reasoning (like, e.g., Cautious and Ratio-
nal Monotony [13, 15]), and comparing weakly skeptical c-
inference with other approaches that also do not suffer from
the drowning problem, like, for instance, lexicographic clo-
sure [14]. Another part of our ongoing work is the elaboration
of the precise interrelationships among the different inference
relations that are still missing in Figure 1.
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Real-Time Timeline Summarisation for High-Impact
Events in Twitter

Yiwei Zhou1 and Nattiya Kanhabua2 and Alexandra I. Cristea3

Abstract. Twitter has become a valuable source of event-related

information, namely, breaking news and local event reports. Due

to its capability of transmitting information in real-time, Twitter is

further exploited for timeline summarisation of high-impact events,

such as protests, accidents, natural disasters or disease outbreaks.

Such summaries can serve as important event digests where users

urgently need information, especially if they are directly affected by

the events. In this paper, we study the problem of timeline summari-
sation of high-impact events that need to be generated in real-time.

Our proposed approach includes four stages: classification of real-

world events reporting tweets, online incremental clustering, post-

processing and sub-events summarisation. We conduct a compre-

hensive evaluation of different stages on the “Ebola outbreak” tweet

stream, and compare our approach with several baselines, to demon-

strate its effectiveness. Our approach can be applied as a replacement

of a manually generated timeline and provides early alarms for dis-

aster surveillance.

1 Introduction
Social media services, such as Twitter, have become a popular plat-

form for communication in everyday life and in the time of crisis. In

case of critical situations, Twitter demonstrates its usefulness when

users urgently need information, especially if they are directly af-

fected by major events, for example, disease outbreaks or natural

disasters. Due to the prevalence of events reporting and collective

attention in Twitter, numerous works have leveraged tweets for de-

tecting real-world events, e.g. [34, 5].

Real-world events in Twitter can be classified into two main cat-

egories, based on the level of impact. For instance, the events “Gulf

of Mexico oil spill”, “Ebola outbreak” and “Zika virus outbreak” are

regarded as major events that have high impact, which can influence

people worldwide; whereas the events “Charlton Road Closure for

London Marathon” and “Three people were released from a lift at

Pescod Square” refer to local events, with a low impact on specific

groups of people.

The consumption of event-related stories in Twitter can be a te-

dious task that requires cognitive effort, due to the overwhelming

amount of texts, as well as the presence of noisy and redundant in-

formation. Moreover, a large proportion of tweets are mundane dis-

cussions, irrelevant to real-word event detection. In case of tweets re-

porting about an event of interest, they might contain a large amount

1 Department of Computer Science, University of Warwick, UK, email:
Yiwei.Zhou@warwick.ac.uk

2 Department of Computer Science, Aalborg University, Denmark, email:
nattiya@cs.aau.dk

3 Department of Computer Science, University of Warwick, UK, email:
A.I.Cristea@warwick.ac.uk

of near-duplicates, in which the main content conveys the same

meaning, with slightly different word usages [34, 11, 17].

In this paper, we focus on sub-events detection of a known major
event, to automatically generate a real-time timeline for the major
event in a format as in https://en.wikipedia.org/wiki/
Ebola_virus_epidemic_in_West_Africa_timeline,

which is the most widely used timeline for internet users to

understand the “Ebola outbreak” temporally.

The generation of timeline summaries can ease the comprehension

of major events in news stream [31] and social media, such as Twit-

ter. Our timeline summaries consist of sub-events or key incidents

relevant to a given major event. The sub-events show the status of

the ongoing major event. They earn compatible attention at a similar

scale with their associated major event, but this attention can only last

for a few days, or even shorter, as they will be superseded by the fol-

lowing sub-events. For example, “On March 24, two suspected cases

in Liberia are announced by the Liberian Ministries of Information,

Culture, Tourism, and Health. The government had also stated that

Ebola had ‘crossed over into Liberia,’ but did not confirm the infor-

mation.” is a sub-event of the major event “Ebola outbreak”. By using

a chronological order, a timeline can represent the temporal develop-

ment of the major event. Thus, our main task is to detect sub-events

and to provide concise and non-redundant summaries. Furthermore,

a timeline must be generated in real-time, in order to help users fol-

low recent updates about the high-impact events, according to their

interest.

Few researches have been done in the area of sub-event detection

and timeline generation, which include [25, 16, 18]. Our approach

is different from former ones in the following ways: we differen-

tiate between real-world events reporting tweets and other tweets,

by applying only event-independent features; we propose an online

incremental clustering algorithm, to handle different levels of dupli-

cated tweets reporting on the same sub-event, which makes real-time

timeline generation possible; considering the evolvement character-

istic of major events, we propose a post-processing step, to improve

clustering performance and reduce computational cost. As we only

use event-independent features overall, the approach can be easily

adapted to other major events. We perform a thorough evaluation of

the proposed approach on the “Ebola outbreak” tweet stream, and

verify its advantages based on several evaluation metrics, over the

baseline approaches.

Our approach can be an efficient supplement or even replacement

of the user-generated timeline. Its real-time characteristic not only

can eliminate the lag between user-generated timeline on Wikipedia

and news reports [14], but also can help to generate early alarms for

disasters.
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2 Real-time Timeline Summarisation for
High-impact Events in Twitter

In this section, we present a real-time timeline summarisation ap-

proach for real-world major events in Twitter, as show in Fig. 1. As

a preprocessing step, we POS-tag the tweets in the English tweet

stream, which mention the pre-known target entity(ies) related to the

studied major event. The POS-tags can provide features for the sub-

sequent stages. This is achieved by the CMU Part-of-Speech Tag-

ger [24] for tweets. According to [24], it can achieve more than

90% accuracy on various tweets datasets, which fully satisfies our

needs. After preprocessing, we filter out tweets in the stream that

are not real-world events reporting tweets. Moreover, we apply an

online incremental clustering algorithm to cluster the near-duplicate

tweets reporting on the same sub-event, in real-time. Furthermore,

we adapt a post-processing step, to generate more precise results and

remove clusters reporting terminated sub-events. We update the sum-

maries of sub-event clusters, as long as there are new tweets to be in-

cluded, and order these summaries chronologically, which constitute

the timeline of the major event.

2.1 Extraction of Tweets Reporting Real-world
Events

In [34, 11, 17], researchers have pointed out that about 50% of the

tweets on Twitter are not relevant to real-world events. In our ap-

proach, we first filter all the tweets in the stream by the major event’s

relevant entity(ies), to reduce the number of irrelevant tweets. We

further differentiate the tweets that report real-world events from the

tweets that express personal feelings, or pointless “babbles”, to avoid

the “mundane” and “polluted” information [5].

We train a binary classifier, to determine if one incoming tweet

is a real-world events reporting tweet or not. We explore the dif-

ferences in expression patterns between real-world events reporting

tweets and other tweets. These expression patterns, which are event-

independent, form the features set. Event-dependent features, such

as the n-grams, are excluded. One set of features are Twitter syn-

tax features that are commonly used in tweet-related classification,

which include: the number of hashtags in the tweet, the number of at-

mentions in the tweet. Another set of features are indicators of other

users’ reactions to this tweet, which include: the number of retweets

of a tweet, whether the tweet has been “favourited”, as we expect that

Twitter users are apt to have different reaction patterns when reading

about tweets reporting real-world events, from other tweets express-

ing personal feelings. Compared with real-world events reporting

tweets, Twitter users are more likely to include informal language,

such as emoticons and abbreviations, in tweets expressing personal

feelings. Moreover, Twitter users like to use interjections, exclama-

tion marks, question marks in personal feeling expressing tweets, to

stress the tone used. On the contrary, fact-related information, such as

numbers, URLs and locations are frequently mentioned in real-world

events reporting tweets. We further include all these above features

into the features set. The number of emoticons, abbreviations, inter-

jections, numbers and URLs in the tweet can be obtained through

the CMU POS-tags. The number of exclamation marks and question

marks can be obtained by simple character matching. We calculate

the number of locations mentioned in the tweet by checking the in-

clusion of pre-specified location names in the noun phrases obtained

after POS-tagging. The pre-specified location names are extracted

through gazetteer lookup, the scope and granularity of which can be

configured based on the characteristics of the major event, to improve

efficiency.

We do not include the user profile features and the occurrence of

a tweet’s geo-tag information into the features set, as it has been

shown that those features cannot help to improve the classifier’s per-

formance through cross-validation. This may be due to the fact that

the major events usually attract the attention of all kinds of Twitter

users, from public accounts of news agencies to regular personal ac-

counts, no matter where their physical locations are. Besides that,

the Twitter’s retweet function and the “Tweet Button” on webpages

make it much easier for Twitter users with different backgrounds to

report real-world sub-events related to the major event.

2.2 Sub-event Detection in Tweet Stream

Because of the huge volume of daily posts on Twitter, a large per-

centage of them can be seen as redundant, as they only report on the

sub-events that are already reported by other tweets. From our ob-

servation, for most of the time, the tweets reporting the same sub-

event are near-duplicate tweets. In [30], researchers distinguished

near-duplicate tweets on 5 levels, which were: exact copy, near
exact copy, strong near-duplicate, weak near-duplicate and low-
overlapping. For exact copy, near exact copy, strong near-duplicate
and weak near-duplicate tweets, the main parts are identical or al-

most the same. For low-overlapping tweets, they only have a couple

of common key terms, but greatly vary in word usages and expres-

sion patterns.

In [30], researchers treated the near-duplicate detection as a clas-

sification problem and the classifier had to make a decision on ev-

ery pair of tweets that were possible to be near-duplicates. Their

near-duplicate detection strategy worked well on a small scale, but

it needed human annotation of tweets from various domains to train

the classifier, and its computation complexity was really high. On

the other hand, traditional online clustering algorithms, based on the

similarities of TF-IDF representation vectors of tweets’ textual con-

tent [25, 7], inevitably have the following drawbacks: (i) The itera-

tively updated IDF information can be biased, if the number of pro-

cessed tweets is not large enough, or the processed tweets are not

randomly sampled from the whole tweets dataset; (ii) Tweets are

shorts texts, the role of some rare terms can be dominating, when

calculating the similarities between tweets using their TF-IDF rep-

resentation vectors; (iii) Researchers usually reduce the dimension-

ality of the representation vectors, by selecting the tokens with high

IDF values only, but it is questionable to equal rareness with impor-

tance, especially when the IDF information is not reliable, as some

valuable information can be easily lost; (iv) By setting a reason-

able threshold, this kind of online clustering algorithms may have

acceptable performance on exact copy, near exact copy, strong near-
duplicate and weak near-duplicate tweets, but they can hardly deal

with low-overlapping tweets, which occupy 18.8% of all kinds of

near-duplicate tweets, according to [30].

Another drawback of most current clustering algorithms for event

detection in tweets is that they do not consider the variances in word

usages, which are highly frequent because of tweets’ short and in-

formal characteristics, and their rich syntax features. For example,

tweet t1: “#Senegal sends medical teams to border with #Guinea af-

ter an outbreak of Ebola there. #Sierra Leone, much closer to the

epicenter, hasn’t.” and tweet t2: “Senegal has sent a medical team

to all its main border crossing points with Guinea after an outbreak

of Ebola... http://fb.me/6WqOZ2b3h” are talking about the

same sub-event. They contain some key terms that vary in represen-

tation forms, but have the same meaning, such as #Senegal and Sene-
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Figure 1. Timeline generation of tweet stream.

gal, medical teams and medical team, Guinea and #Guinea, which

should be treated as the same terms. However, traditional clustering

algorithms treat these key terms, which share the same meaning, but

only vary slightly in representation forms, as different terms. As a

result, the similarity of these two tweets decreases, and they can-

not be included in the same cluster when the clustering threshold is

high. However, alternatively blindly lowering the clustering thresh-
old can cause the decrease of the clustering precision (defined in

Section 3.3).

To solve the above problem and reduce the dimensionality of

tweets’ representation vectors, as well as increase the clustering pre-
cision and decrease the compression ratio (defined in Section 3.3),

we propose an online incremental clustering algorithm, as shown in

Algorithm 1.

Algorithm 1: Sub-event Detection on Tweet Stream

input : t, tweet stream; E, target entity(ies)

output: ProcessingClusters, clusters of tweets reporting the

same sub-event
ProcessingClusters = ∅;

foreach Tweet ti in t mentioning E do
Preprocess ti;
if ti is reporting a real-world sub-event then

Initialise a cluster ci with ti, Ui (useful URLs in ti), and

Ki (key terms in ti);
foreach cluster c in ProcessingClusters do

if cluster c has common useful URL with ci then
MergeClusters(c, ci);

else if GetSimilarity(c, ci) > clustering
threshold then

MergeClusters(c, ci);

else
add ci to ProcessingClusters;

end
end

end
end

Algorithm 1 incrementally clusters the tweets based on common

URL(s) and key terms sharing the same meaning. We try to reduce

its computational cost as it needs to process the incoming tweets in

real-time.

When a new tweet comes, after preliminary target entity(ies) filter-

ing, preprocessing and classification, we obtain the tweets reporting

real-world sub-events belonging to the pre-known major event. To

eliminate the noise, we only use some key terms in one tweet to rep-

resent this tweet, which are: noun phrases, verbs, hashtags, URLs,

numbers and at-mentions. The choice is made based on the obser-

vation that for tweets reporting the same sub-event, these key terms

would be the same or almost the same, but the other parts of the

tweets, such as conjunctions, adjectives and adverbs, often vary. In

this way, the dimensionality of the tweets’ representation vectors is

reduced. Since we already have the POS-tags after the preprocessing

step, we only need chunking to extract the key terms, and lemmatisa-

tion to transform the verbs from their various inflected forms to their

original forms.

It is of high probability that tweets containing URLs are closely

related to the content of the linked webpages [1]. Some researches

have used this kind of tweets as the summaries or highlights of the

sub-events reported by the linked webpages [33]. This has shown

that the benefits of the assumption that tweets containing URLs rep-

resent highlights of the sub-events reported by the linked webpages,

overweigh the risks. Based on the above assumption, new tweets

are incorporated into the processing sub-event cluster with which it

shares common URL(s). Two sub-event clusters are considered to

report on the same sub-event, if they contain common URL(s). We

do not take the full actual content of the webpages into account, to

avoid the inclusion of noisy information. Because of the characters

limitation of Twitter, the URLs contained in the tweets are mostly

shortened in various ways, to save space. After retrieving the orig-

inal URLs, we consider the URLs that contain nothing but domain

and category information, such as http://NBCNews.com and

http://www.nbcnews.com/news to be useless, as this kind

of URLs provide no information about the sub-events. One original

URL would only be consider as useful, if it contains the concrete

address of a real-world sub-event reporting webpage.

The prioritised URL-based clustering strategy can help to enrich

the processing sub-event cluster with the key terms that report the

sub-event from different angles. On the other hand, if an incoming

tweet does not contain any common URL with any processing sub-

event cluster, it is still possible to be incorporated into one processing

sub-event cluster. This is achieved by the threshold-based clustering
strategy. As mentioned before, the problem that key terms appear in

slightly different forms, but have the same meaning, widely occurs

in tweets. For example, the occurrences of “#Liberia”, “Liberian”

and “Liberia’s” have the same effect as the occurrence of the country

name “Liberia”. To deal with this problem, we treat two different key

terms as the same key term, as long as the Jaro-Winkler metric be-

tween them is above a threshold. This method can further reduce the

dimensionality of the tweets’ representation vectors. As in our ap-

proach, each dimension in tweets’ representation vectors represents

a set of key terms that share the same meaning, rather than only one

key term. Jaro-Winkler metric is specially designed for short strings

matching, which is based on the length of the longest common pre-

fix, the number and order of the common characters between two

strings [10]. In [10], researchers replaced the exact token matching
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with approximate token matching, based on the Jaro-Winkler met-

ric; in [9], researchers compared various personal name matching

techniques, and the Jaro-Winkler metric was one of the techniques

with the best performance. We set the Jaro-Winkler metric thresh-

old to 0.9, following [10]. Based on the above description, we define

GetSimilarity(c1, c2) in Algorithm 1 as follows:

GetSimilarity(c1, c2) = JJW (K1,K2) =
K
′
1 ∩K

′
2

K
′
1 ∪K

′
2

(1)

where: c1 and c2 denote two clusters, K1 and K2 denote the key

terms mentioned in c1 and c2. We replace the traditional Jaccard

similarity metric based on exact matching (J) with a Jaccard sim-

ilarity metric based on the Jaro-Winkler matching (JJW ). In Eq. 1,

K
′

represents sets of key terms, with all the key terms in the same

set sharing the same meaning. A new key term can be incorporated

into one of the sets, as long as the Jaro-Winkler metric between this

new key term and any one of the key terms that are already in the set

is above 0.9. For two sets of key terms, ki and kj , they are viewed

as belonging to the same set, if the Jaro-Winkler metric between one

key term from ki and one key term from kj is above 0.9.

All information about the processing sub-event cluster, such as the

above mentioned key terms and URL(s), will be updated, as long as

it incorporates new tweets.

In [36], researchers pointed out that clustering algorithms utilising

the Jaccard similarity metric achieved better performance than the

ones utilising the cosine similarity metric, because of the sparsity of

tweets. Similar to [39], we choose the Jaccard similarity metric when

evaluating the similarity between two tweets’ representation vectors.

Since only key terms in the tweets are considered, we do not have

to face the problem that Jaccard similarity metric cannot deal with

terms with different levels of importance.

2.3 Post-processing of Detected Sub-events

Algorithm 2: Post-processing of Detected Sub-events

input : ProcessingClusters;M , termination threshold;D,

target period

output: ProcessingClusters, TerminatedClusters,
clusters of tweets reporting the same sub-event

TerminatedClusters = ∅;

foreach Day i inD do
ProcessingClusters =

HierarchicalClustering(ProcessingClusters);

foreach cluster c in ProcessingClusters do
if c has not incorporated sub-event updates forM days
then

move c from ProcessingClusters to

TerminatedClusters;

end
end

end

The proposed online incremental clustering algorithm (Algo-

rithm 1) inevitably has some drawbacks. First, the fact that an in-

coming tweet is incorporated into one processing sub-event cluster as

long as certain conditions are met, ignores the possibility that there

are other processing sub-event clusters, which may also meet these

conditions. Second, the information in clusters is dynamic; so one

cluster can become more similar to some other clusters, after incor-

porating some tweets. To solve the above problems, we apply a more

rigid and computationally-intensive hierarchical clustering algorithm

on processing sub-event clusters. We consider all the tweets in the

new generated clusters reporting on the same sub-event.

A hierarchical clustering algorithm needs the distance matrix of

all the items to be clustered as the input, thus it is not suitable for

online scenarios. However, after the online incremental clustering,

the number of items to be clustered (processing sub-event clusters)

is much lower than the original number of tweets, which greatly re-

duces the computational overhead. Moreover, since the hierarchical

clustering algorithm aims at fixing the miss outs of Algorithm 1, it

has lower priority, and thus can be processed offline, at the end of

each day, or during any less busy time. We use a similar strategy as

in Algorithm 1 to compute the distance matrix of the processing sub-

event clusters, as the input of the hierarchical clustering algorithm:

for two processing sub-event clusters, their distance is 0, if they men-

tion common useful URL(s); their distance is the Jaccard distance of

their representation vectors, otherwise. We use the same clustering
threshold in Algorithm 1 as the cutting threshold in the hierarchical

clustering algorithm, to guarantee that a similar standard is applied.

We choose single-linkage hierarchical clustering, aiming at merging

clusters that contain the closest pair of sub-event clusters into a new

cluster. In this way, we can deal with the following scenario: if there

exist sub-event clusters reporting on the same sub-event from differ-

ent angles in one intermediate cluster; another intermediate cluster

can be further merged with this intermediate cluster, as long as it

contains sub-event clusters reporting on the sub-event from any an-

gle.

Since sub-events last shorter and have narrower influence, we also

consider temporal features of processing sub-event clusters, to fur-

ther reduce the computational cost of Algorithm 1, and the hierarchi-

cal clustering algorithm. We set up the following rule: a sub-event

can be seen as terminated, as long as there is no new tweet reporting

on this sub-event forM days, since the sub-event cluster’s last incor-

poration. If one sub-event has terminated, its identity will be changed

from processing sub-event cluster to terminated sub-event cluster.

We discard the possibility that an incoming tweet reports on a termi-

nated sub-event, thus it is not possible for terminated sub-event clus-

ters to incorporate new tweets. We also discard the possibility that a

processing sub-event cluster reports on the same sub-event with any

terminated sub-event cluster, thus terminated sub-event clusters are

not considered by the hierarchical clustering algorithm.M is depen-

dent on the prior knowledge about the major event. This rule can

improve the efficiency of the whole approach, but it inevitably com-

promises the overall performance. Thus we recommend setting M
based on the detailed application scenario and not to a number less

than 15, based on the regular lasting period of sub-events.

2.4 Timeline Summarisation

We extract timestamps and summaries of the sub-events described

by the clusters, and rank them in chronological order, to generate

the real-time timeline. Based on the fact that all the tweets in the

same cluster are near-duplicate tweets, we select the most represen-

tative tweet in each sub-event cluster as the summary of the described

sub-event, as in [19, 18, 29]. Both temporal and textual features are

considered when generating items for the timeline, as shown in Al-

gorithm 3.

We select the tweets mentioning the highest number of key terms

with different meanings, as the candidate representative tweets. This
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Algorithm 3: Generation of Items for the Timeline

input : c, a cluster of tweets reporting the same sub-event
(ProcessingClusters+ TerminatedClusters)

output: sc, the summary of this sub-event; Tc, the timestamp of

this sub-event; Tsc , the posted timestamp of the

summary tweet

MaxSimilarity = 0, Tc = CurrentT ime,
Tsc = CurrentT ime;
foreach new incorporated tweet ti in cluster c do

if extracted timestamp from ti’s text < Tti (ti’s posted
timestamp) then
T
′
ti ← extracted timestamp from ti’s text;

else
T
′
ti ← Tti ;

end
Initialise a cluster ci with ti’s key termsKi;

if GetSimilarity(ci, c) >MaxSimilarity then
MaxSimilarity← GetSimilarity(ci, c);

sc ← ti, Tsc ← Tti ;

end
if GetSimilarity(ci, c) =MaxSimilarity and Tsc
< Tti then
sc ← ti, Tsc ← Tti ;

end
if Tc > T

′
ti then

Tc ← T
′
ti ;

end
end

is out of the reason that the representative tweet should contain as

much information as possible. From the candidate representative

tweets, we select the one that has the most recent posted timestamp

(Tti ) as the summary of this sub-event. This is due to the fact that the

summary should contain the newest update of the sub-event.

As for the timestamp of the sub-event, we combine the ex-

tracted timestamps from temporal expressions in tweets from the

dateparser4 with the tweets’ posted timestamps, similar to [28]. This

is because users are likely to post tweets reporting past sub-events.

For example, the tweet “Good news! No confirmed cases of Ebola

recorded by the Sierra Leone government in their 20 March daily re-

port. http://reliefweb.int/report/sierra-leone/
ebola-outbreak-updates-march-20-2015 ...” is posted

on 21st March 2015, one day after the occurrence of the sub-event.

The timestamp of the sub-event is set to be the earliest posted times-

tamp of all the tweets in its corresponding cluster, only if no earlier

timestamp can be extracted from the tweets; otherwise we use the

extracted timestamp instead.

3 Evaluation

3.1 Dataset Description

We applied our proposed real-time timeline summarisation approach

on Ebola Tweets dataset of the TREC Dynamic Domain Track5. This

dataset contains 165,000 tweet-ids, while only 90,823 of them, which

were posted during a period from 31 Jan 2014 to 23 Mar 2015, can

be accessed. It should be noted that only a small percentage of tweets

4 https://dateparser.readthedocs.org/
5 http://trec-dd.org/

in this dataset are related to the “Ebola outbreak”. We processed the

downloaded tweets in the order of their posted timestamps, to sim-

ulate the tweet stream. The known major event for our evaluation

is “Ebola outbreak”. We filtered out all the non-English tweets, and

used “Ebola” as the target entity, in order to filter out tweets that were

not related to the considered major event.

3.2 Evaluation of Extraction of Real-world Events
Reporting Tweets

We utilised CrowdFlower, a crowdsourcing website, to annotate

3,000 tweets, which were randomly sampled from the dataset, into

two categories: real-world events reporting tweets and other. Only

2,103 real-world events reporting tweets and 333 other tweets were

left, after we filtered out all the annotated tweets with confidence

lower than 0.9. Since there was a big difference between the num-

bers of items from these two categories, we balanced the dataset, to

avoid bias. We used grid search to find the most suitable parameters

for a Support Vector Machine (SVM) classifier based on the average

F1 score. A SVM classifier using RBF kernel, with the kernel coef-

ficient (γ) set to 0.3125 and penalty parameter (C) set to 8 achieved

the best performance. The precision, recall and F1 score of the clas-

sifier generated through 10-fold cross validation is shown in Table 1.

Table 1. Performance of the extraction of real-world events reporting

tweets.

Metric Other Real-world Average
Precision 0.828 0.761 0.795

Recall 0.730 0.850 0.790
F1 Score 0.779 0.805 0.792

A recall of 0.850 was achieved on the real-world events reporting
tweets category using this classifier, which meant about 85.0% of

the real-world events reporting tweets related to the major event can

remain after this stage, which fully satisfied our needs.

Even though we used the “Ebola outbreak” dataset to train the

classifier, only event-independent features were employed, as illus-

trated in Section 2.1. Thus, the classifier’s performance will be less

affected than other classifiers that are employing event-dependent

features, when categorising tweets related to other major events.

We extracted 7,069 real-world events reporting tweets in English

about the “Ebola outbreak” without performing any clustering algo-

rithm, after processing the whole tweet stream.

3.3 Evaluation of Sub-event Detection
The cosine similarities between tweets’ TF-IDF representation vec-

tors have been widely applied in several online clustering researches

[3, 8, 40], where both the centroids of clusters and IDF weights of the

terms were iteratively updated. We implemented the threshold-based

online clustering algorithm utilising cosine similarity metric between

tweets’ TF-IDF representation vectors (denoted by Cosine-TFIDF)

as a baseline. Another baseline we implemented was a similar algo-

rithm as Cosine-TFIDF but using the Jaccard similarity metric in-

stead (denoted by Jaccard). We also compared the performances of

the proposed algorithm with and without the post-processing step.

Unlike [28, 21], we define a stricter way to measure the clustering
precision. The clustering precision is defined as the percentage of

positive clusters in all the generated clusters that contain more than
one tweet, after processing the whole tweet stream. A cluster can
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only be counted as a positive cluster, if all the tweets in the cluster

describe the same sub-event. The judges consisted of two student

volunteers and one of the authors. For each sub-event cluster, we

provided the judges with all the tweets in the cluster, and asked them

to annotate it as a positive cluster or a negative cluster. To avoid bias,

the judges were kept unaware about any configuration information

for each unannotated cluster.

Since we lacked the ground truth about all the sub-events dur-

ing the “Ebola outbreak”, it was infeasible to calculate the recall.

In [35], researchers defined reduction ratio, as the ratio of the size

of the original dataset to the size of the reduced dataset. Similarly, in

[22], researchers defined compression ratio as the ratio of the size of

the summarised text documents to the size of the original text doc-

uments. Both of the above evaluation metrics were used to evaluate

the compression ability of clustering algorithms. Similarly, we define

the compression ratio for our application as:

CR =
Nc

N
. (2)

where: CR is the compression ratio; Nc is the number of the gener-

ated clusters, regardless of the number of tweets in the cluster; N is

the total number of the tweets in all clusters. After clustering, all the

tweets in the same cluster can be compressed into one summary, as

they all described the same sub-event and were near-duplicate tweets.

When two clustering algorithms reach the same clustering precision,

the lower the CR is that one algorithm achieves, the stronger the clus-

ter algorithm’s ability is in clustering near-duplicate tweets describ-

ing the same sub-event.

We experimentally set the parameter M in Algorithm 2 to 30,

based on the observation that for “Ebola outbreak” related tweets,

there was hardly any tweet discussing a sub-event, if this sub-event

had not been updated for 30 days.

Table 2 shows the performance comparison of our algorithm and

the baselines, after processing the whole tweet stream, where CT de-

notes clustering threshold, CP denotes clustering precision, and CR
denotes compression ratio. We tuned the clustering threshold in the

range of [0.3, 0.9], with 0.1 increments.

Table 2 demonstrates that the Cosine-TFIDF algorithm has the

highest clustering precisions for all the clustering thresholds. How-

ever, its high compression ratios show that the Cosine-TFIDF algo-

rithm is quite weak in detecting all kinds of near-duplicate tweets

describing the same sub-event. Because of the reasons mentioned in

Section 2.2, online clustering algorithms based on cosine similari-

ties of the tweets’ TF-IDF representation vectors are not suitable for

clustering near-duplicate tweets.

For the other three algorithms, both of the proposed clustering al-

gorithms with and without the post-processing step perform much

better than the online clustering algorithm based on Jaccard similar-

ity, in both compression ratio and clustering precision, when the clus-

tering threshold is below 0.9. On one hand, our proposed clustering

algorithm only considers the key terms, which can eliminate some

noises introduced by tweets mentioning common adjectives and ad-

verbs, but about different objects. On the other hand, our proposed

clustering algorithms replace the exact token matching with approx-

imate key term matching based on the Jaro-Winkler metric, and ap-

plies the URL-based clustering strategy, both of which contribute to

the large increase in compression ratio. When the clustering thresh-

old is 0.9, the online clustering algorithm based on Jaccard similarity

can only detect tweets that are exactly the same or almost the same,

thus it achieves a higher clustering precision but much lower com-

pression ratio than the proposed clustering algorithms.

The choice between the proposed clustering algorithms with and

without the post-processing step should be made based on the real-

life application, after some consideration on the balance between

compression ratio and clustering precision. The proposed cluster-

ing algorithm with the post-processing step achieves slightly bet-

ter performance in compression ratio than the one without the

post-processing step for any clustering threshold, at the price of

slightly compromised clustering precision. When setting the cluster-

ing threshold to 0.5, the proposed clustering algorithm without the

post-processing step’s clustering precision is only 0.8% higher than

the one with the post-processing step, but its compression ratio is

2.0% higher than the latter one. This is when we recommend choos-

ing the proposed clustering algorithm with the post-processing step

over the one without the post-processing step.

We selected the proposed clustering algorithm with the post-

processing step and set the clustering threshold to 0.5 for our follow-

ing evaluations, as that was when the proposed clustering algorithm

had the lowest compression ratio when the clustering precision was

above 90.0%.

Figure 2. Number of detected sub-events for each day during the target

period with different settings.

After setting the clustering threshold to be 0.5, we use Figure 2 to

further illustrate our proposed clustering algorithm’s effectiveness in

detecting near-duplicate tweets.

3.4 Evaluation of Sub-event Summarisation
We further evaluated Algorithm 3’s performance on the “Ebola out-

break” tweet stream. We selected one representative tweet for each

sub-event cluster, considering both the amount of information and

novelty, based on Algorithm 3. We provided the judges all the gen-

erated clusters of tweets, and let them choose one tweet for each

cluster that can best represent the sub-event this cluster described.

For 82.0% of all the clusters, our summarisation algorithm made co-

herent choices with human judges. This is significantly better than a

baseline Newest First algorithm, which took the most recently posted

tweet as one cluster’s summary and achieved 60.5% in precision.

3.5 A Case Study of the Generated Timeline
Due to space limitation, we randomly sampled the timeline of the

“Ebola outbreak” generated with our approach, as shown in Table 3.
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Table 2. Performance comparison of different algorithms.

Cosine-TFIDF Jaccard Without Post-processing With Post-processing
CT CP CR CP CR CP CR CP CR
0.3 84.0% 94.0% 67.0% 65.7% 80.0% 60.9% 77.9% 59.2%

0.4 94.4% 97.1% 80.0% 74.6% 85.9% 70.4% 83.9% 68.3%

0.5 97.8% 98.6% 85.0% 78.1% 90.8% 74.4% 90.0% 72.4%

0.6 100.0% 99.2% 88.8% 81.5% 93.0% 76.4% 92.0% 75.6%

0.7 100.0% 99.3% 92.9% 85.1% 94.9% 77.9% 93.5% 77.6%

0.8 100.0% 99.4% 93.9% 90.1% 95.4% 79.9% 95.4% 79.8%

0.9 100.0% 99.5% 100.0% 99.2% 95.9% 80.8% 95.6% 80.8%

Table 3. Example timeline generated for “Ebola outbreak”.

Date Location Timeline
2014.03.23 Guinea No serious med infrastructure in the area for response. “Guinea confirms Ebola as source of

epidemic http://aje.me/1gU7kpU via @AjEnglish”

2014.03.24 Senegal, Liberia,

Guinea, Sierra Leone

#Senegal & #Liberia mobilise medics to ward off #Ebola spreading in #Guinea. #SierraLeone

much closer to epicenter doing/saying nothing.

2014.03.24 Sierra Leone #EbolaFever has hit eastern Sierra Leone. Fast action needed please madam #Minis-

terofHealthandSanitation. This is very serious. God help us.

2014.03.26 Guinea #Guinea says it has contained #Ebola outbreak in its southeast, but death toll rises and peo-

ple are scared Reuters http://in.reuters.com/article/2014/03/26/guinea-
ebola-idINL5N0MN50D20140326 ...

2014.03.26 Guinea @WHO does not recommend any travel, trade restrictions to #Guinea & neighbouring countries

in respect to this #Ebola outbreak #AskEbola

2014.03.26 Guinea,

Liberia

#Ebola virus kills 90% of those it strikes - 63 people have died so far in #Guinea in latest

outbreak, 5 in #Liberia http://www.bloomberg.com/news/2014-03-25/ebola-
victims-face-90-death-risk-drugs-start-to-emerge.html ...

2015.03.11 UK, Sierra Leone And now a UK Military Health Worker battling #Ebola in #sierraleone http://edition.
cnn.com/2015/03/11/europe/uk-military-ebola/index.html

2015.03.13 Liberia WHO Confirms No Ebola Case in Liberia in Two Weeks - http://AllAfrica.com http:
//goo.gl/fb/aDB55B #LIBERIA

2015.03.20 Liberia #Liberia confirms first #Ebola case in weeks, just as the authorities were beginning the count-

down to an Ebola-free nation.

2015.03.20 Sierra Leone Good news! No confirmed cases of Ebola recorded by the Sierra Leone government in their

20 March daily report. http://reliefweb.int/report/sierra-leone/ebola-
outbreak-updates-march-20-2015 ...

After processing the whole “Ebola outbreak” tweet stream,

we compared our automatically generated results with the

manually generated Wikipedia timeline for the Ebola out-

break in West Africa. We employed the same timeline format

as in https://en.wikipedia.org/wiki/Ebola_virus_
epidemic_in_West_Africa_timeline, and used all the

country names extracted in Section 2.1 from tweets in the same clus-

ter as the locations of the sub-events. We did not use the tweets’

geo-tags or user profile locations, because unlike tweets reporting lo-
cal events, most of the tweets reporting real-world major events were

posted by Twitter users from all over the world, rather than from the

neighbourhood of the local events.

There were 201 sub-events listed in https://en.
wikipedia.org/wiki/Ebola_virus_epidemic_in_
West_Africa_timeline from 2014 to 2015, and 126 of

them can find their corresponding items from our automatically

generated timeline. For example, “No serious med infrastructure in

the area for response. ‘Guinea confirms Ebola as source of epidemic

http://aje.me/1gU7kpU via @AjEnglish”’ and “#Liberia

confirms first #Ebola case in weeks, just as the authorities were

beginning the countdown to an Ebola-free nation”, were included

in both the user-generated Wikipedia timeline and the automatically

generated Twitter sub-events timeline.

On the other hand, a large number of sub-events detected by our

approach, such as “And now a UK Military Health Worker battling

#Ebola in #sierraleone http://edition.cnn.com/2015/
03/11/europe/uk-military-ebola/index.html”

and “Good news! No confirmed cases of Ebola recorded by

the Sierra Leone government in their 20 March daily report.

http://reliefweb.int/report/sierra-leone/
ebola-outbreak-updates-march-20-2015 ...”, were

only included in our timeline. This proves that our automatic

timeline summarisation approach for the tweet stream can also work

as an efficient supplement of the user-generated timeline.

Moreover, since our approach can detect real-time sub-events of

the “Ebola outbreak”, it can provide some early alarms for poten-

tial outbreaks in some countries. The World Health Organization

(WHO), an organisation that always releases convincing worldwide

epidemic reports and international travel alarms, usually needs more

time to gather enough facts than automatic approaches that extract

knowledge directly from social media. The real-time timeline gen-

erated by our approach, although with much less authority, still can

provide some insights for international travellers and local people to

avoid some dangerous areas, and also buy some time for them to get
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prepared for the potential coming outbreak. For example, WHO re-

leased its first report about this outbreak’s situation in Guinea on 25th

March 20146, in Liberia on 30th March 20147 and in West Africa

on 1st April 20148. It also released an international travel alarm for

this outbreak on 28th March 20149. However, starting with the 23rd

March 2014, our approach has already detected some sub-events de-

scribing new Ebola outbreaks in some West African countries, which

could provide valuable information for some people who do not want

to take any risk.

4 Related Work
The most related research topic to this work is Event Detection

on Twitter. According to [34, 5], event detection algorithms can

be broadly classified into two categories: document-pivot methods,

which detect events by clustering documents based on their semantic

distances, and feature-pivot methods, which study the distributions

of words and discover events by grouping words.

There was a burst of researches performing event detection on

Twitter utilising feature-pivot methods recently. [19, 17] extracted all

the topical terms for some given events first, then clustered the topical

terms based on their co-occurrences or temporal frequency patterns.

[34, 20] detected events by capturing the bursts in the terms’ appear-

ances. Some feature-pivot methods applied modified Latent Dirichlet

Allocation (LDA) on tweets, by incorporating some tweet-specific

characteristics. For example, [38] proposed a Twitter-LDA model,

which assumed a single topic assignment for an entire tweet; [11]

applied the LDA model only on hashtag signals that were identified

as events indicators through wavelet signal analysis; [12] proposed a

TimeUserLDA model, based on the assumption that tweets reporting

global events were likely to follow a global topic distribution that was

time-dependent, and tweets reporting personal topics were likely to

follow a personal topic distribution that was time-independent; [32]

enriched the LDA model with the weights of event terms on time-

line and the reliabilities of users to extract social events; [26] applied

a LinkLDA model to group tweets from the same event category,

based on the assumption that an event term’s type distribution was

shared across its mentions. This kind of feature-pivot methods can

achieve good performance on detecting major events. However, they

cannot be applied to timeline generation, as they did not consider the

near-duplicate characteristic of tweets describing the same sub-event.
Moreover, in some researches, the detected events were groups of

terms, with each group representing one event, which made it quite

hard to be interpreted and understood. Besides, most feature-pivot

methods can only be applied on offline datasets, thus cannot gener-

ate a real-time timeline of one ongoing major event.
Different clustering algorithms on tweets have been proposed by

document-pivot methods. [6] proposed an ensemble clustering ap-

proach that combined multiple clustering solutions. Their features in-

cluded terms, time in minutes and geographic locations. They needed

6 http://www.afro.who.int/en/clusters-a-programmes/
dpc/epidemic-a-pandemic-alert-and-response/
outbreak-news/4065-ebola-virus-disease-in-guinea-
25-march-2014.html

7 http://www.afro.who.int/en/clusters-a-programmes/
dpc/epidemic-a-pandemic-alert-and-response/
outbreak-news/4072-ebola-virus-disease-liberia.
html

8 http://www.afro.who.int/en/clusters-a-programmes/
dpc/epidemic-a-pandemic-alert-and-response/
outbreak-news/4073-ebola-virus-disease-west-
africa-1-april-2014.html

9 http://www.who.int/ith/updates/20140328/en/

labeled training data to tune the cluster thresholds and weights for

different clustering solutions, which can be quite hard in regular oc-

casions. In some research work [25, 7, 15], they measured the cosine

similarities between tweets using TF-IDF representation vectors,

with weights of some important terms raised. On the basis of textual

similarity, [29] also considered the temporal factor and Twitter users’

influence scores when calculating the similarities between tweets.

Olteanu et al. [23] considered two tweets to be near-duplicates if their

longest common subsequences was 75% or more of the length of the

shortest tweet. Unlike these methods, our approach aims at tackling

the problem of clustering near-duplicate tweets describing the same

sub-event from the tweet stream. Special measures towards the low-
overlapping level of near-duplicate tweets, such as extracting key

terms and considering key terms with high Jaro-Winkler metric as

the same key term, are taken. [2, 21, 27] utilised Locality Sensitive

Hashing (LSH) techniques to group tweets into buckets, and tweets

in the same bucket were considered as duplicate tweets. LSH tech-

niques could increase the search efficiency. However, it is quite hard

to incorporate some specific strategies into the process, because of

the limitation of hash functions.

Another track of related researches would be Disaster Surveil-

lance on Twitter. While Event Detection methods are widely used

[13, 27, 4] in this research track, there were also some researches,

such as [37], which tried to correlate the number of Ebola outbreaks

with the number of the symptoms mentions of Ebola on Twitter. Al-

though [37]’s results showed that the correlation was quite low, our

results demonstrate that with detailed textual analysis, Twitter can

still provide some earlier alarms than traditional media about the out-

breaks in some countries.

5 Conclusion

In this paper, we proposed a real-time timeline summarisation ap-

proach for pre-known high-impact events, i.e., major events. This

approach consists of four stages: real-world events reporting tweets

extraction, online incremental clustering, post-processing and sub-

events summarisation. Using “Ebola outbreak” as the pre-known

major event, we applied our approach on a tweet stream, and eval-

uated the performance of each stage of the approach. Our results

showed that our approach was significantly better than several base-

lines, in terms of clustering precision and compression ratio, and

could generate early alarms for disaster surveillance. Our approach

is generic enough, as only event-independent features are used for all

the stages, so it could be applied on various major events. Our auto-

matic timeline generation approach is a promising supplement and

replacement of user-generated timeline, which could provide people

with more insights about the real-time status of the major events they

care about.
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Towards Better Models of Externalities in
Sponsored Search Auctions

Nicola Gatti1 and Marco Rocco1 and Paolo Serafino2 and Carmine Ventre3

Abstract. Sponsored Search Auctions (SSAs) arguably represent

the problem at the intersection of computer science and economics

with the deepest applications in real life. Within the realm of SSAs,

the study of the effects that showing one ad has on the other ads,

a.k.a. externalities in economics, is of utmost importance and has so

far attracted the attention of much research. However, even the ba-

sic question of modeling the problem has so far escaped a definitive

answer. The popular cascade model is arguably too idealized to re-

ally describe the phenomenon yet it allows a good comprehension of

the problem. Other models, instead, describe the setting more ade-

quately but are too complex to permit a satisfactory theoretical anal-

ysis. In this work, we attempt to get the best of both approaches:

firstly, we define a number of general mathematical formulations for

the problem in the attempt to have a rich description of externalities

in SSAs and, secondly, prove a host of results drawing a nearly com-

plete picture about the computational complexity of the problem. We

complement these approximability results with some considerations

about mechanism design in our context.

1 Introduction

The computation of solutions maximizing the social welfare, i.e.,

maximizing the total “happiness” of the advertisers, in sponsored

search auctions (SSAs) strongly depends on how such happiness is

defined. Clearly, the more clicks their ads receive, the more con-

tent advertisers are. A naive measure to forecast clicks, named click

through rate (CTR), would only consider the quality of the ad itself

(“better” ads receive more clicks). However, one should not over-

look the importance of externalities in this context: specifically, slot-
dependent externalities (i.e., ads positioned higher in the list have a

higher chance to get a click) and ad-dependent externalities (e.g., the

ad of a strong competitor – e.g., BMW – shown in the first slot can

only decrease the number of clicks that the ad – e.g., of Mercedes –

in the second slot gets).

Related Work. Much research focused on modeling externalities in

SSAs and providing algorithms for the resulting optimization prob-

lem. On one hand of the scale, there is the simple, yet neat, cascade
model [10, 1]. In the cascade model, users are assumed to scan the

ads sequentially from top to bottom and the probability with which a

user clicks on the ad ai shown in slot sm is the product of the intrin-

sic quality qi of the ad, the relevance λm of slot sm (slot-dependant

externality) and of all the ads allocated to slots s1 through sm−1.

A host of results is proved in this model as the input parameters

1 Politecnico di Milano, Italy. Email: { nicola.gatti, marco.rocco}@polimi.it
2 Teesside University, UK. Email: p.serafino@tees.ac.uk
3 Teesside University, UK. Email: c.ventre@tees.ac.uk.

This author was supported by EPSRC, through grant EP/M018113/1.

vary (e.g., λm ∈ {0, 1} rather than λm ∈ [0, 1]). In its more gen-

eral version, the optimization problem of social welfare maximiza-

tion is conjectured to be NP-hard, shown to be in APX (i.e., a 1/4-

approximation algorithm is given) and shown to admit a QPTAS (a

quasi-polynomial time approximation scheme) [10]. In addition to

its unknown computational complexity, the cascade model has two

main limitations to be considered a satisfactory model of externali-

ties in SSAs. First, it assumes that users have unlimited “memory”

and that, consequently, an ad in slot s1 exerts externalities on an ad

many slots below. This is experimentally disproved in [8] wherein it

is observed how the distance between ads is important. Second, it as-

sumes that the externality of an ad is the same no matter which ad it

is exerted on. Nevertheless, while BMW can have a strong external-

ity on Mercedes since both makers attract the high end of the market,

the externality on makers in a different price bracket, e.g., KIA, is

arguably much less strong.

On the other hand of the scale, we can find models that try to ad-

dress these limitations. In [6] Fotakis et al. propose a model whereby

users have limited memory, i.e., externalities occur only within a win-
dow of c consecutive slots, and consider the possibility that externali-

ties boost CTRs (positive externalities) as well as reduce CTRs (neg-
ative externalities). In particular, the externalities of an ad apply to

ads displayed c slots below (forward externalities) and ads displayed

c slots above (backward externalities). Moreover, in order to model

the fact that externalities might have ad-dependent effect, they in-

troduce the concept of contextual graph, whereby vertices represent

ads and edge weights represent the externality between the endpoints.

Their model turned out to be too rich to allow tight and significant al-

gorithmic results (their main complexity results apply to the arguably

less interesting case of forward positive externalities).

Our contribution. The present work can be placed in the mid-

dle of this imaginary spectrum of models for externalities in SSAs.

Our main aim is to enrich the literature by means of more general

ways to model slot- and ad-dependent externalities, while giving a

(nearly) complete picture of the computational complexity of the

problem. We do not attempt to explicitly model the user’s behav-

ior but bridge the aforementioned models in order to overcome the

respective weaknesses. In detail, we enrich the naive model of SSAs

by adding the concepts of window and contextual externalities, while

keeping ad- and slot-dependent externalities factorized as in the cas-

cade model. We also complement much of the known literature by

studying a model wherein the externalities coming from ads and slots

cannot be expressed as a product. Our study gives rise to a number

of novel and rich models for which we can provide (often tight) ap-

proximability results. Since the case of selfish advertisers is of par-

ticular relevance in this context, we also initiate the study of mech-

anism design for the optimization problems introduced and consider
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the incentive-compatibility of our algorithms, i.e., whether they can

be augmented with payment functions so to work also with selfish

advertisers.

We analyze two families of models with Forward Negative

Externalities (FNE): one, named FNEsa, in which slot- and ad-

dependent externalities cannot be factorized and another one, named

FNEaa, where we assume that externalities can be factorized. Fur-

thermore, we discriminate our models along two other dimensions

that are orthogonal to the factorization of externalities. The first di-

mension has to do with the size c of the user memory with respect

to the number of slots K. Specifically, we consider the cases when

users have “limited” memory, i.e., c < K, and “large” memory, i.e.

c = K. The second dimension regards the effect empty slots have on

users’ attention. In a sort of whole page optimization fashion [11],

we think of those slots as occupied by a special fictitious ad (e.g.,

an image) that either raises users’ attention (reset model), or does

nothing (non-reset model). The combination of these orthogonal di-

mensions give rise to the models listed in the first row of Table 1,

which gives an overview of our results (formal definitions of these

models are given in Section 2).

For FNEsa(c) (i.e. the version in which slot- and ad-dependant

externalities cannot be factorized and externalities occur in a window

of size c) we prove that the optimization problem is in P , if c is a

constant. We consider the LP relaxation of the ILP describing the

problem and prove that the integrality gap is 1.

For FNEaa(c) (i.e. the variant of the problem with factorized ex-

ternalities, contextual ad-dependent externalities and window of c
slots) the aforementioned distinction on the effects that empty slots

have on users’ behavior is useful. For FNEaa(c)-nr (i.e. the variant of

FNEaa(c) where the special ad cannot be used, or, equivalently, the

user’s attention cannot be reset) we prove that the allocation problem

is poly-APX-complete whenever c = K. Specifically, we give an

approximation preserving reduction from the Longest Path problem

and design an approximation algorithm using several different ideas

and sources of approximation; interestingly, its approximation guar-

antee matches the best known approximation guarantee for Longest

Path. However, we prove that this algorithm cannot be used in any

truthful mechanism and note that a simple single-item second price

auction gives a weaker, yet close, truthful approximation. We com-

plement the results for this model with the identification of tractable

instances for which we provide an exact polynomial-time algorithm.

For c < K instead, we are unable to determine the exact hardness of

approximating the problem in general. To the APX-hardness proof,

we pair a number of approximation algorithms that assume constant

c. The first, based on color coding [2], returns a non-constant ap-

proximation on any instance of SSA. The second assumes that the

contextual graph is complete and returns a solution which (roughly)

guarantees a γcmin fraction of the optimum social welfare, γmin being

the minimum edge weight in the graph. Interestingly, this algorithm

shows the APX-completeness of the subclass of instances having

constant γmin (we indeed further provide a hardness result for in-

stances with complete contextual graphs). We believe the tight result

for this subclass of instances to be quite relevant. In fact, complete

contextual graphs are quite likely to happen in real-life: the results

returned by a keyword search are highly related to one another, and,

as such, each pair of ads has a non-null externality, however small.

For FNEaa(c)-r (i.e., the variant of FNEaa(c) where the special ad

can be used to refresh users’ memory) the problem becomes easier

and turns out to be APX-complete, for any c. We first prove the prob-

lem with c = K to be APX-hard, via a reduction from (a subclass of)

ATSP (i.e., asymmetric version of TSP) and then surprisingly con-

nect instances with c < K to instances with c = K by reducing the

case with c = 1 to the case with c = K and binary externalities (i.e.,

the weights of the edges of the contextual graph can be either 0 or

1). We also observe how a simple greedy algorithm cleverly uses the

special ad to return 1/2-approximate solutions and leads to a truthful

mechanism.

Three final observations on our set of results are needed. Firstly,

as common in the literature on SSAs, the number of slots is an input

parameter of the problem, rather than a fixed constant. This is consis-

tent with common practice of SSA in real life in some scenarios: for

instance, the number of ads displayed by major search engines like

Google and Bing is not constant, but rather varies with respect to the

keyword being used. However, in the scenarios where K can be as-

sumed to be constant, the allocation problem in our models becomes

computationally tractable (by, e.g., running the color coding algo-

rithm) and truthfulness can be achieved by imposing VCG payments.

Secondly, more research is needed to complete the picture concern-

ing truthful SSAs with externalities. The fact that we principally ad-

dress computational complexity issues is nevertheless a needed step

in this direction. Indeed, recall that in our (single-parameter) setting,

truthfulness reduces to designing a (computationally efficient) mono-

tone algorithm (see below for details). Therefore, settling the com-

putational complexity serves as a benchmark for the approximation

guarantee of the monotone algorithms we design. Thirdly, our anal-

ysis is worst case and then does not rule out the possibility that on

real-life instances the approximation ratio obtained is smaller: e.g.,

the best know algorithm for the cascade model performs better than

its theoretical approximation guarantee.

Due two space limitation, we have omitted the proofs of some mi-

nor results. All the details are available in a longer pre-print version

of this paper [7].

2 Model
In a SSA we haveN ads andK slots. We assume that each ad corre-

sponds to an advertiser; this is w.l.o.g. from the optimization point of

view. We denote each ad by ai with i ∈ N , whereN = {1, . . . , N}
is the set of indices of the ads. We introduce a fictitious ad, denoted

by a⊥, s.t., when allocated, the slot is left empty. The K slots are

denoted by sm with m ∈ K, K = {1, . . . ,K} being the set of slot

indices s.t. s1 is the slot at the top of the page and sK is at the bot-

tom. We also have a fictitious slot, denoted by s⊥ s.t. an ad allocated

to s⊥ is not displayed in the webpage. Each ad ai is characterized

by: (i) the quality qi ∈ [0, 1], i.e., the probability a user clicks on

ad ai when he observes it, irrespectively of other externalities; (ii)
the valuation vi ∈ R+ advertiser i associates to his ad being clicked

by a user. The fictitious ad a⊥ has q⊥ = v⊥ = 0.

A feasible allocation of ads to slots, denoted as θ, consists of an

ordered sequence of ads θ = 〈a1, . . . , aK〉 s.t. the ads are ordered

by increasing slot number, i.e., a1 is allocated to the top slot, aK
to the bottom one. Every ad ai can be allocated to at most one slot,

whereas a⊥ can be allocated to more than one slot. The set of all

possible feasible allocations is denoted as Θ. With a slight abuse of

notation, we let (i) θ(ai) denote the index of the slot ad ai is allocated

to, and (ii) θ(sm) denote the index of the ad allocated to slot sm.

Given θ ∈ Θ, the click through rate of ad ai, denoted as CTRi(θ),
is the probability ad ai is clicked by the user taking externalities into

consideration. The optimal allocation θ∗ is the one maximizing the

social welfare, namely: θ∗ ∈ argmaxθ∈Θ SW (θ), where

SW (θ) =
∑
i∈N
CTRi(θ)vi.
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FNEaa(c) FNEaa(K) FNEsa(c)nr r nr r
LB APX-hard

APX-complete poly-APX-complete APX-complete P �

UB log(N)
2min{N,K}

�

SP log(N)
2min{N,K}

�
1/2 1/K 1/2 1�

Table 1. Summary of our results: LB (UB, resp.) stands for lower (upper, resp.) bound on the approximation of the problem; the row SP, instead, contains the

approximation guarantees we obtain with truthful mechanisms. Results marked by ‘�’ require c = O(1). APX-completeness of a subclass of FNEaa(c)-nr is

also given. (See the model for details on the notation.)

A 1/α-approximate solution θ satisfies SW (θ) ≥ SW (θ∗)/α.

Typically, CTRi(θ) defines how the quality qi of ad ai is “per-

turbed” by the externalities in terms of click probability. Accord-

ingly, in general CTRi(θ) = qiΓi(θ), Γi(θ) being a function

encoding the effect of externalities. For instance, in the cascade

model, Γi(θ) = Λθ(ai)

∏θ(ai)−1
l=1 γθ(sl), where Λθ(ai) =

∏θ(ai)
l=1 λl,

λm ∈ [0, 1], called the factorized prominence of sm, denotes the

slot-dependant externality and γi ∀i ∈ N , called continuation prob-
ability, denotes the ad-dependent externality. (W.l.o.g., we assume

Λ1 = λ1 = 1.) Our conceptual contribution rests upon novel and

richer ways to define Γi(θ), along three main dimensions.

The first dimension concerns the user memory, a.k.a. window. We

let c be the number of ads displayed above ai in θ, from sθ(ai)−1

to sθ(ai)−c, that affect Γi(θ). The second dimension concerns a

generalization of the externalities. Here we propose two alterna-

tive families of externalities, called sa (for slot-ad) and aa (for ad-

ad). The sa-externalities remove the factorization in slot- and ad–

dependent externalities: i.e., λm and γi are substituted by parameters

γm,j ∈ [0, 1], m ∈ K and j ∈ N . When the window is c, the CTR

is defined as CTRi(θ) = qiΓi(θ), where

Γi(θ) =

θ(ai)−1∏
m=max{1,θ(ai)−c}

γm,θ(sm).

This definition captures the situation in which an ad can affect the

ads displayed below it in a different way according to the position

in which it is displayed. For the aa-externalities, on the other hand,

we preserve the factorization in λm and γi, but redefine these latter

parameters as γi,j ∈ [0, 1] where aj is the ad that is displayed in the

slot just below θ(ai). It is convenient to see the γi,j’s as the weights

of the contextual graph G = (N , E) where the direct edges (i, j)
weigh γi,j > 0 and represent the way ad ai influences aj . Note that

non-edges of G correspond to the pairs of ads ai, aj s.t. γi,j = 0.

Here, with window c,

Γi(θ) = Λθ(ai)

θ(ai)−1∏
l=max{1,θ(ai)−c}

γθ(sl),θ(sl+1)

where Λm is defined as above. This definition captures the situation

in which each ad can affect each other ad in a different way.

The third dimension concerns the definition of γm,⊥ for the sa-

externalities and γi,⊥ and γ⊥,i for the aa-externalities. In the model

with reset we have γm,⊥ = 1 for sa and γi,⊥ = γ⊥,i = 1 ∀i ∈
N ∪ {⊥} for aa. This variant captures the situation in which slots

can be distributed in the page in different positions (a.k.a., slates)

and, in order to raise the user’s attention, we can allocate a content,

e.g. pictures, that nullifies the externality between the ad allocated

before and after the content. In the model without reset, γm,⊥ = 0
for sa and γi,⊥ = γ⊥,i = 0 ∀i ∈ N ∪{⊥} for aa, thus capturing the

situation in which leaving a slot empty between two allocated slots

does not provide any advantage.

We let FNEx(c)-y be the problem of optimizing the social welfare

in our model with Forward Negative Externalities with window c,
x ∈ {sa, aa}-externalities and y ∈ {r, nr} reset (r stands for reset; nr

for no reset). When the value of y is not relevant for our results, we

talk about FNEx(c). We are interested in two particular subclasses

of FNEaa(c), namely: (i) subclass FNE+
aa(c)-y, defined upon a com-

plete contextual graph and such that 0 < γmin = mini,j∈N ,i �=j γi,j
and (ii) subclassB–FNEaa(c)-y, where γi,j can take values in {0, 1}.

Mechanism design. A mechanism M is a pair (f, p), where f :
(R+)N → Θ is an algorithm that associates to any vector v =
(v1, . . . , vN ) of valuations a feasible outcome in Θ (only valuations

are private knowledge). The payment function pi : (R+)N → R+

maps valuation vectors to monetary charges for advertiser i. The

aim of each advertiser is to maximize his own utility ui(v, vi) =
CTRi(f(v))vi − pi(v). An advertiser could misreport his true val-

uation and declare v̂i 	= vi when ui((v̂i,v−i), vi) > ui(v, vi), v−i

being the vector of the valuations of all the agents but i. We are

then interested in truthful mechanisms. A mechanism is truthful if

for any i ∈ N , v−i ∈ (R+)N−1, vi, v̂i ∈ R+, ui((v̂i,v−i), vi) ≤
ui(v, vi).

In this setting, a monotone algorithm must be used in truthful

mechanisms [3]. Algorithm f is monotone if for any i ∈ N ,

v−i ∈ (R+)N−1, CTRi(f(v̂i,v−i)) is non-decreasing in v̂i. Im-

portant for our work is also the family of VCG-like mechanisms,

a.k.a., Maximal In Range (MIR) mechanisms. An algorithm f is

MIR if there exists Θ′ ⊆ Θ s.t. f(v) ∈ arg maxθ∈Θ′ SW (θ)
∀v ∈ RN [12]. These algorithms can be augmented with a VCG-like

payment so to obtain truthful mechanisms. (VCGs are MIR mecha-

nisms wherein Θ′ = Θ.) We are interested in mechanisms for which

both f and p are computable in polynomial time. MIR mechanisms

run in polynomial-time if the MIR algorithm does. As usual in the

context of SSA, we adopt a pay-per-click payment scheme, i.e., we

charge pi(v)/CTRi(f(v)) when a user clicks on ai.

3 FNEsa(c) is in P for constant c

Our presentation focuses on FNEsa(1)-nr to simplify the notation.

The more general cases when c > 1 and the reset model is consid-

ered are easily obtainable by generalization from FNEsa(1), but re-

quire a more cumbersome notation without significant new ideas (see

discussion at the end of this section). We first give the ILP formula-

tion of FNEsa(1)-nr and prove that if there is an optimal fractional

solution, then there are at least two feasible integral solutions with

the same value of social welfare. Since it is well known, by LP the-

ory, that the ellipsoid algorithm can be forced (in polynomial-time)

to output an integral optimal solution, we are able to prove the fol-

lowing:

Theorem 1. For c = O(1), there is a polynomial-time optimal al-
gorithm for FNEsa(c).
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FNEsa(1)-nr can be formulated as following ILP:

max

K∑
m=2

∑
i∈N

∑
j∈N ,j �=i

γm−1,jqivixj,m,i +
∑
i∈N
x1,iqivi

subject to:

K∑
m=2

∑
j∈N ,j �=i

xj,m,i + x1,i ≤ 1 ∀i ∈ N

x1,i =
∑

j∈N ,j �=i

xi,2,j ∀i ∈ N

∑
j∈N ,j �=i

xj,m,i =
∑

j∈N ,j �=i

xi,m+1,j ∀i ∈ N ,

2 ≤ m < K∑
i∈N
x1,i = 1 (1)

∑
j∈N

∑
i∈N ,i �=j

xj,m,i = 1 ∀m ∈ K \ {1}

x1,i ∈ {0, 1} ∀i ∈ N
xj,m,i ∈ {0, 1} ∀2 ≤ m ≤ K,

i, j ∈ N , i 	= j
where xj,m,i = 1 iff ai is allocated to slot sm, m > 1, and aj

is allocated to slot sm−1; x1,i = 1 iff ai is allocated to s1. The

objective function and the constraints are rather straightforward and,

hence, their description is omitted here.

The next proposition proves Theorem 1 since it shows that we can

solve the above ILP in polynomial-time, despite its similarities with

the 3D-assignment, a well-known NP -hard problem.

Proposition 1. The continuous relaxation of the above ILP always
admits integral optimal solutions.

Proof. We show that, if there is an optimal fractional solution x,

then there are at least two feasible integral solutions with the same

value of social welfare. Specifically, we prove that x is equivalent to

a probability distribution over integral allocations θ = 〈a1, . . . , aK〉.
The probability P(θ) given to θ is:

P(θ) =
K∏
i=1

P

(
θ(ai) = si

∣∣∣ ∧
j<i

θ(aj) = sj

)

= x1,1

K∏
l=2

xl−1,l,l∑
m≥l

xl−1,l,m
.

In order to show that P(θ) is actually a probability distribution over

allocations, we show that
∑

θ∈Θ P(θ) = 1.

The proof is recursive. Let Θ′ be the set of allocations θ with the

same first K − 1 ads. The allocations in Θ′ differ only for the ad

allocated to sK . To fix the notation, for θ ∈ Θ′ let θ(sl) = al, for

l < K. We have:∑
θ∈Θ′

P(θ) = x1,1
K−1∏
l=2

(
xl−1,l,l∑

m≥l xl−1,l,m

) ∑
h≥K

xK−1,K,h∑
m≥K

xK−1,K,m

= x1,1

K−1∏
l=2

(
xl−1,l,l∑

m≥l xl−1,l,m

) ∑
h≥K xK−1,K,h∑
m≥K xK−1,K,m

= x1,1

K−1∏
l=2

(
xl−1,l,l∑

m≥l xl−1,l,m

)
.

By applying recursively the same argument above from Θ′′ ⊃ Θ′,
the set of all allocations θ satisfying θ(sl) = al, for l ≤ K − 2,

down to the set of allocations having only the same first ad, we have∑
θ:θ(s1)=a1

P(θ) = x1,1. Since (1) forces
∑

i∈N x1,i = 1, we

have
∑

θ∈Θ P(θ) =
∑

i∈N x1,i = 1. This shows that P(θ) is a well

defined probability distribution. The proof concludes by observing

that all integral solutions are indeed feasible.

To solve the problem when c > 1, we just need to modify the ILP and

allow each variable x to depend on c+2 indices to take into account

the (at most) c indices of all the ads that precede the ad of interest.

The reset model for c = 1 instead requires the introduction of K
additional variables for a⊥ to be visualized in each slot (together

with some constraints to fix each variable for a⊥ to a slot).

Theorem 1 implies that mechanism design becomes an easy prob-

lem for FNEsa(c) and c = O(1), since the optimal algorithm can be

used to obtain a truthful VCG mechanism.

4 FNEaa(K)-nr is Poly–APX–complete
Easy Instances. As a warm-up, we identify a significant class of

instances of FNEaa(K)-nr for which we can design a polynomial-

time optimal algorithm. These instances are characterized by the fact

that the underlying contextual graph is a DAG, thus modeling nearly

oligopolistic markets in which the ads can be organized hierarchi-

cally. The idea of Algorithm 1 is that since DAGs can be sorted

topologically in polynomial time then we can rename the ads as

a1, . . . , aN so to guarantee that for any pair of ads ai, aj , if i < j
then (aj , ai) /∈ E . We can then prove that we can focus w.l.o.g. on

ordered allocations θ, i.e., for any pair of allocated ads ai, aj , with

i < j, θ(ai) ≤ θ(aj). Consider an unordered θ and let ai be the

first ad (from the top) for which there exists aj , i < j, such that

θ(ai) > θ(aj). Since γj,i = 0 then all the ads ak s.t. θ(ak) ≥ θ(ai)
haveCTRk(θ) = 0 and, therefore, we can prune θ of (i.e., substitute

with a⊥) ai and all the subsequent ads without any loss in the social

welfare. But then in the class of ordered allocations, the optimum has

an optimal substructure and we can use dynamic programming. Let

D[i,m] be the value of the optimal ordered allocation that uses only

slots sm, . . . , sK and allocates ad ai in sm. It is not hard to see that

D[i,m] = Λmqivi +maxj>i γi,jD[j,m+1] and that the optimum

is maxi∈[N ]D[i, 1]. In the pseudo-code of the algorithm, we sim-

ply construct the table D after the topological sort of the contextual

graph (with renaming of the ads) is done. The algorithm runs in time

O(KN2).

Algorithm 1
1: TOPOLOGICALSORT(G)
2: for allm ≤ K do
3: D[N,m] = ΛmqNvN
4: for all i ≤ N do
5: D[i,K] = ΛKqivi
6: for i = N − 1 to 1 do
7: form = K − 1 to 1 do
8: D[i,m] = Λmqivi +maxj>i γi,jD[j,m+ 1]
9: return (maxi∈[N ]D[i, 1])

Since social welfare maximization is a utilitarian problem, and given

that the algorithm above is optimal we can use the VCG mechanism

to obtain a polynomial-time optimal truthful mechanism.

Hardness. We now prove the hardness of approximating

FNEaa(K)-nr.
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Theorem 2. FNEaa(K)-nr is poly–APX–hard.

Proof. We reduce from the Longest Path problem. An instance of

the Longest Path problem consists of a direct graph G′ = (T,A)
where T is the set of vertices of the graph andA 	= ∅ is the set of un-

weighted edges. The problem demands to compute a longest simple
path, i.e., a maximum length path that visits each vertex of the graph

at most once. This problem is poly–APX–complete [5] and the best

known asymptotic approximation is log |T |/|T |. From an instance

G′ = (T,A) of Longest Path we obtain an instance of FNEaa(K)-nr

as follows. For each vertex ti ∈ T we add an ad ai, with qi = vi = 1
and for each directed arc (ti, tj) ∈ A we add an arc (i, j) in E . Fur-

thermore, we set γi,j = 1 if (i, j) ∈ E and γi,j = 0 otherwise.

Finally, we set N = K = |T | and Λm = 1, ∀m ∈ [K].
Given an ordered sequence of vertices ρ = (t1, t2, . . . , tN ), we

denote as len(ρ) the length of the path that starts in t1 and visits

the nodes in ρ till the first node tj s.t. (tj , tj+1) 	∈ A is reached.

Let us denote as ρ∗ the sequence that describes the longest path in

G′ and as θ∗ the allocation that maximizes the social welfare in the

instance of FNEaa(K)-nr defined upon G′. It is easy to check that

len(ρ∗) = SW (θ∗) − 1. Indeed, θ∗ allocates sequentially from the

first slot the ads that correspond to the vertices composing the longest

path. Conversely, we can transform an allocation θ into a sequence

of vertices ρ just by substituting the ads with their corresponding

vertices until the first a⊥ in θ is found. Thus, we have that for θ and

the corresponding ρ it holds len(ρ) = SW (θ)− 1.

Consider a generic α-approximate allocation θα for FNEaa(K)-
nr: SW (θα) ≥ αSW (θ∗). Since A is non-empty, there is a solution

θ2 to FNEaa(K)-nr of social welfare at least 2. Let θβ denote the

solution in {θα, θ2} with maximum social welfare. As θα is an α-

approximate solution so is θβ . By letting ρβ denote the path con-

structed from θβ as described above, we prove that the reduction

preserves the approximation (up to a constant factor): len(ρβ) =
SW (θβ) − 1 ≥ 1

2
SW (θβ) ≥ α

2
SW (θ∗) = α

2
(len (ρ∗) + 1) ≥

α
2
len(ρ∗).

Approximation algorithm. We show that the problem is in poly–

APX, with an approximation ratio that is asymptotically the same as

the best guarantee known for Longest Path. Our algorithm combines

the Color Coding (CC) algorithm [2] together with three approxima-

tion steps.

LetC be a set containingK different colors. CC is a random algo-

rithm, randomly assigning colors from C to the ads, and then finding

the best colorful (i.e., no pair of ads has the same color) allocation.

To find the best colorful allocation, given a random coloring we do

the following. For S ⊆ C, we define (S, ai) as the set of partial

allocations with the properties of having the same number |S| of al-

located ads (each colored with a different color of S) in the first |S|
slots and having ad ai in slot s|S|. We start from S = ∅ where no ad

is allocated. Then, allocating one of the ads in the first position, we

add one color to S until S = C. Iteratively, the algorithm extends

the allocations in (S, ai) appending a new ad, say aj , with a color

not in S in slot s|S|+1 obtaining (S ∪{oj}, aj) where oj is the color

of aj . Each partial allocation in (S, ai) is characterized by the val-

ues of SW and Γi. We can safely discard all the Pareto dominated

partial allocations: given two allocations θ1 and θ2 in (S, ai), we

say that θ2 is Pareto dominated by θ1 iff SW (θ1) ≥ SW (θ2) and

Γi(θ1) ≥ Γi(θ2). However, there is no guarantee that the number

of allocations in (S, ai) is polynomially bounded and, in principle,

all the generated O(NK) partial allocations may be Pareto efficient.

The complexity per coloring is O(2KNK+1K2). CC generates eK

random colorings, but it can be derandomized with a cost of log2(N)

and a total complexity O((2e)KK2NK+1 log2N). To make the al-

gorithm polynomial, we apply three approximation steps. Initially,

we briefly sketch these three approximations and, subsequently, we

provide the details. Firstly, we run CC over a reduced numberK′ of

slots where K′ = min{�log(N)�,K}. Secondly, we discard all the

allocations θ in which the probability to click on the last allocated ad

is smaller than a given δ ∈ [0, 1]. Finally, we discretize the γi,j’s. We

prove in the following that the running time is indeed polynomial and

the approximation ratio is (1 − δ)(1 − ε) log(N)
2min{N,K} , ε controlling

the granularity of the γi,j discretization. All the three approxima-

tions are necessary in order to obtain a polynomial-time algorithm.

This algorithm is not monotone as we show below. However, a simple

1/K-approximate truthful mechanism can be obtained, via a single-

item second price auction. From here on, we provide the details of

the algorithms and we prove its approximation ratio.

Approximation 1. We apply CC over a reduced numberK′ of slots,

where K′ = min{�log(N)�,K}, implying the following approxi-

mation ratio.

Proposition 2. Given θ∗, the optimal allocation over K slots, and
θ∗K′ , the optimal allocation over the first K′ ≤ min{N,K} slots,
we have SW (θ∗K′) ≥ 1

2
K′

min{N,K}SW (θ∗).

Approximation 2. In CC, we discard allocations θ in which Γi(θ)
of the last allocated ad ai, i ∈ [N ], is less than a given δ ∈ [0, 1],
implying the following approximation ratio.

Proposition 3. Given θ∗K′ , the optimal allocation overK′ slots, and
θδK′ the optimal allocation among the allocations θ ∈ Θ where
the last allocated ad ai, i ≤ N , satisfies Γi(θ) ≥ δ, we have
SW

(
θδK′

)
≥ (1− δ)SW (θ∗K′).

Approximation 3. In CC, we use rounded values for γi,j .

More precisely, we use 1 1
τ
log 1

γi,j
2 in place of log 1

γi,j
, where

the normalization constant τ is defined below. The constraint

due to Proposition 3 is now a capacity constraint of the form∑
m∈[K]:m<l1 1

τ
log 1

γθ(m),θ(m+1)
2 ≤ 1 1

τ
log 1

δ
2. Notice that, with

rounded values, the capacity can assume a finite number of values

(i.e., 1 1
τ
log 1

δ
2) and therefore we can now bound the number of al-

locations to be stored in (S, ai). More precisely, for each value of

capacity, we can discard all the allocations except one maximizing

the social welfare measured with rounded values. This step has the

following consequences on the approximation guarantee.

Proposition 4. Given θδK′ , defined as in Proposition 3, and θδεK′ , the
optimal allocation when the rounding procedure is applied, we have
that, choosing τ = 1

K′ log
1

1−ε
, SW

(
θδεK′

)
≥ (1− ε)SW

(
θδK′

)
.

The approximation ratio of the algorithm is thus (1 − δ)(1 −
ε) log(N)

2min{N,K} , asymptotically the same as the best known approx-

imation ratio of the Longest Path once N = K. The complexity

instead can be derived as follows. The maximum number of allo-

cations that can be stored in each (S, ai) is O(
log 1

δ
τ

) with τ =
log 1

1−ε

K′ thanks to dominations. Thus, given that log( 1
1−ε

) → ε as

ε → 0, the number of elements is O(K′ 1
ε
). Thus, the complex-

ity when K′ = log(N) is O((2e)log(N) 1
ε
log( 1

δ
)N2 log4(N)) =

O( 1
εδ
N3 log4(N)).

Notice that all the three above approximations are necessary in

order to obtain a polynomial–time algorithm. Approximation 2 and

Approximation 3 allow us to bound the number of the allocations

stored per pair (S, ai) and would lead, if applied without Approxi-

mation 1, to a complexity O((2e)KK2N2 log2(N) 1
εδ
). Notice also
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that, without Approximation 2, the possible values for the capacity

are not upper bounded. Approximation 1 allows us to remove the

exponential dependence onK and to obtain polynomial complexity.

Non–monotonicity of the approximation algorithm. We here

prove that the algorithm is not monotone and therefore we cannot

augment it with a payment function to obtain a truthful mechanism.

Let us initially consider the case where Approximation 1 is not

used, therefore all theK slots can be allocated. We will discuss below

how to extend the proof to the case where Approximation 1 is used.

Consider the following instance of FNEsa(K)-nr:

• K = 3 slots;

• N = 4 ads, where q1v1 = 22τ Λ2−Λ32
−6τ

Λ2−Λ3
+ 3, q2v2 = x,

q3v3 = q4v4 = 1, where τ is the generic rounding factor of

Approximation 3;

• the contextual graph is s.t. γi,j = 0 ∀i, j ∈ [N ] except: γ1,2 =
2(−4+φ)τ , γ1,3 = 2−τ , γ2,4 = 2−τ , γ3,2 = 2−τ . φ is a small

number;

• the rounded capacity

⌊
log 1

γi,j

τ

⌋
= +∞ ∀i, j ∈ [N ] except:⌊

log 1
γ1,2

τ

⌋
= 3,

⌊
log 1

γ1,3

τ

⌋
= 1,

⌊
log 1

γ2,4

τ

⌋
= 1,

⌊
log 1

γ32
τ

⌋
=

1.

• theK colours are {o1, o2, o3}.

The product q1v1 has been chosen s.t., when x is in the neighbour-

hood of 22τ Λ2−Λ32
−4τ

Λ2−Λ3
, a1 is always allocated in the first slot. Thus,

we can focus only on the colouring that assigns colour o1 to a1, o2 to

a2 and o3 to a3 and a4. Indeed, with this colouring the two longest

path of the contextual graph are colourful, i.e. the unique two colour-

ful allocations are θ1 = (a1, a3, a2) in the set ({o1, o2, o3}, a2) and

θ2 = (a1, a2, a4) in the set ({o1, o2, o3}, a4).
Notice that, with this colouring, all the allocations where there is

a pair of ads (ai, aj) with γi,j = 0 are infeasible, not satisfying the

capacity bound. We will now prove that the approximation algorithm

is not monotone with respect to a2.

Let us denote by S̃W the social welfare computed on the ba-

sis of the rounded values. It is easy to check that the following

hold: S̃W (θ1) = 22τ Λ2−Λ32
−6τ

Λ2−Λ3
+ 3 + Λ22

−4τx + Λ32
−6τ and

S̃W (θ2) = 22τ Λ2−Λ32
−6τ

Λ2−Λ3
+3+Λ22

−τ+Λ32
−4τx. Notice that the

roundedCTR2 in θ2 is always greater than the one in θ1, given Λ2 ≥
Λ3, while CTR2(θ1) = Λ32

−2τ > Λ22
(−4+φ)τ = CTR2(θ2)

when Λ2
Λ3
< 22τ−φτ .

We have that S̃W (θ1) > S̃W (θ2) when x > 22τ Λ2−Λ32
−4τ

Λ2−Λ3
.

Thus a2 gets a lower CTR by increasing her bid, which proves that

the algorithm is not monotone.

The example can be extended also to the case where Approxima-

tion 1 is applied introducing ads with qv = 0 and γi,j = 0, s.t.

logN = K.

5 FNEaa(K)-r is APX-complete

In this section we will prove the APX-hardness of FNEaa(K)-r and

provide a 1/2-approximation algorithm.

Theorem 3. The complexity of computing an allocation for
FNEaa(K)-r is APX–hard. More specifically, FNEaa(K)-r cannot
be approximated within a factor of 1

1+α
, for α < 1

412
, unless

P = NP .

Proof. We reduce from the Asymmetric TSP with weights in {1, 2},

hereinafter denoted as ATSP (1, 2). The ATSP (1, 2) problem de-

mands finding a minimum cost Hamiltonian tour in a complete di-

rected weighted graph G′ = (T,A) where T is the set of nodes of

G′, A is the set of edges and the weight function wi,j ∈ {1, 2} for

all edges (i, j) ∈ A. ATSP (1, 2) cannot be approximated in poly-

nomial time within a factor of 1
1+β

, with β < 1/206 [9]. Below, we

denote as τ a solution of anATSP (1, 2) instance, as cost(τ) its cost

and as τ∗ the optimal tour.

Given an instance of ATSP (1, 2) on graph G′ = (T,A) we

construct an instance of FNEaa(K)-r as follows: (i) for each ver-

tex ti ∈ T we generate an ad ai with qi = vi = 1, then we have

N = |T |; (ii) the contextual graph isG = ([N ], E), where (i, j) ∈ E
iffwi,j = 1; (iii) for all (i, j) ∈ E , γi,j = 1; and finally (iv) the num-

ber of slots is equal to the cost of the optimal tour τ∗ inATSP (1, 2),
i.e.K = cost(τ∗). We will show at the end of the proof how we can

deal with the fact that we do not know cost(τ∗). Observe that with

K = cost(τ∗), we have SW (θ∗) = N , θ∗ denoting the optimal

solution of the FNEaa(K)-r instance constructed. The definition of

the reduction is completed by observing that an allocation θ for the

FNEaa(K)-r that allocates all the N ads can be easily mapped back

to a tour τ for the ATSP (1, 2) by simply substituting the ad with

the corresponding vertex of the graph G′.
Let us suppose for the sake of contradiction that there exists a
1

1+α
-approximate algorithm for FNEaa(K)-r, with α < β

2
< 1

412
.

Let θα be the 1
1+α

–approximate solution returned by such an algo-

rithm, i.e., SW (θα) ≥ 1
1+α
SW (θ∗) = N

1+α
. It is easy to check that

θα consists of � N
1+α

� ads, each providing a contribution of 1 to the

social welfare, while there are SW (θ∗)−� N
1+α

� ads that w.l.o.g. we

can consider empty. Moreover, being α < 1, N
1+α

≥ cost(τ∗)− N
1+α

holds. For the sake of conciseness, hereinafter we omit the ceiling

notation. Let τβ be the tour obtained from θα. We state that in τβ
there are, at least, 2N

1+α
− cost(τ∗) − 1 edges of weight 1. Divide

the ads allocated in θα in two sets: the N
1+α

allocated ads ai i ∈ [N ]

and a⊥. Allocate in alternation one of the N
1+α

ads ai, with i ∈
[N ], and one of the cost(τ∗) − N

1+α
ads a⊥. When the slot index

2(cost(τ∗)− N
1+α

) is reached, the available a⊥ are finished, thus, in

the following cost(τ∗) − 2(cost(τ∗) − N
1+α

) = 2N
1+α

− cost(τ∗)
slots, only non-fictitious ads ai, i ∈ [N ], are consecutively allocated

(no slots are left empty). This means that in θα, where the ads are

disposed in a different way, we still have the guarantee that there are
2N
1+α

− cost(τ∗) − 1 pairs of consecutive ads (ai, aj) s.t. γi,j = 1.

Thus, in the tour τβ there are, at least, 2N
1+α

− cost(τ∗)− 1 edges of

weight 1. Therefore, given that a tour is composed ofN edges, in τβ
there can be at mostN− 2N

1+α
+cost(τ∗)+1 edges of weight 2. The

length of τβ is upper-bounded by cost(τβ) ≤ 2N
1+α

− cost(τ∗) −
1 + 2(N − 2N

1+α
+ cost(τ∗) + 1) = cost(τ∗) + 2Nα

1+α
+ 1. Now we

can state: cost(τβ) ≤ cost(τ∗) + 2αN
1+α

+ 1 ≤ cost(τ∗) + 2αN ≤
cost(τ∗) + 2α cost(τ∗) = (1 + 2α) cost(τ∗) < (1 + β) cost(τ∗),
where: (i) the second inequality holds for N ≥ 1+α

2α2 ; (ii) the third

inequality holds since N ≤ cost(τ∗) and (iii) the last inequal-

ity holds since, by assumption, α < β
2

. Thus, for the instances

where N ≥ 1+α
2α2 if there were an algorithm that 1

1+α
–approximates

FNEaa(K)-r with α < 1
412

, there would be a 1
1+β

approximation of

ATSP (1, 2) with β < 1
206

. We obtained an absurd.

We finally show that we can deal with the non existence of the

oracle returning cost(τ∗). For all the instances of ATSP (1, 2)
with N vertices, N ≤ cost(τ∗) ≤ 2N . So, we run the polyno-
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mial 1
1+α

–approximation algorithm of FNEaa(K)-r for all the val-

ues K = m with m ∈ {N . . . , 2N}, obtain m tours τmβ and set

τβ = argminm∈{N,...,2N} cost(τ
m
β ), guaranteeing

cost(τβ) ≤ cost(τ cost(τ
∗)

β ).

1
2

-Approximate Greedy Algorithm for FNEaa(c)-r, for any c. The

algorithm orders the ads in nonincreasing order of qivi and allocates

them in the odd slots, starting from the one with the highest product;

even slots are left empty.

Proposition 5. The greedy algorithm above is 1
2

-approximate for
FNEaa(c)-r, for any c.

The greedy algorithm above is a MIR, range Θ′ being all the alloca-

tions that leave even slots empty. The solution output is indeed the

one guaranteeing maximum social welfare in Θ′. We therefore have

proved the existence of a 1/2-approximate truthful polynomial-time

mechanism for FNEaa(c)-r.

6 FNEaa(c) is APX-hard

We now prove that FNEaa(1)-r (Proposition 6) and FNEaa(1)-nr

(Proposition 7) are APX-hard. First we state two auxiliary lemmata.

Hereinafter, for the sake of notation, we will denote as SW1(θ)
and SWK(θ) the objective function of B–FNEaa(1)-r and B–

FNEaa(K)-r, respectively.

Lemma 1. Let θ be an allocation (possibly containing empty slots)
and let θ′ be the allocation obtained from θ by replacing, for each
pair (ai−1, ai) in θ such that γi−1,i = 0, ad ai−1 with a⊥. Then
SW1(θ) = SW1(θ

′).

Lemma 2. Let θ be an allocation such that no pair of ads (ai−1, ai)
exists where γi−1,i = 0. Then SW1(θ) = SWK(θ).

Proposition 6. FNEaa(1)-r is APX-hard.

Proof. We prove that the subproblem B–FNEaa(1)-r is APX–hard

via an approximation preserving reduction from the APX-hard prob-

lem B–FNEaa(K)-r (Theorem 3). In particular, we will show that

computing an approximate solution for B–FNEaa(1)-r is not easier

than B–FNEaa(K)-r on the same instance.

We will first prove that SWK(θ∗K) ≤ SW1(θ
∗
1) holds, where

θ∗K and θ∗1 denote, respectively, the optimal allocation for B–

FNEaa(K)-r and B–FNEaa(1)-r. For the sake of contradiction, let

us suppose that SWK(θ∗K) > SW1(θ
∗
1). We can assume without

loss of generality that θ∗K does not contain a pair (ai−1, ai) such that

γi−1,i = 0, as replacing ai−1 with a⊥ would yield an allocation

with a non-decreasing SW value. By Lemma 2 and by hypothesis we

have that SW1(θ
∗
K) = SWK(θ∗K) > SW1(θ

∗
1), which contradicts

the optimality of θ∗1 .

We are now going to prove that given an α–approximate solution

θα1 to the objective of B–FNEaa(1)-r we can compute in polynomial

time an approximate solution θαK to the objective of B–FNEaa(K)-r
such that SW1(θ

α
1 ) ≤ SWK(θαK). This is easily done by replac-

ing ai−1 with a⊥ for each couple of ads (ai−1, ai) in θα1 such that

γi−1,i = 0, thus obtaining θ′α1 . By Lemmata 1 and 2 we finally con-

clude that SW1(θ
α
1 ) = SW1(θ

′α
1 ) = SWK(θ′α1 ).

Proposition 7. FNEaa(1)-nr is APX-hard.

Proof. We conduct the proof by reduction from problem B–

FNEaa(1)-r. In particular, we add to the instance of B–FNEaa(1)-
r K new ads {aN+1, . . . , aN+K} such that: (i) vj = 0 for all

j ∈ {N + 1, . . . , N + K} and (ii) γi,j = γj,i = 1 for all

i ∈ {1, . . . , N + K} and j ∈ {N + 1, . . . , N + K}. Let θαnr be

an α-approximate solution for the so-defined FNEaa(1)-nr problem.

We can assume w.l.o.g. that θαnr does not contain any a⊥, as in the

no-reset model we can always allocate any non-allocated ad to an

empty slot obtaining a non-decreasing SW value. We observe that,

from a generic allocation θnr , it is possible to obtain an allocation

θr by substituting any ad aj , j ∈ {N + 1, . . . , N + K}, in θnr

with a⊥ s.t. SW r(θr) = SWnr(θnr), and vice versa. Thus, from

θαnr we can obtain an allocation θαr s.t. SW r(θαr ) = SWnr(θαnr);
SW x(θ) denoting the social welfare of θ ∈ Θ in the model

with reset x ∈ {r, nr}. Furthermore, let θ∗r and θ∗nr be the opti-

mal solutions, respectively, for B–FNEaa(1)-r and the FNEaa(1)-
nr defined by our reduction. According to the observations above,

it is easy to check that SW r(θ∗r ) = SWnr(θ∗nr) holds. In fact,

let θ̃nr be the solution obtained from θ∗r by substituting each a⊥
with an ad aj , j ∈ {N + 1, . . . , N + K}. Then SW r(θ∗r ) =
SWnr(θ̃nr). Furthermore, SWnr(θ̃nr) = SWnr(θ∗nr), as other-

wise if SWnr(θ̃nr) < SW
nr(θ∗nr) we could translate θ∗nr into a

solution θ̃r for B–FNEaa(1)-r such that SW r(θ∗r ) < SW
r(θ̃r).

A similar argument holds if we consider the allocation θ̃r obtained

by substituting all ads aj , j ∈ {N + 1, . . . , N + K}, in θ∗nr

with a⊥. Finally, SW r(θαr ) = SWnr(θαnr) ≥ αSWnr(θ∗nr) =
αSW r(θ∗r ).

7 FNE+
aa(c)-nr is APX-complete for constant γmin

We now prove that FNEaa
+(c)-nr is APX-complete if γmin is con-

stant. In the first part of this section (Theorem 4) we prove that this

sub-problem is APX-hard, whereas in the second part we give a

constant-ratio approximation algorithm for it, via a reduction from

FNEaa
+(c)-nr to W3SP.

Theorem 4. FNE+
aa(1)-nr is APX-hard.

Proof. Let {γmin, 1}-FNE+
aa(1)-nr denote the subclass of

FNE+
aa(1)-nr where γij ∈ {γmin, 1} for all i, j ∈ N and

a given 0 < γmin < 1. We prove the APX-hardness of

FNE+
aa(1)-nr by an approximation preserving reduction from

problem B-FNEaa(1)-nr (proved APX-hard in Proposition 7) to

problem {γmin, 1}-FNE+
aa(1)-nr: we prove the existence of an

α-approximate algorithm for {γmin, 1}-FNE+
aa(1)-nr to imply the

existence of a 2α-approximate algorithm for B-FNEaa(1)-nr.

The instance of {γmin, 1}-FNE+
aa(1)-nr is obtained from the in-

stance of B-FNEaa(1)-nr by simply setting γ′i,j = γmin = 1
K−1

for

all i, j ∈ N such that γi,j = 0 in the given instance of B-FNEaa(1)-
nr, γ′i,j = 1 otherwise.

Let θ∗γmin
and θ∗B be an optimal solution for problems

{γmin, 1}-FNE+
aa(1)-nr and B-FNEaa(1)-nr, respectively. We have

SW (θ∗B) ≤ SW (θ∗γmin
). Indeed, if there is no (ai−1, ai) ∈ θ∗B s.t.

γi−1,i = 0 then SW (θ∗B) = SW (θ∗γmin
), whereas if there is a pair

(ai−1, ai) ∈ θ∗B s.t. γi−1,i = 0 then SW (θ∗B) < SW (θ∗γmin
).

Let now θγmin be an α-approximation of {γmin, 1}-FNE+
aa(1)-

nr and let θB be the corresponding solution for B-FNEaa(1)-nr. (I.e.,

θB is the solution θγmin where the γmin externalities weigh 0.) We

now prove that SW (θγmin) ≤ 2SW (θB). We have SW (θB) =
1 + P(θB), where P(θB) ≤ K − 1 denotes the number of

pairs (ai−1, ai) of ads in θB such that γi−1,i = 1. Likewise,

SW (θγmin) = 1 + P(θγmin) + (K − 1 − P(θγmin)) · γmin. By
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construction, P(θB) = P(θγmin) = P , from which it follows that

SW (θγmin) ≤ 2 · SW (θB ) is equivalent to 1 + K−1−P
1+P γmin ≤ 2.

This is proved by noticing that 1+ K−1−P
1+P γmin ≤ 1+ K−1

1+P γmin =
P+2
P+1

, where last equality follows from definition of γmin.

Approximation algorithm. We now prove that any α-approximate

algorithm for Weighted 3-Set Packing (W3SP) can be turned into an

(αγcmin)–approximation algorithm for FNE+
aa(c)–nr.

Given a universe U and a collection of its subsets each of cardi-

nality at most 3 and associated to a weight, W3SP consists of find-

ing a sub-collection of pairwise-disjoint subsets of maximal weight.

Several constant-ratio approximate algorithms are known in litera-

ture to solve this problem, e.g., the algorithm in [4] provides a 1/2-

approximation. We now present a reduction from FNE+
aa(c)-nr to

W3SP, similar in spirit to that defined, for positive only externalities,

in [6].

Theorem 5. Given an α–approximate algorithm for problem W3SP,
we can obtain an (αγcmin)-approximation algorithm for problem
FNE+

aa(c)-nr.

Proof. Given an instance of FNE+
aa(c)-nr, we obtain an instance of

W3SP by means of the following reduction. To simplify the presen-

tation, we suppose that K is even (the proof can be easily extended

for an odd K). We divide K into K/2 blocks of two slots each.

We construct a collection of K
2
·
(
N
2

)
sets, each set having the form

{ai, aj , p}, where p ∈ {1, 3, 5, . . . ,K − 1} and i, j ∈ N . The

weight of a set is defined as the maximum social welfare that ads

ai and aj can provide when assigned to slots sp and sp+1 without

taking into considerations the externalities of ai and aj on the ads

allocated to slots sm, m 	= p, p + 1. Specifically, W (ai, aj , p) =
max{Λpqivi + Λp+1γi,jqjvj ,Λpqjvj + Λp+1γj,iqivi}. Note that

there is an immediate mapping between solutions of W3SP and

FNE+
aa(c)-nr. For a solution θS of W3SP, let W (θS) denote its

total weight. Now, let θ∗S and θ∗ denote, respectively, an optimal

allocation for W3SP and an optimal allocation for FNE+
aa(c)-nr.

Furthermore, let θαS be an α-approximate solution for W3SP, and

θα be the corresponding solution to FNE+
aa(c)-nr. Since in W3SP,

outer-block externalities are not taken into consideration, we have:

W (θ∗S) ≥ SW (θ∗) and SW (θα) ≥ γcminW (θαS). From these in-

equalities we obtain:

SW (θα) ≥ γcminW (θαS) ≥ αγcminW (θ∗S) ≥ αγcminSW (θ∗).

Corollary 1. If γmin is bounded from below by a constant (i.e.,
γmin ∈ Ω(1)), then FNE+

aa(c)-nr is approximable within a constant
factor.

It can be easily shown that the above algorithm is not monotone.

Theorem 6. The algorithm of Theorem 5 is not monotone

Proof. Consider an instance I of FNE+
aa(1)-nr with N = K = 4

wherein Λ3γz,4 < Λ4γ3,4, for z ∈ {1, 2}, v1, v2 = v3, v4
and γ1,2 = γ2,1 = 1 so that W (a1, a2, 1) is much bigger than

any otherW (ai, aj , 1). Therefore, any reasonable approximation of

the W3SP instance constructed upon I must return sets {a1, a2, 1}
and {a3, a4, 3}. Additionally consider v4 <

Λ4γ4,3

Λ2
3−Λ3Λ4γ3,4

so that

W (a3, a4, 3) = Λ3q3v3 + Λ4γ3,4q4v4. So the solution θ returned

by the algorithm run on I places a4 in s4, resulting in CTR4(θ) =
q4Λ4γ3,4. Take now the instance I ′ defined as I except that v1, v2 =
v′4 >

Λ4γ4,3

Λ2
3−Λ3Λ4γ3,4

> v4. As before, the approximation algorithm

for W3SP will return sets {a1, a2, 1} and {a3, a4, 3} but this time

W ′(a3, a4, 3) = Λ3q4v4 + Λ4γ4,3q3v3. Therefore, the solution θ′

returned by the algorithm run on I ′ places ad a4 in slot s3, i.e.,

CTR4(θ
′) = q4Λ3γz,4, where z ∈ {1, 2} is the ad placed in slot

s2 in the allocation θ′. The algorithm is therefore not monotone and

cannot be used to design a truthful mechanism.

8 Approximating FNEaa(c)-nr

Similarly to the case c = K, Color Coding can be applied to design

an optimal exponential-time algorithm finding the optimal solution

and a simple modification of such algorithm returns a
log(N)

2min{N,K}
approximation in polynomial time. While the basic idea is the same,

some details change here.

We denote by S ⊆ C a subset of colors and by δ(a) a func-

tion returning the color assigned to a. Given a coloring δ, the best

colorful allocation is found by dynamic programming. For |S| >
c, W (S, 〈ah0 , . . . , ahc〉) contains the value of the best allocation

with colors in S in which the last c + 1 ads are ah0 , . . . , ahc

from top to bottom. (The definition naturally extends for |S| ≤
c.) Starting from W (∅, 〈〉) = 0, we can compute W recursively.

For instance, for |S| > c, W (S ∪ {δ(ahc)}, 〈ah0 , . . . , ahc〉) =
Λ|S|+1vhcqhc

∏c−1
i=0 γhi,hi+1 + maxaW (S, 〈a, ah0 , . . . , ahc−1〉)

if δ(ahc) 	∈ S and −∞ otherwise. Given a random coloring, the

probability that the ads composing the best allocation are colorful is
K!
KK . Thus, repeating the procedure reK times, where r ≥ 1, the

probability of finding the best allocation is 1− e−r . The complexity

is O((2e)KKNc+2). The algorithm can be derandomized with an

additional cost of O(log2(N)).
By applying the above algorithm to the first K′ slots, K′ =

min{K, �log(N)�}, we obtain an algorithm with complexity

O(K3.5Nc+2 log2(N)). We observe that if c is not a constant, the

complexity is exponential. It is not too hard to note that such an algo-

rithm is
log(N)

2min{N,K} -approximate. Moreover, this algorithm is MIR

and as such can be used to design a truthful mechanism.

9 Conclusions

We enrich the literature on externalities in SSAs by introducing more

general ways to model slot- and ad-dependent externalities, while

giving a (nearly) complete picture of the computational complex-

ity of the problem. In detail, we enrich the naive model of SSAs

by adding: (i) the concepts of limited user memory (ii) contextual

externalities and (iii) refreshable user memory (i.e., reset model).

This gives rise to the FNEsa model, where ad- and slot-dependent

externalities are factorized as in the cascade model and the FNEaa

model, where the externalities and not factorized.

We satisfactorily solve the problem for FNEsa, whereas our results

leave unanswered a number of interesting questions, with regards to

both approximation and truthfulness for FNEaa. The parameter c is

central to this list. If c is constant, then we do not know whether

a constant approximation algorithm for FNEaa(c) exists; this holds

also for the special case of FNE+
aa(c)-nr when γmin is not a constant.

In the latter case, when γmin is instead constant we are not aware of

any truthful constant approximation mechanism. Motivated by the

fact that FNEaa-r is, apparently, an easier problem than FNEaa-nr,

we believe that an interesting direction for future research is to study

reset in more detail in order to understand its role w.r.t. the relatively

harder FNEaa-nr.
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A Computational Method for Extracting, Representing,
and Predicting Social Closeness

Katherine Metcalf 1 and David Leake 2

Abstract. Identifying the social closeness between two individu-

als is a key skill in any situation where interpersonal relations play

a role. Consequently, such capacity is needed to enable AI systems

to understand human interactions and interact naturally in social sit-

uations. However, current research has relied on simple proxies for

social closeness, and richer models are difficult to achieve. This paper

presents an approach to predicting social closeness based on linguis-

tic interactions and demonstrates an ability to predict social closeness

with high accuracy.

1 INTRODUCTION
AI systems need to understand the intentions and motivations behind

people’s actions to effectively reason about people and interact natu-

rally with them. Often such understanding depends on social knowl-

edge, such as a person’s social connections that impact his/her inten-

tions and motivations [13]. Human observers easily and accurately

estimate relationship-oriented information and use it in future inter-

actions. Therefore, it is important for artificial agents to be able to do

the same: to observe interactions and build an expectation model of

people both as individuals and as part of a larger social network.

Social closeness is a qualitative measure of the strength of the rela-

tionship between two individuals. It is related to the extent to which

two people interact, both through in-person and online interactions

[31]. While there is not a single, distinct definition for social close-

ness, it is frequently operationalized as the frequency of interaction

[19]. This paper develops methods for predicting social closeness

from linguistic features of interaction dialogues.

In this paper, we (1) present the motivation for and background

on the general task of predicting social relations and, specifically,

the challenge of predicting social closeness; (2) discuss an approx-

imation of and representation for social closeness based on interac-

tion frequency, to use as a criterion for judging social closeness; (3)

present relevant features for representing linguistic interactions; (4)

propose a method for evaluating social closeness labels derived from

such representations; and (5) apply the results to predict social close-

ness. Evaluations provide support for the effectiveness of automati-

cally predicting social closeness based on linguistic features.

2 MOTIVATION
People interact with one another throughout the day, and each in-

teraction is structured by the social interactional context in which

they are participating [13]. As language, communication, and mean-

ing are all context dependent, understanding the social interactional
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2 Indiana University, Bloomington, IN, USA, email: leake@indiana.edu

environment and what it means for the interactants is necessary for

interpreting meaning and intention. The social environment is one

of the most pervasive contextual aspects of interactions, making so-

cial awareness a vital component for systems that deal with humans.

The ability to correctly predict and identify the relationship between

interactants will improve the capabilities of any system whose deci-

sions depend on knowledge of a person’s social network. With such

information, artificial systems can more accurately identify the in-

dividuals in a social network to target, interact with, or mention in

order to effect change in the rest of the network. For example, if an

agent wants to persuade a group of people to adopt a more healthy

lifestyle, identifying the person who is socially closest to each of the

others, and targeting that person for personalized persuasive tactics,

might cause widespread changes in behavior with limited effort.

Little previous research directly addresses classifying the social

closeness between two interactants from interactional data. Social

closeness information in the context of social networks is generally

assumed to be given by treating individuals as nodes in a graph and

defining their closeness to each other in terms of the number of edges

between them [2, 4, 5, 10, 11, 17, 28, 34]. However, this approach is

not possible when interactions occur outside of a social media plat-

form, nor is it guaranteed to reflect perceived social closeness [12].

We hypothesize that when a system has access to language-based

interactions between individuals, relationship social closeness infor-

mation can be inferred from linguistic features.

A social closeness estimate based on linguistic features would

be able to account for interactions outside of any social media or

communication platform. As social closeness is operationalized as

the frequency of interaction, if all interactions were monitored, then

social closeness could be measured by counting. However, agents

rarely have access to people’s full interaction history. We propose an

approach in which function words are used to estimate the true fre-

quency of interaction and provide a more robust approximation of

social closeness.

3 BACKGROUND

From a psychological and sociological perspective, social closeness

is often put in terms of general feelings of social support, the extent to

which a person feels that they have support from or a strong tie with

a single individual, and is specifically defined and operationalized by

the factors that have been observed to influence it [3, 7, 8, 9, 12, 19,

22, 23, 25, 29, 32, 33]. One such factor is the amount of time two

people spend together [14].

The most common experimental measure for perceived social

closeness is the Perceived Interpersonal Closeness Scale (PICS), for

which individuals are instructed to draw points representing other
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individuals within a circular closeness space [27]. This reflects that

physical distance is highly correlated with perceived social closeness,

an example of which is when social closeness is described in terms of

distance [30]. Most social closeness research is now done with PICS

[1, 18, 26]. However, to our knowledge there exits no data set con-

taining interactions between individuals annotated with PICS scores.

Acquiring a large data set of interactions annotated for social close-

ness values is challenging, because the interactant’s perceived degree

of social closeness is the concept of interest, necessitating obtaining

annotations from direct participants. For this reason, crowd sourc-

ing approaches such as Amazon Mechanical Turk are unsuitable for

generating annotated data sets.

For this paper, social closeness is operationalized as the frequency

with which two people interact. If all interactions in a population oc-

cur solely on a social media platform, frequency of interaction can be

used directly to estimate social closeness (note that only the relative

orderings of the social closeness are considered in the literature). The

goal of this paper is to demonstrate a classifier able to predict from

linguistic features the social closeness determinations that would be

obtained by interaction frequency, if all data on all interactions were

available. This supports the hypothesis that function word counts can

be used to predict social closeness.

4 SOCIAL CLOSENESS AS FREQUENCY OF
INTERACTION

Given a data set of interactions such as chat room posts, it is possible

to count the number of times each person in the data set addressed

a post to each other person in the data set and to use these counts

to represent frequency of interaction. However, there are some chal-

lenges presented by this approach. Traditionally, social closeness is

measured according to a perceived, physical distance as represented

by the PICS measure [27]. There is no unique way to translate a fre-

quency count into a distance measure, and the relationship between

frequency of interaction and perceived distance in not discussed in

the psychological literature beyond broad generalities. Therefore,

three different estimators for the social closeness label were devel-

oped and evaluated, each one modifying the interaction ratio to miti-

gate problems caused by using a simple ratio.

4.1 Challenges for Estimating Social Closeness
from Frequency Counts

Estimating social closeness as the ratio of number of interactions be-

tween two people with respect to the total number of interactions

across all people posses several challenges. A simple estimate would

be based on the frequency of interaction between two people, where

an interaction refers to one person addressing a post to another per-

son and the frequency is the number of times this is done relative to

his/her overall number of social media posts. For example, if person

A interacts with person B five times and has a total of six interac-

tions, while person C interacts with B 50 times and has a total of 60

interactions, person A will have the same social closeness to person

B as person C does. This conclusion seems counter-intuitive, there-

fore, motivating a more complex representation of social closeness.

Therefore, we tested three different modifications of the interaction

ratio that remove the above problems. Because the target values are

estimates of social closeness, the estimators were evaluated by test-

ing how well they maintain the relationship between data points. This

was done by clustering the set of target estimates and the feature vec-

tors separately, and then comparing the estimate-based and feature-

based clusterings.

4.2 Three Estimators for Social Closeness
We examine three potential estimators of social closeness aimed at

removing misleading similarities. Each estimation was calculated for

each person in the data set.

1. z-score - Frequency of interaction is represented as the z-score

normalized frequency ratio, thus incorporating how much a per-

son interacts with the population as a whole. The z-score value is

defined as:

z =
xi − μ
σ
, (1)

where xi refers to the number of times two people interacted, μ
refers to the average number of interactions someone has with

people, and σ is the standard deviation in the number of inter-

actions someone has with people.

There is one point of difference in how the z-score labeled data

points need to be handled compared to the log-probability and p-

score labeled data points. As z-score normalization requires divi-

sion by the standard deviation, interaction pairs whose standard

deviation, σ, is 0 cannot be included in the data set that represents

the z-score normalized labels. (In the following experiment, only

83% of the data points were used.)

2. Log-Probability - The number of interactions is scaled by the log-

probability of each interaction. The probability of interaction is

estimated by assuming that the person of interest is equally likely

to interact with each of the people he/she has been observed to be

interacting with. Scaling the interaction count by the probability of

the interaction incorporates the number of people a given person

interacts with. This reduces the social closeness in cases where

someone interacts with many people. The log-probability score is

defined as:

log − probability = xi
X
· log( 1

n
), (2)

where xi is the number of times someone had interacted with a

specific other individual, X is the total number of interactions

someone has had, and n is the total number of people with whom

the person has interacted.

3. p-value - The interaction ratio is scaled by the corresponding p-

value in order to incorporate a measure of confidence that the ob-

served interactions are not due to chance. The p-value score is

defined as:

p− value = xi
X
·
∑
xi∈X

(
X

xi

)
· αxi · (1− α)X−xi , (3)

where xi is the number of interactions between two people, X is

the total number of interactions for the person of interest, and α is

the person of interest’s average number of interactions.

4.3 Discretizing the Estimates
All three estimators yield continuous values. Because relative close-

ness orderings are of central interest, each estimator was evaluated

not only in its original continuous form, but also in a discretized

form according to how well it maintained the relationship between

data points. The discretized form was used to generate discrete la-

bels for closeness levels and were created using using K-Means clus-

tering for (k = 2) and (k = 3). For the (k = 2) discrete estimate,
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clusters were considered to correspond to high social closeness and

low social closeness. For the (k = 3) discrete estimate, the clusters

were considered to correspond to high, medium, and low degrees of

social closeness.

4.3.1 Data Set

Evaluating the estimators required a data set containing a sample

of interactions approximating the true proportion of interactions be-

tween individuals. Publicly available data sets frequently used to

study and train classifiers on features of social interactions (e.g.,

[6, 16, 15]) are unsuitable for this task because there is no assurance

of the representativeness of the interactions they contain.

The Wikipedia Administrative discussion pages [6] were selected

as the source of data for this case study, because in this domain in-

teractions between individuals outside of the discussion forums were

expected to be limited. Consequently, the interactions in the data set

are expected to be representative of the actual frequency of interac-

tion between each of the interactants.

4.3.2 Clustering Experiment

The clustering process was applied both for Euclidean and Manhat-

tan distance measures. Because the results showed no noticeable dif-

ference, only the results from clustering with Euclidean distance are

reported here. The K-Means clustering algorithm was constrained to

have at least two non-empty clusters per clustering and clustering

continued until either no more than 1% of the data points changed

clusters or the maximum number of clustering iterations (30) was

reached. The stopping conditions did not play a large role in clus-

tering as k-means was always able to find a clustering such that no

data points changed clusters in subsequent clustering iterations. The

resulting target label clusters were also used in evaluating the quality

of the mined labels.

Table 1. Summary of social closeness label representation distribution.

z-score log-probability p-score

Mean 0.0 -12.26 0.06
Range 40.03 6.59 0.07
Stdev 1.75 0.77 0.07

Table 2. Label cluster size and cohesion for clustering with Euclidean
distance. The cluster label does not necessarily correspond with the class

label.

Label Representation (k = 2)
z-score log-probability p-score

Cluster Size MSE Size MSE Size MSE

1 8461 14.35 44438 2.13 89689 0.037
2 90827 1.66 74634 0 25645 0.004

Label Representation (k = 3)
z-score log-probability p-score

Cluster Size MSE Size MSE Size MSE

1 84011 1.14 74634 0 78395 0.04
2 12693 13.89 9126 6.94 14829 0.0006
3 2584 94.17 35312 2.54 22110 0.015

Table 3. Summary of discretized class sizes across label representations.
Here, lower numbered class sizes correspond to lower degrees of social

closeness.

Label Representation (k = 2)
Class z-score log-probability p-score

1 90827 74634 89689
2 8461 44438 25645

Label Representation (k = 3)
Class z-score log-probability p-score

1 84011 74634 78395
2 12693 35312 22110
3 2584 9126 14829

Table 4. Discrete label edges for each label representation.

Label Representation (k = 2)
z-score log-probability p-score

Class Lower Upper Lower Upper Lower Upper

1 -6.93 1.93 -12.73 -12.38 0 0.1
2 1.93 46.95 -12.38 6.14 0.1 0.22

Label Representation (k = 3)
z-score log-probability p-score

Class Lower Upper Lower Upper Lower Upper

1 -6.93 0.69 -12.72 -12.38 0 0.06
2 0.69 4.71 -12.38 -11.03 0.06 0.15
3 4.71 46.95 -11.03 -6.14 0.15 0.22

4.3.3 Analysis

As an initial step, the quality of the social closeness estimate clus-

ters was evaluated. The k = 2 and k = 3 clustering analysis results

(Tables 1- 4.) show that different label estimates produce different

qualities of clustering. The most obvious observation is that some

of the label value ranges are more densely populated, thus, when no

requirements are made of the clustering sizes, this leads to imbal-

anced clusterings. However, the class representing lower degrees of

social closeness has the larger cluster size. This can also be observed

by examining the range for each cluster. The continuous label values

represented by low degrees of social closeness are compacted into a

very small range. This is not a surprise and is in line with the expec-

tation that there are more people who are socially distant than there

are people who are socially close.

The differences in the mean-squared error (MSE) for k = 2 versus

k = 3 supports that degrees of social closeness are better represented

with two clusters.

As we are translating from a frequency measure to a perceived so-

cial distance measure, the exact frequency of interaction based social

closeness value is not overly meaningful. A discrete representation

is more desirable, because the focus is on predicting degrees of so-

cial closeness given linguistic features that describe the interactions

between individuals.

5 LINGUISTIC FEATURE REPRESENTATION

Linguistic features were represented by a feature vector of func-

tion word category counts similar to those used in papers predicting

other attributes of social relationships, such as relative social power
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[6, 20, 21]. Each function word was considered to belong to a func-

tion word category. The feature representation was based on the num-

ber of times words from each category were used (For example, “I” is

a first person singular pronoun and “we” is a first person plural pro-

noun). We chose to use a function word based feature representation

following the work by Pennebaker and colleagues indicating the use-

fulness of function word categories for differentiating between types

of mental and social relationship statuses [31]. Pennebaker demon-

strates that there is a statistically significant difference in a person’s

function word type counts when compared across his/her gender, per-

sonality features, and social attributes.

A function word is a lexical item that does not contain content

information about the subject of a sentence, such as a noun, verb,

adjective, or adverb. Instead, it is a word that defines the grammatical

relationship between words and is therefore required by a sentence’s

structure. Some examples are, “I”, “we”, and “him.” Function words

are also meaningful for this research as they are one of the most

stable aspects of language across time, dialect, and formality; people

do not actively control or track function word production.

We performed experiments to test two variants of function-word-

based feature representations. Let nj be the total number of func-

tion words produced by a speaker, j, in the data set, cj,t be the total

number of times j produced a certain type of function word, t, and

wt,j,k be the number of times a function word, t, was produced by

j while interacting with a specific person, k. The first feature repre-

sentation is a vector of values that are relative to the total number of

instances of each category of function word produced by the given

person across all interactions:

<
w1,j,k

cj,1
,
w2,j,k

cj,2
, ...,
w14,j,k

cj,14
,
w1,k,j

w1,j,k
,
w2,k,j

w1,j,k
, ...,
w14,k,j

w14,j,k
> .

(4)

The second feature representation can be described as a vector

whose values are relative to the total number of function words pro-

duced by the given person across all interactions:

<
w1,j,k

nj
,
w2,j,k

nj
, ...,
w14,j,k

nj
,
w1,k,j

w1,j,k
,
w2,k,j

w1,j,k
, ...,
w14,k,j

w14,j,k
> .

(5)

For both feature representations, the last 14 feature values repre-

sented the number of times the given person, j, used a function word

type relative to the number of times that a function word type was

used by the recipient, k, in his/her responses to the given person.

Each writer or poster to the forum is represented according to the

28 dimensional vector defined above. The specific function word

categories and the distribution over the feature values can be seen

in (Table 5.) and (Table 6.). The representation of the poster differs

slightly according to whom the poster is addressing. The first 14 fea-

tures represent the ratio of each function word produced by the poster

when interacting with the given individual, xi ∈ [0, 1]14. The sec-

ond 14 features reflect the number of times each function word was

produced by the other individual when interacting with the poster,

xj ∈ R14. The number of times each function word was produced

by the other person is normalized by the number of times each func-

tion word was produced by the speaker. This speaker representation

is not symmetric, because perceived social closeness is a directed re-

lationship where two individuals might not see each other as equally

socially close.

Table 5. Summary of the distribution feature value ratios relative to the
function word category. The first 14 features represent the poster and the

second 14 features represent the recipient.

Feature Part-of-Speech Mean Stdev

1 Articles 0.10 0.17
2 Auxiliary Verbs 0.11 0.17
3 Conjuncts 0.10 0.16
4 Negations 0.10 0.16
5 Prepositions 0.0 0.0
6 1st Person Pronoun 0.12 0.17
7 Plural 1st Person Pronoun 0.11 0.17
8 Plural Pronoun 0.04 0.12

9 2nd Person Pronouns 0.0 0.0
10 Singular 1st Person Pronoun 0.10 0.17
11 Singular Pronoun 0.11 0.17

12 3rd Person Pronoun 0.0 0.0
13 Total Pronouns 0.10 0.16
14 Quantifiers 0.12 0.17
15 Articles 0.09 0.15
16 Auxiliary Verbs 0.47 1.75
17 Conjuncts 0.06 1.21
18 Negations 0.18 1.38
19 Prepositions 0.0 0.0
20 1st Person Pronoun 0.65 2.18
21 Plural 1st Person Pronoun 0.37 1.51
22 Plural Pronoun 0.047 0.70

23 2nd Person Pronouns 0.0 0.0
24 Singular 1st Person Pronoun 0.05 1.29
25 Singular Pronoun 0.33 1.49

26 3rd Person Pronoun 0.0 0.0
27 Total Pronouns 0.15 1.36
28 Quantifiers 0.63 1.83

Table 6. Summary of the distribution feature value ratios relative to all
function words. The first 14 features represent the poster and the second 14

features represent the recipient.

Feature Part-of-Speech Mean Stdev

1 Articles 0.79 0.41
2 Auxiliary Verbs 0.59 0.49
3 Conjuncts 0.59 0.48
4 Negations 0.65 0.0
5 Prepositions 0.0 0.35
6 1st Person Pronoun 0.86 0.04
7 Plural 1st Person Pronoun 0.02 0.01
8 Plural Pronoun 0.0 0.0

9 2nd Person Pronouns 0.00 0.03
10 Singular 1st Person Pronoun 0.01 0.0
11 Singular Pronoun 0.02 21.7

12 3rd Person Pronoun 0.0 0.0
13 Total Pronouns 0.01 0.03
14 Quantifiers 0.04 0.07
15 Articles 0.53 0.5
16 Auxiliary Verbs 0.64 1.64
17 Conjuncts 0.39 1.0
18 Negations 0.46 1.91
19 Prepositions 0.0 0.0
20 1st Person Pronoun 0.76 2.11
21 Plural 1st Person Pronoun 0.56 1.36
22 Plural Pronoun 0.09 0.4

23 2nd Person Pronouns 0.0 0.0
24 Singular 1st Person Pronoun 0.39 1.07
25 Singular Pronoun 0.54 1.33

26 3rd Person Pronoun 0.0 0.0
27 Total Pronouns 0.44 1.16
28 Quantifiers 0.71 1.75
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6 LABEL EVALUATION & RESULTS
The social closeness values and labels representing high and low de-

grees of social closeness were evaluated in two steps: (1) label and

feature vector clustering and (2) testing the performance of a random

forest classifier at predicting the social closeness label.

6.1 Cluster Quality
Our first test assessed whether the general labels maintained the

structure in the data. We evaluated them using a clustering approach

[31]. Given that function word use is correlated with a person’s per-

sonality and social qualities, we can assume that the function word

features represent the necessary structure in the data. The results of

our clustering analysis showed that those data points that were found

to be similar when evaluated with only their labels were also found

to be similar when evaluated with only their feature representation.

This supports the conclusion that the labels and the features are likely

to be representing the same thing, social closeness.

K-Means was used to cluster the data, first, by label representa-

tions, and then by each of the feature representations. The cohesion

of each cluster was evaluated with mean-squared error (MSE), the

average distance between each point and its centroid, and the stability

of the relationships between data points was tested using the pairwise

similarity between feature and label clusters, which was measured

using the Jaccard similarity coefficient and the simple matching co-

efficient. Each pair of attribute and label clusters was compared to

one another as a test of the hypothesis that certain similarity and dis-

similarity relationships should hold between the feature and the label

clustered data points. The social closeness estimates were considered

to have maintained the structure of the data, if for each of the two or

three clusters there was one unique attribute cluster and one unique

label cluster pair with a high similarity score that had a low similar-

ity score with all other clusters. The presence of such a pair indicates

that the label data points that are being identified as related corre-

spond to the feature data points that are being identified as related,

and thus the mined social closeness representation was not arbitrary

and had the desired characteristics.

6.1.1 Evaluating the Feature Clusters for Cohesion

Table 7. Feature cluster size and cohesion for clustering with Euclidean
distance (larger feature set).

Feature Ratios w.r.t Word Category
(k = 2) (k = 3)

Cluster Size MSE Size MSE

1 23102 0.2 17417 0.23
2 95970 0.003 90455 0.001
3 —– —– 11200 0.001

Feature Ratios w.r.t All Function Words
(k = 2) (k = 3)

Cluster Size MSE Size MSE

1 93779 0.2 19539 0.22
2 25293 0.003 83267 0.001
3 —– —– 12528 0.04

The feature values were clustered with the same approach used

to cluster the label values. The data points were clustered using

both Manhattan and Euclidean distances, but there was no noticeable

difference in the clusters produced from these distance measures.

Therefore, only the results for clustering with Euclidean distance are

reported here.

The similarity between the feature-based and label-based clusters

was evaluated with mean-squared error (MSE). When clustering the

data set according to feature values, the smaller set of data points as-

sociated with the z-score label had to be clustered separately from the

larger feature set. For this reason, two sets of numbers are reported

for the size and cohesion of the feature sets. The feature value set

associated with the log-probability and p-score label representation

are in (Table 7) and (Table 8) for the smaller set of features. The dis-

tribution of the feature values can be seen in (Table 5) and (Table 6).

As can be seen in (Table 7), the feature representation for the larger

feature set did impact the clustering, but not to a large extent. Both

feature representations produced clusters of similar size and nearly

identical levels of cohesion for k = 2. For k = 3, the feature value

representation made a slightly larger difference in the clusters that

were produced as well as their levels of cohesion. These results sug-

gest that the relationship between data points (pairs of interactants) is

stable across feature representations, indicating that comparing clus-

terings of the feature values to the clusterings of the labels is an ac-

ceptable approach to evaluate their quality.

One point of interest between the full data set in (Table 7) and the

smaller data set in (Table 8) is that the clustering algorithm preferred

2 clusters over 3 for the smaller data set.

Table 8. Feature cluster size and cohesion for clustering with Euclidean
distance (smaller feature set).

Feature Ratios w.r.t Word Category
(k = 2) (k = 3)

Cluster Size MSE Size MSE

1 11284 0.12 0 0
2 88004 0.002 87238 0.001
3 —– —– 12050 0.11

Feature Ratios w.r.t All Function Words
(k = 2) (k = 3)

Cluster Size MSE Size MSE

1 79287 0 79287 0
2 20001 1 20001 1
3 —– —– 0 0.04

6.1.2 z-score Estimate

For k = 2, two different pairs of feature and label clusters were

found to be similar according to both the Jaccard and SMC measure.

For the feature representation with respect to each function word

category, high degrees of similarity were found between feature clus-

ter one and label cluster one and between feature cluster two and la-

bel cluster two (Table 9). Very low amounts of similarity were found

between the other two sets of clusters.

For the feature representation with respect to all function words,

high degrees of similarity were found between feature cluster one and

label cluster two and between feature cluster two and label cluster

one (Table 9). The distinction between the pairs of clusters with high

similarity and the pairs of low similarity clusters is more clear for the

SMC measure. According to the Jaccard measure, there is a medium

degree of similarity between feature cluster two and label cluster two.
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This indicates that the relationship between data points across feature

and label clusters is not as strong when the feature ratios are relative

to all function words produced by the poster.

Based on the pattern of similarity and dissimilarity between fea-

ture and label clusters, the z-score normalized label representation

could be a good target value for feature ratios relative to the function

word category. The z-score based estimate results suggest the fea-

ture representation and discrete labels could be used to represent and

reason about degrees of social closeness.

For k = 3, although there are high degrees of similarity for feature

and label pairs of clusters, no points were assigned to one of the

clusters. This indicates that for this label representation, two discrete

classes are the better option than three.

Table 9. z-score and feature ratio w.r.t function word category similarity
comparison results.

Feature Representation (k = 2)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 0.88 0.80 0.13 0.12
1 2 0.25 0.03 0.89 0.71
2 1 0.031 0.03 0.78 0.71
2 2 0.90 0.80 0.58 0.12

Feature Representation (k = 3)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 1 0.85 0.05 0.01
1 2 1 0.13 0.86 0.73
1 3 1 0.03 0.79 0.10
2 1 0.04 0.03 1 0.13
2 2 0.85 0.76 1 0.85
2 3 0.97 0.85 1 0.03
3 1 0.86 0.73 0.85 0.75
3 2 0.06 0.01 0.04 0.03
3 3 0.79 0.10 0.97 0.85

6.1.3 Log-Probability Estimate

For k = 2, there were medium to low degrees of similarity between

the attribute and label cluster pair for feature values whose ratio is

with respect to that feature word category (Table 10). This indicates

that according to the Jaccard and SMC similarity measures, repre-

senting the frequency of interaction with the log-probability is not an

appropriate approach as it does not allow the relationship between

data points to be represented in both the feature and label cluster-

ings. Nearly identical results hold for the attribute and label cluster-

ing pair where the feature values whose ratio is with respect to all

function words.

For k = 3, although there were relatively high degrees of simi-

larity between pairs of feature and label clusters, two of the attribute

clusters are most similar to the same label cluster for the feature value

ratios that were with respect to the function word category. This in-

dicates that for this label representation, two discrete classes are the

better option than three.

The similarity results between attribute and label cluster pairs in-

dicate representing social closeness as the log-probability of the fre-

quency of interaction is not effective.

Table 10. Log-Probability and feature ratio w.r.t function word category
similarity comparison results.

Feature Representation (k = 2)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 0.48 0.18 0.20 0.16
1 2 0.69 0.43 0.53 0.41
2 1 0.54 0.43 0.66 0.41
2 2 0.22 0.18 0.43 0.16

Feature Representation (k = 3)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 0.77 0.48 0.62 0.49
1 2 0.48 0.07 0.2 0.16
1 3 0.51 0.15 0.9 0.71
2 1 0.17 0.13 0.28 0.084
2 2 0.9 0.68 0.66 0.41
2 3 0.61 0.46 0.64 0.14
3 1 0.85 0.53 1 0.3
3 2 0.19 0.02 1 0.63
3 3 0.68 0.2 1 0.08

6.1.4 p-score Estimate

For k = 2, there were medium to high degrees of similarity be-

tween pairs of attribute and label clusters (Table 11). The Jaccard

similarity measure reports the similarity between clusters to be much

higher than reported by SMC. According to Jaccard, there are rel-

atively high degrees of similarity between attribute cluster one and

label cluster one and between attribute cluster two and label cluster

two. SMC shows the opposite. These similarity scores indicate that

together this feature and label representation pair could represent the

social closeness between people in a meaningful way, although other

feature and label pairs might be more appropriate. The similarity re-

sults indicate that this is true for both feature representations.

For k = 3, although there were relatively high degrees of simi-

larity between feature and label pairs of clusters, two of the attribute

clusters are most similar to the same label cluster for the feature value

ratios that were with respect to the function word category. This in-

dicates that for this label representation, two discrete classes are the

better option than three.

The similarity results between attribute and label cluster pairs sug-

gest that representing social closeness as the p-scored scaled fre-

quency of interaction could be feasible. However, they firmly suggest

the use of two discrete labels over three.

6.1.5 Summary

Overall, the clustering similarity evaluation results support that the

derived labels maintain the relationship between data points for two

of the label estimates, z-score and p-score. The above experiment

supports the conclusion that these estimators can be used to approx-

imate social closeness.

6.2 Discussion
The similarity results for the label and feature clusters suggest that it

is possible to automatically extract social closeness labels from text

data, such as a discussion forum. The cluster similarity tests evalu-

ated how well the relationship between data points was maintained

when they were represented with one of the label representations.
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Table 11. p-score and feature ratio w.r.t function word category similarity
comparison results.

Feature Representation (k = 2)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 0.74 0.58 0.74 0.58
1 2 0.1 0.02 0.1 0.02
2 1 0.03 0.02 0.03 0.02
2 2 0.72 0.58 0.72 0.58

Feature Representation (k = 3)
W.R.T Word Category W.R.T. All Words

Features Labels Jaccard SMC Jaccard SMC

1 1 0.77 0.52 0.12 0.02
1 2 0.19 0.03 0.75 0.51
1 3 0.17 0.03 0.24 0.04
2 1 0.08 0.06 0.73 0.53
2 2 0.83 0.61 0.06 0.04
2 3 0.74 0.54 0.82 0.59
3 1 0.85 0.58 0.43 0.08
3 2 0.19 0.02 0.84 0.57
3 3 0.46 0.09 0.16 0.02

For each of the feature representations, the k = 2 clustering ap-

proach was able to find similar relationships between the data points

for the z-score and p-score label representations. This conclusion is

further supported by the distribution of data points between the two

discrete classes; the majority of the data points are more dense in the

cluster indicating low degrees of social closeness.

However, for K-Means clustering with k = 3, the relationship

between data points in the label clusters did not as strongly maintain

the relationships between data points.

For K-Means clustering with k = 2 and with k = 3, the relation-

ship between data points represented by the feature vectors was not

well maintained in the label clusterings for the log-probability label

representation. This indicates that the log-probability is not a good

representation of social closeness when operationalized as frequency

of interaction.

7 PREDICTING SOCIAL CLOSENESS
To further evaluate whether social closeness values can be extracted

and learned from a discussion forum data set, three classifiers were

tested to see how well the labels could be predicted. Only the ability

to predict the discrete representation of social closeness was evalu-

ated. Evaluation was based on ability to predict frequency of social

interaction, as frequency of interaction can be seen as estimating de-

grees of social closeness. The estimates represent general degrees of

social closeness, such as high or low. As the frequency of interac-

tion values do not directly correspond to measures of distance, the

exact degree of the frequency of interaction is not especially mean-

ingful. However, the discretized groups of frequency of interaction

representations are meaningful, because they represent high and low

degrees of frequency of interaction, which has a more meaningful

relationship to high and low degrees of social closeness.

7.1 Prediction Experiment Set-up
Three classifiers were tested to see how well the z-score and the

p-score based social closeness estimations could be predicted: (1)

random forest, (2) neural network ensemble with bagging, and (3) a

neural network ensemble with each neural network training on corre-

lated features. Correlated function words are those where the speaker

can chose to use one over another, for example, if someone uses “I”,

first person singular pronoun, then he/she chose not to use “we”, first

person plural pronoun. Each of the classifiers was trained to predict

whether or not two interactants have high or low degrees of social

closeness. The classifiers were trained on feature value counts that

represent the total number of times each function word was produced

across all interactions between two people. These values were nor-

malized as described in the previous section.

Before beginning the training task, 20% of the interactant pairs

were randomly selected from the data set to be used as the test set

and were never seen during training. Training was done with 10-fold

cross-validation. The same training and test sets were used for each

prediction condition. Additionally, the severe class imbalance was

handled within the training set so that each classifier was trained on

a 50/50 class split. For each run of the experiment, the parameters of

each of the classifiers were tuned using 10-fold cross-validation.

The Sklearn random forest implementation was used in this pre-

diction task [24]. In 75% of the 30 runs, the random forest classifier

contained 25 trees and, in 25% of the 30 runs, contained 30 trees. The

number of trees was selected through cross-validation on the boosted

data set for that run. The neural networks in each of the ensembles

had one hidden layer with 64 nodes. All weights in the neural net-

work were initialized to 0.

Only those feature and label representation pairs that were found

to have strong degrees of clustering similarity were tested for pre-

dictability. This means the k = 3 discrete label representation was

not evaluated for predictability, nor was the log-probability label rep-

resentation.

Table 12. Prediction accuracies for each classifier across feature and label
representations. FRO refers to the function words w.r.t their categories, and

FRT refers to the function words w.r.t. all function words

z-score p-score

FRO FRT FRO FRT

Random Forest 0.995 0.996 0.952 0.953
Bagged NN Ensemble 0.874 0.886 0.838 0.838
Feature NN Ensemble 0.872 0.879 0.813 0.797

7.2 Predicting with All Interactions
7.2.1 z-score Accuracy

The results in Table 12 demonstrate that the z-score social closeness

label can be accurately predicted by multiple classifiers and that ran-

dom forest was the most accurate classifier. The differences in the

performance of ensembles of neural networks and the random forest

classifier could have been impacted by parameter tuning. It is pos-

sible that in this domain the neural network’s parameters are more

difficult to tune. These results indicate that the z-score social close-

ness label estimator is predictable from the feature representations.

7.2.2 p-score Accuracy

The results in Table 12 demonstrate that the p-score social closeness

label can be accurately predicted by multiple classifiers and that ran-

dom forest was the most accurate classifier. The differences in the

performance of ensembles of neural networks and the random forest
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classifier could have been impacted by parameter tuning. It is pos-

sible that in this domain the neural network’s parameters are more

difficult to tune. These results indicate that the p-score social close-

ness label estimator is predictable from the feature representations.

7.2.3 Estimator Comparison

The z-score label representation was more predictable than the p-

score label representation. The difference in performance was statis-

tically significant between the p-score label and the z-score label for

each of the classifiers, p < 0.0001. For both label representations,

random forest was statistically significantly more accurate than ei-

ther of the neural network ensembles, p < 0.0001, however there

was not a statistically significant difference in performance between

the two neural network ensembles.

7.3 DISCUSSION
The high degrees of accuracy at predicting the target values suggest

that it is possible to represent social closeness as a z-score or p-score

based representation of frequency of interaction. Therefore, degree

of social closeness is a characteristic of relationships that can be ac-

curately predicted using relative function word counts. The lack of a

substantial difference in the performance of the classifiers given the

function word counts with respect to all function words produced by

that person and the function word counts with respect to all function

words of that category produced by the speaker suggests that these

two are equivalent representations. Neither one is more meaningful

than the other in terms of predicting social closeness.

The rate at which performance decreased as the amount of infor-

mation available in the test feature vector decreases indicates that

removing information about the interactions between two people

makes it more difficult to accurately predict their relationship. This is

consistent with results from Pennebaker’s work in which he and his

team found that increased information about the way a person uses

language increases confidence in conclusions [31]. As the number of

interactions included in the test feature vector decreased, the chance

that the features were not representative of the way language was

used in interactions between two interactants became greater. This

means that the quality and representativeness of each feature vector

became more important. However, that the random forest classifier

was able to predict the degree of social closeness with greater than

random accuracy suggests that even with access to a reduced set of

features, there is still a pattern on which the classifier is able to make

decisions.

Additionally, the similarity in the prediction performance for both

the z-score and p-score indicates that the two social closeness rep-

resentations are potentially representing the same information about

the frequency of interaction.

8 CONCLUSION & FUTURE DIRECTIONS
This paper has presented an approach to developing a classifier able

to predict degrees of social closeness and evaluated alternative esti-

mators for social closeness and the ability of classifiers to predict it.

The results support that it is possible to extract estimates of social

closeness from lexical-based interactions between two people and

learn to predict the social closeness labels. This conclusion is largely

based on a direct relationship between the literature-motivated oper-

ationalization of social closeness as interaction frequency combined

with the frequency ratios extracted from the data set, and that the data

set was likely to have contained a representative set of the individ-

ual’s interactions. This increases the likelihood that the estimate of

frequency of interaction closely approximated the true frequency of

interaction, which increases the likelihood that the final discretized

label estimates directly approximate degrees of social closeness. The

high similarity between feature and social closeness label clusters,

and the demonstration that classifiers are able to accurately predict

the discretized label estimates, suggests that there is a relationship

between the features and the labels. As the labels are a modified ver-

sion of the social closeness measure, it is reasonable to believe that

the classifiers are in fact predicting degrees of social closeness. The

evaluation and experimental results suggest that it is possible to de-

velop a classifier able to predict degrees of social closeness without

a ground-truth labeled data set to learn from.

As a next step to further evaluate and test the conclusion that social

closeness can be predicted from lexical interaction information, the

classifiers should be tested on a data set for which the ground truths

are known. To our knowledge, no such data set currently exists. How-

ever, a ground-truth data set could be built by finding participants

willing to share records of their interactions with some number of

people. The ground truth social closeness score can be obtained us-

ing PICS, and asking the participants to rank each relationship as

having high or low degrees of social closeness. The classifier could

be tested to see how well it can predict each participant’s degrees of

social closeness, given their interaction records as input. If the clas-

sifier is able to achieve high levels of accuracy, then its ability to

predict degrees of social closeness would be further supported.

Beyond further evaluation of the classifiers, future steps include

extending the problem to predicting changes in degrees of social

closeness over time. If it is given that degrees of social closeness can

be predicted, then it is feasible to track interactions between two peo-

ple as they develop through time. When tracking interactions through

time, the goal changes to identifying points where the degree of so-

cial closeness changes. This capacity could allow a system to dynam-

ically model social closeness. Predicting changes in social closeness

could allow a system to anticipate changes in the social network and

adjust how it is interacting with and manipulating the community

represented by the social network.
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Planning Using Actions with Control Parameters

Emre Savaş and Maria Fox and Derek Long and Daniele Magazzeni1

Abstract. Although PDDL is an expressive modelling language, a

significant limitation is imposed on the structure of actions: the pa-

rameters of actions are restricted to values from finite (in fact, explic-

itly enumerated) domains. There is one exception to this, introduced

in PDDL2.1, which is that durative actions may have durations that

are chosen (possibly subject to explicit constraints in the action mod-

els) by the planner. A motivation for this limitation is that it ensures

that the set of grounded actions is finite and, ignoring duration, the

branching factor of action choices at a state is therefore finite. Al-

though the duration parameter can make this choice infinite, very few

planners support this possibility, but restrict themselves to durative

actions with fixed durations. In this paper we motivate a proposed

extension to PDDL to allow actions with infinite domain parameters,

which we call control parameters. We illustrate reasons for using

this modelling feature and then describe a planning approach that

can handle domains that exploit it, implemented in a new planner,

POPCORN (Partial-Order Planning with Constrained Real Numer-

ics). We show that this approach scales to solve interesting problems.

1 INTRODUCTION
PDDL is a powerful modelling language, but one limitation of the

models it supports is that action parameters are only allowed to be

drawn from finite domains. These domains are enumerated in the

problem descriptions and are typically relatively small (a few tens

of objects would already be unusual). A consequence of this con-

straint is that action schemas can be grounded, by substitution of

parameters with values in all possible ways, to yield a finite set of

actions for each problem instance. There is one parameter that is

an exception to this: the duration of a durative action may be left

flexible, so that the planner can choose its value (possibly subject to

constraints). In fact, this is a far-reaching choice, since in combina-

tion with duration-dependent effects, it can make it possible to model

domains in which there is an infinite branching choice of actions ap-

plicable in a state. Although the addition of numeric state variables

to the classical propositional language allows construction of an in-

finite state space, without the flexible duration parameter, the state

space is always locally finite, which is to say that only finitely many

states are reachable from a given initial state, using plans bounded

by a given finite length. The introduction of the flexible duration pa-

rameter changes this, so that infinitely many states may be reachable

by plans even bounded to length one. This observation makes clear

that the introduction of a flexible duration parameter fundamentally

changes the possible structure of state spaces.

In this paper, we consider a generalisation of the duration param-

eter, allowing actions to take multiple parameters from infinite do-

mains. We call these parameters control parameters, since they often

1 Department of Informatics, King’s College London, UK, WC2R 2LS,
email: {okkes.savas, firstname.lastname}@kcl.ac.uk

represent physical control parameters that a planner might select in

order to make an action have a desired effect (or intensity of effect).

Examples include volume settings, velocities, power use, volumes or

sizes. As a concrete example, illustrating that duration is not always

an appropriate surrogate for control parameters, consider the action

of withdrawing cash from an ATM (or cashpoint). Execution of this

action involves choosing the value of the withdrawal. Although there

is probably some small element of the duration of a withdrawal that

is affected by the amount withdrawn, the transaction is, for all practi-

cal purposes, best modelled as a constant duration action that has an

effect on cash in pocket determined by the selected value of the con-

trol parameter: the size of the withdrawal. Current standard PDDL

dialects require that either the action be modelled artificially, us-

ing duration to substitute for the control, or else that the choice of

withdrawal amounts be restricted to some fixed and finite menu of

choices.

A slightly more complex example, generalising an example drawn

from related work on Kongming [13], is a navigation action for an

autonomous underwater vehicle (AUV), equipped with independent

motors to drive horizontal movement (the x-direction) and verti-

cal movement (the y-direction). In choosing a single leg of move-

ment, the action requires selection of an x-velocity, a y-velocity and

a duration. It is clearly not possible to represent choices in this 3-

dimensional choice space using a duration alone.

In this paper, we explore the cashpoint example in more detail to

illustrate the problems introduced by the use of control parameters.

We then propose a way in which planning can be performed in do-

mains containing actions with these parameters, implemented as our

planner, POPCORN (Partial-Order Planning with Continuous Real

Numerics), based on the POPF planner [4], extending and expanding

the mechanisms in that planner to support control parameters beyond

duration. In doing so, we retain the ability in POPF to use temporal

actions, including with flexible durations and duration-dependent ef-

fects. We demonstrate that our approach scales to tackle interesting

problems, considering several domains with various characteristics.

Our implementation works with linear constraints, relying on an LP

support in similar style to POPF, but we observe that our strategy can

be generalised to different constraints, indicating how this could be

achieved.

The paper is structured as follows. We survey the related work in

the next section. Section 2 gives a more detailed description of the

cash point motivating example. In Section 4 we provide technical

background on the state representation in POPF, and in Section 5 we

describe how we extend it to implement our approach for planning

with control parameters in POPCORN. In Section 6 we show how

POPCORN scales to solve interesting problems. Section 7 concludes

the paper.
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2 A MOTIVATING EXAMPLE
We now develop the simple cashpoint example to illustrate some as-

pects of the use of control parameters. Suppose that we are planning

to go to a pub. Initially, we are at home and have only £2 in our

pocket. We aim to be at the pub with £20 in our pocket and to have

already bought snacks on the way to the pub. The plan for this prob-

lem is quite simple: we must go to the cashpoint and collect cash, go

to the shop to buy snacks and go to the pub. However, the action to

withdraw cash should allow us (as planner) to decide how much to

withdraw.

We propose to extend PDDL2.1 [10] so that actions may include

an additional field: control parameters. These parameters are typed.

We currently assume that they are numeric parameters, although our

syntax supports other types. The description of the cash withdrawal

action is shown in Figure 1. We list all control parameters except

?duration in a new field, :control. Our language has the ex-

pressive power to state the numeric types of the control parameters.

A control parameter can defined as an integer, number, or as a

boolean. In the example, the ?cash control parameter is defined

as a number in the WithdrawCash action. Each instantiation of the

action has its own instance of this parameter and each can be given a

value independently of the others. The parameter is tied into the state

through action preconditions: in this case, the parameter is restricted

to lie between a minimum withdrawal and the limit of the machine.

It also appears in the effects, increasing what is in the pocket and

decreasing what is left in the machine.

(:durative-action WithdrawCash
:parameters (?p - person ?a - location

?m - machine)
:control (?cash - number)
:duration (= ?duration 2)
:condition (and (at start (at ?p ?a))
(over all (at ?p ?a)) (at start (located ?m ?a))
(at start (>= ?cash 5))
(at start (<= ?cash (balance ?m)))
(at start (canWithdraw ?p ?m)))

:effect (and
(at start (decrease (balance ?m) ?cash))
(at end (increase (inpocket ?p) ?cash))))

(:durative-action BuySnacks
:parameters (?p - person ?a - location)
:duration (= ?duration 1)
:condition (and (at start (at ?p ?a))
(over all (at ?p ?a)) (at start (snacksAt ?a))
(at start (>= (inPocket ?p) 3)))

:effect (and (at end (decrease (inPocket ?p) 3))
(at end (gotSnacks ?p))))

Figure 1. Main actions of the cash point domain.

An example problem for this domain is shown in Figure 2. In this

example there are two ATMs, each with a limited balance, and one

shop at which we can buy snacks. In addition, Figure 2 shows the

(optional) metric objective of the problem that can play an important

role in the valuation of the control parameter ?cash. The domain

also includes a move action to allow movement between locations.

Intuitively, to optimise the plan metric, we should withdraw sufficient

cash to buy snacks and to have £20 at the pub. We would not want to

withdraw more or less cash than required when at the cash point.

This problem could be modelled without control parameters, by

discretising the amount that can be withdrawn into a finite set of

(:init (at Joe home) (snacksAt store)
(= (inPocket Joe) 2)
(canWithdraw Joe atm1) (canWithdraw Joe atm2)
(located atm1 bank) (located atm2 bank)
(= (balance atm1) 50) (= (balance atm2) 100))
(:goal (and (>= (inPocket Joe) 20)
(gotSnacks Joe) (at Joe pub)))
(:metric minimize (inPocket Joe))

Figure 2. The initial state of the cash point problem.

possible values (say £5, £10, £20, £50). If we consider a forward

searching planner, relying on a standard relaxation-based heuristic,

the planner will choose a withdrawal action to meet the demands of

the largest goal (the £20 goal), but the relaxation will ignore the effect

of the future snacks purchase. This means, the planner will not see

that it actually needs to withdraw £25, and it is quite likely that the

final plan will involve returning to the cash point to make a second

withdrawal (the precise behaviour will depend on the search strategy,

but this is what happens in POPF, for example). In the discretised

model, the optimal plan (according to the metric) is to withdraw £25

using two withdrawals before moving away, while the shortest plan

withdraws £50. When using the control parameter model, the planner

can decide to withdraw exactly £23 in a single action, yielding both

the shortest and optimal plan.

The particular challenge we consider in this paper, is how the value

of the control parameter can be chosen by the planner, in particular

when performing a forward state space search. In this example, the

amount of cash we want to withdraw depends on which actions we

apply after visiting the cash point. Early assignment of the value of a

control parameter may lead to generation of poor plans. For instance,

assigning a value to ?cash before buying snacks would result in vis-

iting the cash point twice. Therefore, the determination of the amount

to withdraw should be made at a later stage in the plan construction

(possibly after the entire action sequence has been constructed).

Our planner, POPCORN, builds up all the linear constraints acting

on the control parameter ?cash and (checking numeric consistency

of every state visited using the linear program) until the goal state is

reached. Then, the planner calls the final linear program to optimise

all variables, i.e. ?cash, subject to the metric objective of the prob-

lem. Since the metric objective is to minimise the inpocket state

variable in this example, the planner chooses the minimum bound

of this variable as its value. We describe this process in detail in the

remainder of the paper.

3 RELATED WORK
Work exploring the use of control parameters in domain indepen-

dent planning is limited. The duration parameter was introduced in

PDDL2.1 [10], but very few planners can plan with actions that

have both flexible durations and duration-dependent effects, such as

POPF [4] and its close cousins, COLIN [3] and OPTIC [1]. One

way to understand the behaviour of these planners with respect to

the choice of durations will be presented below, since it is relevant to

the treatment of control parameters in POPCORN.

Williams and co-authors have explored the management of control

parameters in several different ways. For example, the Kongming

planner [13] uses an extended PDDL representation, also adding a

new field to actions in order to capture the control parameters. It cap-

tures the interaction of the dynamic continuous variables with flow
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tubes produced at each action layer. The planner is based on a Graph-

plan [2] core and the flow tubes contain control trajectories of the

variables as the graph expands over time. The graph is translated to

a mixed integer program and solved using CPLEX, rather than by

Graphplan search, allowing the planner to handle problems with lin-

ear effects. The use of the Graphplan core restricts the representation

of time, which is discretised, while the rates of change of process

effects are taken as control variables. This approach contrasts with

COLIN [3] and POPF planners, where the duration is taken as a vari-

able, while rates of change remain constant. Both approaches use lin-

ear programming to solve the numeric constraints and this means that

it is not possible to allow both variable durations and variable rates

of change, since this would lead to quadratic constraints. Kongming

suffers from severe limitation of the number of happenings in the

plan, due to the cost of iterated deepening search in the Graphplan-

CPLEX solution strategy.

Fernández-González, Karpas and Williams have recently studied

planning with continuous control parameters [8]. Their work has

considered the main stages in the development of the Scotty plan-

ner. It combines the flow tube representation of Kongming with the

forward-chaining search and the linear programming used in the

COLIN planner. The flow tubes are used to capture continuous ef-

fects with control parameters. It uses forward search to overcome

the limitation on numbers of happenings in Kongming. The purpose

of control parameters in this work (and, to an extent in Kongming,

and earlier work using flow tubes [12]) is to convey flexibility of

choice to the executive [7]. Therefore, Scotty finds a flexible plan,

in which it leaves the decision of the values of control parameters

to an executive during plan execution in order not to invalidate the

plan (whereas it finds the timestamps of actions that can also invali-

date the plan). In addition, Scotty does not support actions perform-

ing discrete numeric change [9]. Also, it is not possible to define

duration-independent control parameters: the control parameters all

represent rates of change, so they all combine with the duration to

determine the final effects of actions.

Pantke, Edelkamp and Herzog have recently presented a PDDL-

based multi-agent planning system that reasons about the control

parameters in production planning and control [14, 15]. They pro-

pose a similar extension to PDDL language, in which the control

parameters are listed in the :parameters field. They adapt two-

stage planning strategy in their work. First, the planner finds partially

grounded total-order plans with lifted control parameters. Then, the

planner find the fully grounded plans by determining the bounds of

the variables of the first n partially grounded plans (using a mathe-

matical optimisation tool) based on their potential quality. The opti-

misation tool is not used to check the consistency of a state. Instead,

they use the interval arithmetic relaxation, which gives the possible

values (not the optimal values) at a state. Additionally, the planning

horizon is fixed and they do not use any relaxation heuristic during

search.

Our motivation in introducing control parameters is slightly dif-

ferent to that of Williams et al. and Fernández-González et al.: we

are interested in the planner choosing values to construct a specific

plan and to make choices that lead to efficient plans, rather than in

conveying flexibility for execution to the executive. Our control pa-

rameters do not necessarily represent rates of change (such as the

cash withdrawal), and effects of actions can be independent of dura-

tion, or not. The work of Pantke et al. focusses only on the produc-

tion control domain application, whereas we consider the domain-

independent planning applications in forwards search framework us-

ing relaxation-based heuristics.

4 TECHNICAL BACKGROUND
As we have noted, duration can be seen as a special control parame-

ter. POPF and its variants handle this parameter, so it forms a natural

starting point from which to generalise to manage other control pa-

rameters. We therefore briefly review how the management of dura-

tion is achieved in POPF and COLIN.

A central innovation in POPF is the extended representation of a

state. In classical forward search planners, the states are valuations

over the state variables (which may be boolean values in a proposi-

tional planner and boolean or numeric in a metric planner). PDDL2.1

planners must extend this representation to include record of which

durative actions are executing and when they started: we call this a

temporal state. POPF further extends this representation, so that it

searches in a space in which its states (P -states) represent sets of

temporal states.

Definition 1 A P -state, S, is a tuple 〈F, V,B,Q, P,C, T 〉, where:

F is a partial valuation over boolean state variables.
V is a partial valuation over numeric state variables.
B maps the numeric state variables to upper and lower bounds

(which might be infinite). Variables with a value defined in V have
upper and lower bounds equal to this value.

Q is a set of actions which are started but not yet finished.
P is the collection of steps added to the plan to reach state S.
C is a collection of temporal and metric constraints accumulated

over the steps in P .
T is the upper and lower bound on the time at which this state must

end.

POPF only imposes a partial ordering on the actions in its plan

(through temporal constraints included in C). POPF postpones com-

mitment to ordering of actions when all orderings consistent with C
are executable. This means that state variables whose values are not

required to satisfy specific precondition constraints might be unde-

termined, subject to the resolution of the partial ordering of actions

that affect them, which is why F and V are partial valuations. Where

a continuous or duration-dependent effect is active in a P -state, the

constraints in C tie together the bounds on the time in the current

state (T ) with the bounds on the value of the affected variable (B).

A P -state represents a set of temporal states because there can be

many feasible solutions toC. The constraints inC can be purely tem-

poral constraints (managed as a simple temporal network) if there are

no continuous or duration-dependent effects in the plan, or a linear

program if time and numeric state variables interact [5]. FromC, val-

ues of B and T are found by solving C for upper and lower bounds

on each variable.

POPF manages search through P -states by implementing both

an appropriate P -state progression algorithm and also a variant of

the relaxed plan heuristic, based on the Temporal Relaxed Planning

Graph [6, 5]. The search choices faced by POPF are whether to add a

new action start to extend a P -state, or else to complete an executing

action (whose end is in Q). In both cases, constraints can be added

to C to ensure preconditions are satisfied. In this way, POPF avoids

branching on the infinite choice of values of duration, but manages

constraints that restrict the possible values of durations, ensuring fea-

sibility of the constraints at each P -state progression.

In order to implement temporal-numeric planning with control pa-

rameters POPCORN is built on the POPF planner. The partial-order

mechanism in POPF minimises the addition of ordering constraints

to avoid early commitment during forward search, in order to achieve
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An action with a control parameter A finite set of 
i.e: WithdrawCash action action choices

inpocket += ?cash

Leave the choice to the 
 constraint space 

Initial 
state

. . . . . . 

. . . . . . 

Goal state

Figure 3. Schematic representation of the search space where there is a
control parameter effect. The nodes represent the state reached, and the
edges represent the action applied to reach the next state. The graphs in
black boxes represent the LP constraint space, which is used to avoid

complex branching choice.

flexible plans. The temporal constraints are added as they are needed

to meet the preconditions of actions in a possible plan. The existing

partial-order mechanism of POPF helps POPCORN to avoid early-

commitment in assigning values to the control parameters. As dis-

cussed in Section 2, the early commitment in the valuation may lead

to poor plans. The constraints implied by the pre- and post-conditions

of actions added to the plan govern the possible values of control pa-

rameters, as illustrated in Figure 3. The details of this process are

described in the rest of this paper.

4.1 LP temporal and numeric scheduling

The POPF planner inherits the use of linear programming from the

COLIN planner. It uses the LP to check the temporal and the numeric

consistency of a P -state. The P -state variables that capture evolution

of the numeric state variables along the trajectory of a plan are de-

fined as follows:

A sequence of pairs of vectors of variables, Vi and V ′
i , is constructed,

one for each step i in the plan. Each vi ∈ Vi records the value of the

state variable v just before the step i. Similarly, each v′i ∈ V ′
i records

the value of a state variable v immediately after the step i. For in-

stance, a state variable v can have a discrete instantaneous numeric

change at a step i. In this case, the constraint v′i = vi + c constraint,

where vi is increased by the numeric value of c at the step i, is added

to the LP to record this change. Table 1 shows the constraints and

variables created to record numeric changes that are connected to

the ?cash control parameter. bali and inpi represents the (balance
?m) and (inPocket ?p) state variables at step i, respectively.

5 PLANNING WITH CONTROL PARAMETERS

The difference between the POPF and POPCORN planners is that

POPCORN can reason with control parameters in addition to dura-

tion. Control parameters are, as with duration, variables that appear

only as part of the structure of an action in the plan, not as part of

the state. This means that variables can be added to the constraint

collection in a P -state as new actions are applied, to represent not

Table 1. Variables and constraints acting upon ?cash parameter, that are
collected from the initial state to reach the goal state. [lb, ub] represents the

upper and lower bound limits of the variables at a state.

Plan Action LP Variable [lb, ub] Constraints
Withdraw cash [5,∞] cash ≥ 5

(start) [0,50] cash ≤ bal0
bal0 [50,50] bal0
bal′0 [0,45] = bal0 − cash

Withdraw cash [5,50] cash
(end) inp1 [2,2] inp1

inp′1 [7,52] inp1 + cash
BuySnacks inp2 = inp′1

(start) inp′2 [7,52] ≥ 5
BuySnacks inp3 [7,52] = inp′2

(end) inp′3 [2,47] = inp3 − 5

only the values of the state variables, but also newly introduced con-

trol parameters. This is achieved by extending the existing machinery

in POPF. We consider the details of each component in their related

subsections. We extend the existing problem definition to capture the

control parameters defined in actions. We define the additional con-

straints and variables added to the LP based on the numeric precon-

ditions and effects of actions added during state progression. We pro-

vide details of the modifications made to the existing heuristic state

evaluation of POPF and analyse the effects of the control parame-

ters on the search space. We use the cash point example to illustrate

elements discussed in the related subsections.

5.1 State definition
The P -state representation used in POPF is further extended for

temporal-numeric planning with control parameters. We call this ex-

tended representation a C-state (Control state).

Definition 2 C-state, S, is a tuple 〈F, V,B,Q, P,C, T,D〉, where:
F , V ,B,Q, P and T are as defined in a P -state.D maps all control
parameters associated with actions in P to pairs recording the upper
and lower bounds on their values in S.

When a new action, A, is started, the state progression for POP-

CORN adds to D newly created variables corresponding to the con-

trol parameters in A, with upper and lower bounds derived from the

preconditions of A (or +infinity or -infinity where no bounds appear

in A). Constraints are added to C that represent the pre- and post-

condition requirements on these control parameters.

The ordering of the duration and control fields in action descrip-

tions is carefully chosen to allow control parameters to appear in

duration constraints. This makes it possible to tie together these pa-

rameters in constraints. For example, we can capture a more general

version of the Kongming AUV descend action, shown in Figure 4,

allowing a variable duration descent that is also able to descend at

different gradients by separately selecting the x- and y-velocities.

The assumption modelled in the action is that the execution of this

action involves moving at a constant velocity along a straight vec-

tor with the chosen x- and y- displacements. To avoid the non-linear

interaction between rates and durations, we model this by choosing

the distances travelled in the x- and y-directions, subject to the con-

straints that these distances must not imply violation of the velocity

limits (see Figure 5). We can also combine multiple control param-

eters in a single constraint, as illustrated in the descend action in

Figure 5, where the combined power consumption of the motors can-

not exceed the available power output. This makes the control space

for this problem multi-dimensional.
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Scotty [8] offers a syntax for representing control parameters that

is very similar to our own. In Scotty, control parameters are intended

to represent the margins of control of processes during execution, so

these parameters are always intended to be interpreted as rates, as can

be seen in their use in the continuous effects in Figure 6. However,

this model combines duration and control parameters in a quadratic

expression. Scotty overcomes this difficulty by focussing on upper

and lower bounds defining the range of possible values for the control

parameters. This use of control parameters cannot be exploited in

problems such as the cashpoint domain, where the parameter is not a

rate.

(:action descend
:duration (d)
:precondition (and (y <= 200))
:effect ()
:dynamics (4 <= vx <= 8, 3 <= vy <= 6))

Figure 4. The Kongming action model for AUV descent. Note that this is
not PDDL, but a variant in which a new :duration field is added to

classical actions to associate a fixed duration to the action, and :dynamics
which defines the control parameters and their bounds.

(:durative-action descend
:parameters (?a - auv)
:control (?dx ?dy - number)
:duration (and
(<= ?duration (/ ?dx (minVx ?a)))
(<= ?duration (/ ?dy (minVy ?a)))
(>= ?duration (/ ?dx (maxVx ?a)))
(>= ?duration (/ ?dy (maxVy ?a))))

:condition (and
(over all (<= (+ (* (powerX ?a) ?dx)
(* (powerY ?a) ?dy))(* ?duration (power ?a)))))
:effect (and (at end (increase (posX ?a) ?dx))
(at end (increase (posY ?a) ?dy))))

Figure 5. Descend action with control parameters. This model is in
PDDL2.1 extended with our proposed syntax for control parameters. Note
that the linear power constraint restricts the total power use across the two

motors according to the consumption rates of the motors.

(:durative-action navigate
:control-variables ((velX) (velY))
:duration (and (<= ?duration 5000))
:condition (and
(over all (>= (velX) -4))(over all (<= (velX) 4))
(over all (>= (velY) -4))(over all (<= (velY) 4))
(over all (<= (x) 700))(over all (>= (x) 0))
(over all (<= (y) 700))(over all (>= (y) 0))

:effect (and
(increase (x) (* 1.0 (velX) #t))
(increase (y) (* 1.0 (velY) #t))))

Figure 6. The navigate action for Scotty [8]. The syntax is very similar
to our proposal, but control parameters are always rates of change.

State progression of C-states is similar to P -state progression:

new actions can be started, or current actions can be completed. In

both cases, the appropriate constraints are added to C, introducing

control parameters where necessary and new state variables, and new

bound are then computed for B, T andD.

5.2 Checking C-state consistency

It is worth emphasising the main characteristic of control parameters

within an action instance: each control parameter is a local variable,

whose scope is limited to the action within which it is defined. They

are carried out through the plan with the help of global variables (e.g.

(inPocket ?p) in the cashpoint domain). Each control parameter is

introduced in constraints only at the point when an action is applied.

Subsequent constraints can impact on the values of control values by

constraining variables that also appear in constraints with the control

parameters.

In addition to the existing temporal and numeric constraints added

to the LP in POPF, our approach inserts the following constraints to

the LP during C-state progression:

• Any numeric precondition that is given in the form:

〈v, {≤, <,≥, >}, w·v+f(di,0, ..., di,m−1) + c〉
〈f(di,0, ..., di,m−1), {≤, <,≥, >}, v〉
〈f(di,0, ..., di,m−1), {≤, <,≥, >}, c〉

• Any numeric effect that is in the form:

〈v, {+=,-=,=}, w·v+f(di,0, ..., di,m−1) + c〉
where c is a constant (appearing in the domain model), v is the

vector of metric fluents in the problem, w is a vector of con-

stants (the coefficients of state variables in the domain model) and

f(di,0, ..., di,m−1) is a linear function applied to a set of m control

parameters {di,0, di,1..., di,m−1} appearing in action i.
Following extension of C as part of C-state progression, C is

tested for feasibility. If it is infeasible, then the C-state corresponds

to an empty set of temporal states, so it is pruned and search reverts

to an earlier C-state. In POPCORN, C is solved for minimum and

maximum bounds T , B and D. However, an alternative possibility

is to tighten bounds selectively. Furthermore, a solution to C can act

as a witness that can be carried forward in the C-state, rather like a

watched literal in modern SAT-solvers, checking it against new con-

straints as they are added and only resolving C when the current

witness fails.

The requirement for state checking is that it is possible to check

C for feasibility: this does not necessarily require C to be a linear

program. In principle, we can use mixed collections of constraints,

possibly separatingC into disconnected sets of constrained variables,

using constraint solvers appropriate to each set of constraints accord-

ing to type. As a simple example, we experiment with integer control

variables, making C a mixed integer program (MIP). We envisage

the possibility to extend this idea to different types, using specialised

constraint solvers to handle them.

5.3 Temporal and numeric state-space search

The duration of an action might not be fixed. It might be determined

by either the values of metric fluents, such as (<= ?duration
(v ?p)), or constrained within a range of values [3], for ex-

ample, (and (>= ?duration 10) (< ?duration 50)).

Likewise, the value of a control parameter defined in an action is

usually not fixed, but is constrained within an interval and, possi-

bly, constrained by multiple constraints. The values of state variables

subject to continuous or duration dependent effects are similarly con-

strained within ranges, [vmin, vmax]. The planner is free to choose

the value of a variable within its bounds. The choices might not be
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independent, so each choice must be propagated through C to deter-

mine how bounds of other variables are affected.

The existence of control parameters generates a complex branch-

ing choice in the search space, just as is the case for variable dura-

tions, but possibly multi-dimensional. Figure 3 illustrates this effect

for our cash point example. When the planner branches over this set

of infinitely many states, it avoids exploring each state by leaving the

choice to the LP constraint space.

5.4 Modifications to the temporal RPG heuristic
The Metric Relaxed Planning Graph (RPG) [11] heuristic has been

widely used in numeric planning over the last decade. POPF planner

uses an extended variant, based on a Temporal RPG (TRPG), to guide

the planner in the search space towards the goal. The difference be-

tween the two heuristics is that the TRPG associates timestamps with

each action and fact layer, using rules on relaxed temporal progres-

sion to increase the time as the reachability analysis is developed [3].

Table 2. An LP relaxation over a control parameter that does not have a
constant upper bound value.

Maximise: ?cash
Subject to:
bal0 = 50
?cash ≥ 3
?cash− bal0 ≥ −inf
?cash− bal0 ≤ 0
?cash+ bal′0 − bal0 = 0
inp0 = 2
inp′0 − inp0−?cash = 0

Our modification to the TRPG heuristic of POPF is to make an

optimistic assumption: if an action a has a control parameter effect

on a variable v, then the control parameter is relaxed to whichever

bound in D for the corresponding control variable gives the largest

effect (increasing the upper bound or decreasing the lower bound on

the reachable values for v). In case the bounds on the control variable

depend on a the value of state variables (for example, (<= ?cash
(balance ?m))), then the heuristic constructs an LP, using only

the time-independent numeric constraints of the action, to precom-

pute the bounds for the heuristic before extracting a relaxed plan.

Table 2 shows the LP constructed to optimistically approximate

the upper bound of the ?cash variable.

6 EVALUATION
The cashpoint domain demonstrates that there are examples of ac-

tions in which it is natural to model an action with an infinite domain

parameter, other than duration. Furthermore, the descend action

shown in Figure 5 illustrates that there are also natural reasons to

transcend the use of a single control parameter, making it impossible

to express such models by some compilation of control parameters

into flexible durations. This demonstrates that the extended expres-

sive power of the control parameters we propose offers a way to cap-

ture important and intuitively significant behaviours that cannot be

modelled in existing PDDL formulations.

Although it is clear that the extended expressive power of control

parameters has a valuable role to play in modelling realistic domains,

there remains the question of whether it is possible to plan with this

extended expressiveness. In this section, we consider several differ-

ent domains in order to explore the scalability of the performance of

POPF when confronting a variety of challenges in the use of control

parameters.

Our planner, POPCORN, is a temporal planner that handles

discrete numeric change in state variables that is controlled with

continuous-valued variables selected by the planner. There are no

other PDDL2.1 planners available with similar expressive power to

compare on problems using control parameters, including Scotty.

Scotty supports control parameters for setting rates of change for

continuous change, but not control parameters used for discrete

change, as in the cashpoint example. Therefore, we compare the per-

formance of POPCORN with POPF (the code base on which POP-

CORN is built). This comparison is carried out by discretising the

control parameter choices available to POPF. The purpose of the

comparison is to explore the scaling behaviour of POPCORN, since

POPF is solving a related and similar problem to the control param-

eters choice problem, but the discretisation imposes both additional

constraints (the possible values of the control parameters are limited)

and a simplification (the branching factor is made finite). A compar-

ison with UPMurphi [16] (or the most recent version, DiNo [17]) is

also possible, using discretised control parameters (which could be

managed automatically in UPMurphi within its existing machinery).

However, its performance does not scale well in domains with long

combinatorial chains, such as the Procurement and Terraria domains.

In addition to these experiments, we make an approximate per-

formance comparison between POPCORN and Scotty on continu-

ous control parameter change problems (using problems from [8]).

Since POPCORN does not aim to handle continuous control param-

eter change, the duration of actions in these problems are fixed2.

6.1 The cash point domain

This domain is based on the motivating example presented in Sec-

tion 2. The cashpoint domain has a relatively flat search space, with

short plans.

The purpose of using this domain is to confirm that POPCORN

effectively generates plans with control parameters. As the amount

of cash required in the goal is increased relative to cash point lim-

its, the plan has to extend to include additional withdrawal actions.

It is important the planner realises that the plan cannot achieve the

goals with a single withdrawal (or, more generally, insufficient with-

drawals) early enough to avoid wasted search effort.

We extend the basic actions of the original domain to include mul-

tiple currencies, allowing new currencies to be obtained using an ex-

change bureau. This complicates problems by constructing chains of

constraints connecting the values of control parameters across multi-

ple actions.

In order to make a comparison with POPF, we add a set of

WithdrawCash actions with fixed withdrawal values, namely

?cash ∈ {1, 5, 10, 20}. This assumption allows us to make a fair

comparison in these domains with POPF, which does not aim to

handle control parameters. Regardless of the values we fix for the

withdrawal values, the POPF will usually generate longer plans. The

POPCORN does not require any fixed value, so it is able to solve

the problem for any value of (inpocket ?p) within the bounds

defined.

In all domains (including this one), we use a set of 12 problem

instances. The required goal amounts and the types of currencies are

increased, and in some problem instances, the planner is forced to ex-

2 All domain and problem files used for our experiments can be found here:
https://github.com/Emresav/ECAI16Domains
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Figure 7. Comparison of time taken by POPF and POPCORN to solve each problem instance, and the numbers of states evaluated, in four domains. The
crossed points indicate that only one of the planners found a solution.
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Figure 8. Mean Scheduling Time (MST) per state in procurement and cashpoint instances

change currencies at the exchange bureau. In addition, several items

are added that need to be obtained to reach the goal.

6.2 The procurement and terraria domains

The procurement domain is about finding a plan to manufacture final

products, which require different amount and types of raw materials

to be procured from a store and intermediate products to be produced

at a workshop. The purpose in defining this domain is to explore the

effects of scaling numbers of control parameters in individual ac-

tions. Materials can be purchased in a single action, selecting the

numbers of each of the materials available at the supplier to be in-

cluded in the single purchase. This problem also contains a deeper

search space, producing longer plans, allowing us to explore the cost

of solving increasing numbers of more complex constraint sets.

The complexity of each instance is increased by extending the

depth of the bill of materials tree. Figure 9 shows the most challeng-

ing problem instance in which two of product A, a product B, and a

product L are to be delivered to customers Customer1, Customer2,

and Customer3, respectively. The leaf nodes represent raw materials,

which can be obtained from the store. The other nodes represent the

intermediate and final products. To produce a product A, we need to

have already sub-assembled two product B and a product C. These

intermediate products require products I, J, K, D, and E. In this do-

main, the batch sizes of items procured and produced are taken as

control parameters, whereas these parameters are discretised with the

values of 1, 5, 10, 20 for the test runs in POPF.

The Terraria domain is similar to the procurement domain, but it

additionally includes a capacity constraint that limits the total amount

of raw material procured. As an extension of the procurement prob-

lem set, the complexity of each Terraria problem instance is extended

by decreasing the capacity limit of raw materials. The purpose of this

test is to introduce a constraint that links multiple control parameters

within a single action.

6.3 The 2D-AUV-power domain

This domain is based on the Kongming AUV domain presented in

Section 5. The purpose in introducing this domain is to show that du-

ration and other control parameters in an action can be successfully

constrained within a single constraint.

In this domain, the AUV travels between different waypoints to

collect samples in a two dimensional underwater environment (depth

and horizontal distance). Figure 5 shows the descend action with

our proposed syntax for control parameters. In this experiment, we

reinterpret this action as a single glide and allow the velocity range

to include positive and negative changes in the y-direction (depth),

so that the action can be used to ascend or descend. The duration of

glide is constrained by the maximum and minimum displacement

rates of the vehicle in x- and y-directions. The linear power constraint

of (<= (+ (*?dx 3) (*?dy 4)) 90) limits the total power

use of the vehicle across the two motors in gliding. The complexity of

this experiment increases by increasing the sample destinations and

decreasing the power capacity (per glide action) of the vehicle. The
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Figure 9. Bill of material tree of product A in procurement domain model.
Coloured nodes indicate that those items are already used in the tree

displacement rate of the glide action is fixed with 1, 5, and 10 units

(?dx, ?dy ∈ {1, 5, 10, 20}). The AUV can take sample whenever

the x and y positions are in the range the sample destination.

6.4 Experimental results
Figure 7 shows the time taken to solve each problem instance, and

the number of states evaluated in the domain models.

As discussed in Section 5.3, the LP avoids early commitment to

values of control parameters, but maintains the constraint space in

which they must lie. However, a deeper search space might lead to

an excessive use of the LP during planning. As mentioned earlier in

this section, the procurement domain model creates a deeper search

space than the cashpoint domain. We observe that POPCORN takes

longer than POPF to generate plans in almost all of the procurement

problem instances. The reason behind this behaviour is that POPF

realises the use of its Simple Temporal Network (STN) is sufficient

in most of the steps. Coles et al. show that using the STN in tem-

poral domains is significantly faster than using the LP [5]. Figure 8

shows the mean time spent solving the LP at each state. These figures

indicate that the constraint-solving time per state explored by POP-

CORN gradually increases, because larger-sized linear programs are

generated as the problem complexity increases.

Despite the LP costs it is worth noting that POPF generates poor

plans. Repetition of the same action is observed in plans generated

by POPF. Even though multiple choices of the same discrete actions

are defined, POPF usually chooses the ones with the most minimum

increase or decrease effects, which leads it to generate poor plans;

POPCORN generates better plans where repetition of the same action

is not usually observed. Figure 10 compares the solution quality for

each problem instance solved by POPCORN and POPF.

Scotty planner introduces various domains with continuous con-

trol parameter effects. Table 3 compares the performance of POP-

CORN and Scotty in these problem instances. We avoid non-linear

interaction between control parameters by modelling the problems in

the same fashion discussed in Section 5. 2D- and 3D-AUV domains

are based on an underwater sampling mission scenario. In 2D-AUV

domain, the vehicle collects sampling data in at the same depth, while

the vehicle collects data in different depths in the 3D-AUV domain.
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Figure 10. Comparison of plan quality (measured in this case as plan
makespan) in four temporal numeric domains. POPCORN is compared with

POPF on each problem instance.

In this experiment, we slightly modified these domains to challenge

the performances of both planners. Seven and fourteen sampling des-

tinations are defined in 2D AUV1 and in 2D AUV2 domains. We ob-

served that Scotty generates longer plans in 2D AUV domains than

POPCORN due to taking longer paths in both problems.

Table 3. Comparison between POPCORN and Scotty in the 5 problems in
Firefighting (FF), 2D and 3D AUV navigation [8]. The numbers in the

brackets are the makespan, while the numbers outside the brackets are the
execution times.

Domains: 2D AUV1 2D AUV2 3D AUV FF1 FF2
Scotty 2.6(139) 8.4(260) 0.8(12) 1.2(20) 2.5(14)
Popcorn 0.9(116) 8.8(153) 0.5(12) 0.1(20) 0.7(15)

7 CONCLUSIONS

Physical and logical properties of real-world examples require mul-

tiple numeric variables to create realistic planning models. We have

shown examples of problems, in which it is most natural to model

a choice of numeric parameter values to control the behaviour of

actions, in a similar way, but in addition to, the duration of flexible-

duration actions. Furthermore, the opportunity to combine multiple

control parameters in a single action, so that the control space is

multi-dimensional, is motivated by specific examples.

We have presented a planning approach capable of solving prob-

lems in domains with control parameters and we have demonstrated

that it is capable of solving interesting problems with a range of

characteristics, performing scalably and producing efficient plans.We

compare performance with two alternatives: POPF using discretised

control parameters and Scotty, which offers a different role for con-

trol parameters that does not include examples such as the cashpoint,

procurement or Terraria domains.

The approach we have proposed, in which constraints governing

control parameters are accumulated into a constraint program that is

checked for feasibility as states are progressed, generalises to other

types and to non-linear constraints, subject to the capabilities of the

solver for the constraint program. We intended to explore this in fu-

ture work.

E. SavaSavaş et al. / Planning Using Actions with Control Parameters1192



ACKNOWLEDGEMENTS
This work is funded by European Commision Seventh Framework

Programme for Research and Technological Development (FP7) as a

part of SQUIRREL project under grant agreement No 610532.

REFERENCES
[1] J. Benton, Amanda Coles, and Andrew Coles, ‘Temporal Planning

with Preferences and Time-Dependent Continuous Costs’, in Proceed-
ings of The 21st International Conference on Automated Planning and
Scheduling, ICAPS, (2012).

[2] Avrim Blum and Merrick L. Furst, ‘Fast Planning Through Planning
Graph Analysis’, in Proceedings of The 14th International Joint Con-
ference on Artificial Intelligence, IJCAI, pp. 1636–1642, (1995).

[3] Amanda Coles, Andrew Coles, Maria Fox, and Derek Long, ‘Temporal
Planning in Domains with Linear Processes’, in Twenty-First Interna-
tional Joint Conference on Artificial Intelligence (IJCAI). AAAI Press,
(July 2009).

[4] Amanda Coles, Andrew Coles, Maria Fox, and Derek Long, ‘Forward-
Chaining Partial-Order Planning’, in Proceedings of International Con-
ference on Automated Planning and Scheduling (ICAPS), pp. 42–49,
(2010).

[5] Amanda Coles, Andrew Coles, Maria Fox, and Derek Long, ‘COLIN:
Planning with Continuous Linear Numeric Change’, Journal of Artifi-
cial Intelligence Research (JAIR), 1–96, (2012).

[6] Andrew Coles, Maria Fox, Derek Long, and Amanda Smith, ‘Planning
with Problems Requiring Temporal Coordination’, in Proceedings of
the Twenty-Third AAAI Conference on Artificial Intelligence (AAAI),
(July 2008).

[7] Robert T. Effinger, Brian C. Williams, Gerard Kelly, and Michael
Sheehy, ‘Dynamic Controllability of Temporally-flexible Reactive Pro-
grams’, in Proceedings of The 19th International Conference on Auto-
mated Planning and Scheduling, ICAPS, (2009).
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Fixed-Parameter Tractable Optimization

Frédéric Koriche and Daniel Le Berre and Emmanuel Lonca and Pierre Marquis1

Abstract. Minimizing a cost function under a set of combinatorial

constraints is a fundamental, yet challenging problem in AI. Fortu-

nately, in various real-world applications, the set of constraints de-

scribing the problem structure is much less susceptible to change

over time than the cost function capturing user’s preferences. In such

situations, compiling the set of feasible solutions during an offline

step can make sense, especially when the target compilation language

renders computationally easier the generation of optimal solutions

for cost functions supplied “on the fly”, during the online step. In this

paper, the focus is laid on Boolean constraints compiled into DNNF
representations. We study the complexity of the minimization prob-

lem for several families of cost functions subject to DNNF constraints.

Beyond linear minimization which is already known to be tractable

in the DNNF language, we show that both quadratic minimization

and submodular minization are fixed-parameter tractable for vari-

ous subsets of DNNF. In particular, the fixed-parameter tractability of

constrained submodular minimization is established using a natural

parameter capturing the structural dissimilarity between the submod-

ular cost function and the DNNF representation.

1 INTRODUCTION

Constraint optimization is a fundamental problem in computer sci-

ence, which arises in various applications including among others,

configuration softwares, recommender systems, and e-commerce.

For many, if not most, of these applications, the space of feasible

solutions under consideration is of combinatorial nature. In AI, a

generic approach for representing such combinatorial tasks is the val-
ued constraint network framework [5, 26, 29, 34, 37]. Informally, a

valued constraint network consists of a set of discrete variables, a

collection of hard (or crisp) constraints encoding a space of feasible

solutions, and a set of soft constraints (or potentials) specifying pref-

erences over solutions. The problem is to find a feasible solution that

minimizes the sum of potentials. This expressive framework has also

been studied under different names, such as GAI networks [1, 19]

and conditional random fields [25, 31]. However, such expressive-

ness does not come without a price: the minimization problem for

valued constraint networks is NP-hard, which prevents one from en-

suring some reasonable performance guarantees.

Fortunately, in many real-world situations, the set of hard con-

straints representing the problem structure does not often evolve, es-

pecially in comparison with soft constraints, capturing user’s prefer-

ences, which are indeed likely to change with the user. This situation

pattern can be exploited using a knowledge compilation approach

[11]: the set of hard constraints is compiled during an offline phase,

1 CRIL, Univ. Artois and CNRS, F-62300 Lens, France, email: name@cril.fr

in order to improve the time needed for the online generation of user-

dependent optimal solutions.

As a matter of example, consider a configurable housing web ser-

vice. Due to its combinatorial nature, the space of customizable resi-

dences is represented implicitly using hard constraints, such as “your

home must include at least two bedrooms”, or “only houses with at

least one large bedroom come with luxury kitchens”. Clearly, the set

of feasible houses does not depend on any user’s requirements like

“I want a luxury kitchen”, or preferences like “I prefer large bed-

rooms to small ones”. Thus, compiling the set of constraints describ-

ing the space of feasible solutions during an offline step is relevant if

this compilation step renders computationally easier the generation

of feasible, yet non-dominated solution, matching the user’s require-

ments and preferences, which are only known at the online step. Ac-

tually, such configuration problems are well-known benchmarks for

knowledge compilation. Especially, the car configurators of Renault

and Toyota take advantage of knowledge compilation techniques for

ensuring guaranteed response times for some key requests.

In this paper, hard constraints are represented as (Boolean) NNF
circuits. Specifically, we focus on constraints compiled into DNNF
circuits [8], the subclass of NNF circuits for which “and-nodes” do

not share any variable. DNNF is one of the most succinct NNF lan-

guages that admits a polynomial time algorithm for the task of de-

termining whether a partial assignment can be extended to a feasible

solution. This key property is preserved by subsets of DNNF such as,

for example, the class DNF of disjunctive normal form formulae, the

class SDNNF of structured DNNF formulae [28], the language SDD of

sentential decision diagrams [10], and the language OBDD of ordered

binary decision diagrams [3]. The choice of DNNF is also motivated

by existing compilers targeting (a subset of) this language, including

c2d [9], sdd [10], and Dsharp [27].

In the following, we consider several families F of (pseudo-

Boolean) cost functions including, in particular, submodular func-

tions which have received a great deal of interest in combinatorial

optimization [16, 30, 21], with numerous applications in AI.2 The

aim of this study is to identify the complexity of the minimization

query MIN: given a hard constraint C represented as a formula in

a subset L of DNNF, and a cost function f expressed as a sum of

potentials from a family F , find (when it exists) a feasible solution

of C that minimizes f . Plugged into the valued constraint network

setting, our goal is to investigate the tractability of constrained opti-

mization problems for which the soft constraints are defined over F ,

and the set of hard constraints has been first compiled into a single

constraint, represented as a formula C in L. For various subsets L
of DNNF and families F of cost functions, we determine whether the

minimization problem, defined over L and F , is in P, or is NP-hard.

2 See e.g., submodularity.org/references.html
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Furthermore, taking advantage of Downey and Fellows’ param-

eterized complexity framework [13], a fine-grained analysis of the

NP-hard cases is achieved, leading to the identification of fixed-
parameter tractable restrictions. In the theory of parameterized com-

plexity, the efficiency of an algorithm is evaluated by considering

two measurements: the usual size n of the input, and an additional

parameter k. This parameter typically represents a structural dimen-

sion of the input such as, for example, tree-likeness when the in-

put is a graph. Fixed-parameter tractable (FPT) algorithms are those

for which the running time has the form p(k)nO(1) for a function

p which depends only on k. In our setting, MIN is fixed-parameter

tractable with respect to k if for every constraintC in L, every sum f
of potentials in F , and every fixed value of k, the task of minimizing

f subject to C can be solved in time polynomial in the sizes of C
and f , with a polynomial degree independent of k. From a practical

perspective, a fixed-parameter tractability result for the query MIN
indicates that the optimization task can be solved efficiently for small

values of k, even if the sizes of the circuitC and of the representation

of the cost function f are large.

The main tractability result already known for the MIN query con-

cerns linear minimization under DNNF constraints [12]. In this case,

the scope of each potential reduces to a singleton. So, the very pur-

pose of this study is to investigate the complexity of MIN for larger

families F of cost functions. Here, strong negative results in the lit-

erature reveal that the quest of extending tractability to nonlinear

cost functions is far from easy. Indeed, for the family of quadratic

functions, expressed as sums of potentials of arity at most 2, uncon-
strained minimization is NP-hard by an immediate reduction from

MIN-2-SAT [7, 35]. For the class of submodular functions, it is well-

known that the unconstrained version of the minimization is in P
[21, 23]. Yet, its constrained version is generally NP-hard, even in

the very restricted case when the set of feasible solutions are de-

scribed by a single cardinality constraint [32, 33].

Based on [12], the present contribution provides a wider range of

results for optimization subject to DNNF constraints, especially in the

setting of submodular functions. On the one hand, we show that MIN
is NP-hard for quadratic submodular functions under OBDD con-

straints and general submodular functions under tree-structured (alias

“acyclic”) DNNF constraints. This immediately implies that con-

strained submodular minimization is intractable under DNNF con-

straints. On the other hand, we show that MIN is FPT for various

subsets L of DNNF and families F of submodular functions. Here,

the key complexity parameter ensuring fixed-parameter tractability

is captured by the dissimilarity between the structure of the input

cost function and the structure of the DNNF formula. In a nutshell,

the take-home message of this study is that structural compatibility
between the hard constraint and the cost function plays a key role in

efficient constrained minimization.

2 THE FRAMEWORK

We begin with some basic notations that will be used throughout

the paper. For a positive integer n, we use [n] to denote the set

{1, . . . , n}. We also use Q+ to denote the set of nonnegative ra-

tionals, and define Q+ = Q+ ∪ {∞} with the standard addition

operation extended so that v +∞ =∞ for all v ∈ Q+.

As usual, propositional representations are defined over a set of

Boolean variables X = {x1, . . . , xp}, the constants � (true) and ⊥
(false), and the connectives ¬ (negation), ∧ (conjunction) and ∨ (dis-

junction). A literal is a variable xi or its negation ¬xi, also denoted

xi. A term (resp. clause) is a conjunction (resp. disjunction) of liter-

als. For a subset Y ⊆ X , a partial assignment y over Y is a vector

in 2|Y |, which can be represented in an equivalent way by a canoni-

cal term over Y , i.e., a consistent term with |Y | literals, each defined

on a variable of Y that appears once in the term. We also use Y to

denote the set of all partial assignments over Y , and X to denote the

set {0, 1}n of all complete assignments, called interpretations.

A Boolean valued constraint network (or VCN, for short) P con-

sists of a set X = {x1, . . . , xp} of Boolean variables, and a set

C = {C1, . . . , Cm} of valued constraints. Each valued constraint

Ci = (Yi, fi) in C is defined by a scope Yi ⊆ X and a cost func-
tion fi : Yi → Q+. The arity of a valued constraint Ci is given

by the cardinality |Yi| of its scope. If the range of fi is {0,∞}, then

Ci is called a hard or crisp constraint. Otherwise, Ci is called a soft
constraint, or potential. We mention in passing that the range of po-

tentials may include ∞, in order to specify users’ requirements. For

a valued constraint Ci and an assignment y ∈ Y, such that Yi ⊆ Y ,

we use Ci(y) to denote the value of fi(yi), where yi is the projec-

tion of y onto Yi. The total cost of any interpretation x in P is given

by P (x) =
∑m

i=1 Ci(x), A feasible solution of P is any interpre-

tation x such that P (x) < ∞, and a minimal solution of P is any

feasible solution with minimum cost. The problem P is called feasi-
ble if it admits at least one feasible solution, and infeasible otherwise.

We shall frequently use two key operations on valued constraints:

conditioning and restriction. For a cost function fi : Yi → Q+ and a

partial assignment z ∈ Z (where Z ⊆ Yi), the conditioning of fi on

z is the function fi|z : Yi → Q+ where (fi|z)(yi) = fi(yi) if yi

is consistent with z, and (fi|z)(yi) = ∞ otherwise. By extension,

the conditioning of a constraint Ci = (Yi, fi) on z is the constraint

denotedCi|z with scope Yi and function fi|z. For a set of constraints

C = {C1, . . . , Cm} and a set of variables Y ⊆ X , the restriction of

C to Y , denoted CY , is the subset of constraints {Ci ∈ C | Yi ⊆ Y }.

The main motivation of this paper is to analyze the complexity

of minimization problems in which the set of crisp constraints has

been compiled into a single constraint that admits a polynomial-

time algorithm for deciding whether a partial assignment can be ex-

tended to a feasible solution. Specifically, we study the complexity

of Boolean VCNs including a single hard constraint defined over a

propositional language L, and a set of soft constraints defined over

a constraint family F . In this setting, any VCN can be viewed as

a triple (X,C, f) where C is the hard constraint and f is the cost

function, represented by a set {Ci}mi=1 of soft constraints.

Definition 1. MIN[L,F ] is the following optimization problem:

• Input: a valued constraint network P = (X,C, f), where C ∈ L
and f ∈ F ;

• Output: argminx∈X C(x) + f(x), i.e. a minimal solution of P
if P is feasible, and ⊥ if P is infeasible.

3 REPRESENTING HARD CONSTRAINTS
All languages L examined in this study are complete with respect to

propositional logic: any hard constraint C can be represented by a

propositional circuit in L. In the knowledge compilation literature,

such languages have been classified according to their succinctness

and polynomial time support for certain queries and transformations

[11]. Namely, we say that a language L1 is at least as succinct as
a language L2, written L1 ≤s L2, if there is a polynomial p such

that every formula C2 of L2 has an L1 equivalent C1, satisfying

|C1| ≤ p(|C2|), where the size |C| of a constraint C expressed as a

propositional circuit is given by the number of its arcs. We also say

that L1 is (strictly) more succinct than L2, denoted L1 <s L2, if L1
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Figure 1: A vtree T (left) and a DNNFT formula (right).

is as at least as succinct asL2, but the converse is not true. Queries are

used to extract information from a circuit without modifying it, while

transformations are used to generate a new circuit from one or several

circuits. All languagesL of interest here satisfy the query CO, which

checks the satisfiability (i.e., the existence of a feasible solution) of

any circuit C ∈ L, and the transformation CD, which maps any

circuit C ∈ L and any partial assignment y to an equivalent in L
of C|y, the conditioning of C on y. By satisfying both properties,

L admits a polynomial-time algorithm for deciding whether a partial

assignment can be extended, or not, to a feasible solution.

Recall that NNF is the set of rooted, directed acyclic graphs

(DAGs) where each leaf node is labeled with ⊥, �, or a literal over

X , and each internal node is labeled with ∧ or ∨. For a node Ni

in the constraint C, we use Var(Ni) to denote the set of variables

labeling the leaf nodes reachable from Ni. We also use Sol(Ni) to

denote the set of all assignments yi ∈ Yi, such that Ci(yi) 	= ∞,

where Yi = Var(Ni) and Ci is the NNF circuit rooted at Ni. By

extension, we write Var(C) (resp. Sol(C)) as an abbreviation of

Var(N) (resp. Sol(N)), where N is the root of C.

The language NNF can be refined by adding conditions to the

nodes of the circuits. Of particular interest is the sub-language of

decomposable NNF formulae [8], defined as follows:

Definition 2 (DNNF). An NNF circuit C is called decomposable if

for every and-node N in C with children N1, . . . , Nq , we have

Var(Ni) ∩ Var(Nj) = ∅, for all i, j ∈ [q] with i 	= j. The set

of all decomposable NNF formulae is denoted DNNF.

DNNF can, in turn, be refined according to structural restrictions

over its nodes. To this end, we use the standard notion of vtree intro-

duced in [28]. Formally, a vtree is a full, rooted binary tree T whose

leaves are in one-to-one correspondence with the variables inX . For

a node t in a vtree T , we use Var(t) to denote the set of leaves in the

subtree of T rooted at t. We also use tl and tr to denote its left child

and right child, respectively. A vtree node t is called a Shannon node
if its left child is a leaf, and a decomposition node otherwise. A vtree

T is right-linear if all its internal nodes are Shannon nodes.

An internal node Ni of an NNF circuit is said to respect a vtree

T if there is a vtree node t ∈ T , such that Var(Ni) ⊆ Var(tl) or

Var(Ni) ⊆ Var(tr) for all children Ni of N .

Definition 3 (SDNNF). For a vtree T , DNNFT is the set of DNNF cir-

cuits for which all and-nodes respect T . The class SDNNF of struc-
tured DNNF circuits is given by the union of DNNFT languages de-

fined over all vtrees T .

All SDNNF circuits considered in this study are defined over bi-
nary and-nodes. This is not a severe restriction since any SDNNF
formula C can be transformed into an equivalent SDNNF formula of

size linear in |C|, where all and-nodes have exactly two children. By

• • • •

∨

k1 k2 k1 ⊥ b3 ⊥ b3 • k1 ⊥ k1 k2 b3 • b3 •

∨ ∨∨ ∨

b1 � b1 b2 b1 b2 b1 ⊥

∨ ∨

Figure 2: An SDDT for housing configuration.

analogy with the terminology used in vtrees, any and-node Ni of C
is called a Shannon node if at most one of its children is an internal

node. Otherwise Ni is called a decomposition node. For example,

the DNNFT circuit of Figure 1 includes one decomposition node (the

root), and two Shannon nodes k1 ∧ k2, and b1 ∧ b2.

Two well-known subclasses of SDNNF are the language SDD of

sentential decision diagrams [10] and the language OBDD of ordered
binary decision diagrams [3]. We use the term box to define any and-

node with exactly two children p and s, respectively called prime
and sub, each labeled by a constant, or a literal, or an or-node. An or-

nodeN with childrenN1, . . . , Nm is called a partition node if there

is a partition {Y, Z} of Var(N) such that (i) each child Ni is a box

pi ∧ si with Var(pi) = Y and Var(si) ⊆ Z, (ii) the primes of any

pair of children are mutually exclusive, i.e., Sol(pi) ∩ Sol(pj) = ∅
for any i, j ∈ [m] with i 	= j, and (iii) the disjunction of all primes

is valid, i.e., Sol(p1) ∪ · · · ∪ Sol(pm) = Y.

Definition 4 (SDD). For a vtree T , SDDT is the language of DNNFT

circuits rooted at an or-node, such that every and-node is a box re-

specting T , and every or-node is a partition node. SDD is the union

of SDDT languages defined over all vtrees T .

Example 1. In Figure 2 is illustrated an SDDT formula C where

T is the vtree of Figure 1. C represents the hard constraints of a

configurable housing application, where k1 and k2 capture the type

of kitchens (standard or luxury), and b1, b2 and b3 specify the type

of bedrooms (small, medium, or large). Any feasible house includes

only one kitchen and at least two bedrooms; furthermore, only houses

with at least one large bedroom come with luxury kitchens. Formally,

C encodes the constraints k1+k2 = 1, b1+b2+b3 ≥ 2 and k2∨b3.

Based on these notions, OBDDT circuits can be viewed as senten-

tial decision diagrams defined over right-linear vtrees [10].

Definition 5 (OBDD). OBDD is the union of SDDT languages defined

over all right-linear vtrees T .

All aforementioned languages can be further restricted by estab-

lishing conditions on the arcs of the circuit:

Definition 6 (acy-NNF). An NNF circuit is called strongly acyclic
if the undirected graph of its DAG is acyclic. acy-NNF is the class

of all strongly acyclic NNF circuits.

By extension, acy-DNNFT is given by acy-NNF ∩ DNNFT , and

acy-SDNNF is the union of acy-DNNFT languages defined over all

vtrees T . Recall that the class DNF of disjunctive normal form formu-

lae is a complete propositional language. Since any DNF formula can

be represented in linear time as a strongly acyclic DNNFT formula
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defined over any arbitrary vtree T , it follows that acy-DNNFT , and

hence acy-SDNNF, are complete propositional languages.

In light of the above definitions, we can observe that both SDD
and acy-SDNNF are subsets of SDNNF. One might be tempted to

believe that SDD is strictly more succinct than acy-SDNNF, due to

the fact that SDD circuits are DAGs and acy-SDNNF circuits are

trees. But this cannot be the case, unless the polynomial hierarchy

collapses. Indeed, by [10] we know that d-DNNF ≤s SDD, where

d-DNNF is the class of deterministic DNNF formulae. We also know

that acy-DNNFT ≤s DNF since, as indicated above, any DNF for-

mula can be rewritten in linear time as a strongly acyclic DNNFT

circuit (whatever T ). So we cannot have SDD ≤s acy-SDNNF, be-

cause otherwise we would also derive that d-DNNF ≤s DNF, which

is not possible unless the polynomial hierarchy collapses [11].

Thus, from the viewpoint of succinctness, both languages SDD
and acy-SDNNF are relevant for compiling hard constraints. Since

SDD is a superset of OBDD, it can be used, for example, to en-

code in polynomial time cardinality constraints [14]. On the other

hand, acy-SDNNF is a noteworthy fragment of DNNF which cap-

tures SDNNF formulae of bounded depth (by simply unfolding them).

Furthermore, top-down compilation algorithms [9] can be adapted to

directly generate acy-DNNFT circuits (by deselecting the caching

operation). We can also take advantage of bottom-up compilers [28]

for computing such representations, because acy-DNNFT satisfies

the ∨C transformation and the ∧BC transformation.

4 REPRESENTING COST FUNCTIONS

Borrowing the terminology of [4], a valued constraint language is a

setF of Q+-valued cost functions of possibly different arities. In this

study, we use the term valued constraint family for referring to F , in

order to avoid any confusion with the notion of “constraint language”

L already used to describe hard constraints.

We focus on valued constraint families F which are closed under

addition and conditioning, namely, (i) if f and g are two functions in

F , then f + g ∈ F , and (ii) if f : X → Q+ is a function in F , and

z ∈ Z is a partial assignment over Z ⊆ X , then f |z ∈ F .

Various constraint families satisfy these conditions. Notably, let

POLYk be the set of all functions f : {0, 1}j → Q+ of arity j ∈ [k],
and let POLY be the union of all languages POLYk for k ∈ N. Any

subset F of POLY is called a polynomial constraint family. In partic-

ular, POLY1 and POLY2 respectively denote the linear family and the

quadratic family. As usual, soft constraints whose cost function is in

POLYk can be described by weighted polynomials of degree k, that

is, weighted sums of canonical terms. For example, if Yi = {x1, x2}
and fi is given by the table {(00, 1), (01, 2), (10, 3), (11, 0)} then

the valued binary constraint Ci = (Yi, fi) can be represented by the

weighted polynomial (x1 ∧ x2) + 2(x1 ∧ x2) + 3(x1 ∧ x2).
As emphasized in the introduction of this paper, submodular cost

functions take a key part in nonlinear optimization. Formally, a func-

tion f : X → Q+ is submodular if for all x,y ∈ X we have

f(x∧y)+f(x∨y) ≤ f(x)+f(y), where ∧ and ∨ are respectively

the bitwise-and operator and the bitwise-or operator over Boolean

assignments. It is easy to see that submodularity is preserved under

conditioning. It is also worth to recall that any linear function is sub-

modular but the converse is not true. For example, the weighted dis-

junction f(x) = w(x1 ∨ · · · ∨ xk), where w ∈ Q+, is a submodular

function that cannot be expressed as a linear function. Similarly, the

budget function f(x) = min(r, w1x1+ · · ·+wkxk), where r ∈ Q+

and w ∈ Qk
+, is submodular but not linear. Let SUBk be the subset

of POLYk formed by all submodular functions of arity at most k, and

let SUB be the union of all SUBk for k ∈ N. Any subset F of SUB
is called a submodular constraint family. As before, soft constraints

defined over SUBk can be represented by weighted polynomials. For

potentials Ci = (Yi, fi) defined over the general class SUB, fi is

typically accessed through a value oracle, that is, a polynomial time

algorithm that maps any input yi ∈ Yi to f(yi).
Although it is well-known that all polynomial cost functions are

expressible by sums of potentials from POLY2 [2], it is also known

that arbitrary submodular cost functions are not, in general, express-

ible by SUB2 [38]. Still, the family SUB2 is very attractive from a

computational viewpoint: as quadratic submodular functions can be

encoded by cuts in a directed graph, unconstrained minimization over

SUB2 can be done in O(n3) time, while the current fastest poly-

nomial algorithms for unconstrained minimization over SUB take

O(n5VO + n6) time, where VO is the time to run the value oracle

[23]. Furthermore, several fragments of SUB (e.g., cubic submodular

polynomials), can be expressed by SUB2 [38].

For a valued constraint familyF and a cost function f represented

by a set {(Yi, fi)}mi=1 of soft constraints, we say that f belongs toF ,

and write f ∈ F , if fi ∈ F for all i ∈ [m]. The size of f is defined as

|f | = ∑m
i=1 |fi|. For polynomial families F ⊆ POLYk, the size |fi|

of each cost function fi is given by the number of canonical terms in

its weighted polynomial representation.

With each cost function f represented by a set {(Yi, fi)}mi=1 of

soft constraints, we associate a hypergraph Hf capturing the struc-
ture of f . The set of vertices of Hf is Var(f) =

⋃m
i=1 Yi, and the

set of hyperedges ofHf is {Yi}mi=1. The size |Hf | ofHf is given by

the sum of sizes of its hyperedges, that is, |Hf | =
∑m

i=1 |Yi|.
In general, a constraint family F imposes very few restrictions on

the structure of a cost function f ∈ F . For example, if F is the

class SUB2, thenHf can “a priori” be any subgraph of the complete

graph over Var(f). In order to highlight the structural relationships

between the cost function f and the hard constraint C, we need fur-

ther definitions that capture the similarity (or dissimilarity) between

the structure of f and the structure C.

Definition 7 (Structural Compatibility). Let C be an SDNNF cir-

cuit with Var(C) ⊆ X , and let Y be a subset ofX . Then,

• Y is compatible with a decomposition (and-)node N = Nl ∧Nr

of C if Y ∩ Var(N) 	= ∅ implies that either Y ⊆ Var(Nl) or

Y ⊆ Var(Nr), but not both.

• Y is compatible with an or-node N of C if Y ∩ Var(N) 	= ∅
implies Y ⊆ Var(N).

We say that Y is weakly compatible with C, denoted Y ∼ C, if Y
is compatible with every decomposition node of C. Alternatively, Y
is strongly compatible with C, denoted Y ∼∗ C, if Y is compatible

with every decomposition node and every or-node of C. By exten-

sion, a cost function f is weakly (resp. strongly) compatible with C,

if Yi ∼ C (resp. Yi ∼∗ C) for every scope Yi ∈ Hf .

Intuitively, the weak compatibility property states that if the scope

Yi of some potential (Yi, fi) shares variables with a decomposition

node N = Nl ∧Nr , then Yi must be covered by the variables of ex-
actly one child of N . The strong compatibility property additionally

states that if Yi shares variables with an or-node N , then Yi must be

covered by all variables in N . To this point, we can easily see that

if Yi is a singleton set, then it is guaranteed to be strongly compati-

ble with any node of C. Note that these compatibility properties do

not imply any restriction on the Shannon and-nodes of C. The de-

rived dissimilarity measure defined below is thus independent of the

number of Shannon nodes in the hard constraint.
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Example 2. Using again the housing configuration scenario of Ex-

ample 1, consider the cost function f(k,b) = p(k1 ∨ k2) +
min(r, q1b1 + q2b2 + q3b3), such that p, r ∈ Q+ and q ∈ Q3

+

are cost values; the first term of f is a weighted disjunction in-

dicating that the same cost p is assigned to any nonempty set of

kitchens, and the second term of f is a budget potential indicat-

ing that a maximum penalty r is assigned to the prices of bed-

rooms. Based on the above terminology, f is cubic submodular,

and strongly compatible with the acy-DNNFT constraint of Fig-

ure 1. However, f is not strongly compatible with the SDD con-

straint of Figure 2, since the scope {b1, b2, b3} associated with the

second term in f is not compatible with, for instance, the or-node

b1 ∨ b1b2. On the other hand, the quadratic submodular cost function

g(k,b) = p(k1 ∨ k2) + min(r, q1b1 + q2b2) + q3b3 is strongly

compatible with this SDD constraint.

Definition 8 (Structural Dissimilarity). Let C be an SDNNF con-

straint with Var(C) ⊆ X , and let Y be a subset ofX . Then,

• the weak (resp. strong) dissimilarity between Y and C, denoted

δ(Y,C) resp. δ∗(Y,C)), is the minimum number of variables that

must be removed from Y in order to yield a subset that is weakly

(resp. strongly) compatible with C:

δ(Y,C) = min
Z⊆Y |Y \Z∼C

|Z| , and δ∗(Y,C) = min
Z⊆Y |Y \Z∼∗C

|Z|

• By extension, the weak (resp. strong) dissimilarity between a cost

function f and C is the sum of the weak (resp. strong) dissimilar-

ities between each of its scopes and C:

δ(f, C) =
∑

Y ∈Hf

δ(Y,C), and δ∗(f, C) =
∑

Y ∈Hf

δ∗(Y,C)

For example, the strong dissimilarity between the cost function

f(k,b) = p(k1∨k2)+min(r, q1b1+ q2b2+ q3b3) and the SDNNF
constraint C of Figure 1 is 1. The proof of the next proposition is left

in Appendix.

Proposition 1. Let C be an SDNNF constraint with Var(C) ⊆ X ,
and f be a cost function with Var(f) ⊆ X . Then δ(f, C) and
δ∗(f, C) can both be evaluated in O(|C| |Hf |) time.

5 COMPLEXITY RESULTS
As mentioned in the introduction, the constrained minimization prob-

lem MIN[DNNF,POLY1] is solvable in linear time [12]. Our com-

plexity results can be summarized by three key theorems which es-

tablish the fixed-parameter tractability of the minimization query

MIN[L,F ] for several DNNF languages L and families F of non-

linear cost functions. In what follows, we assume that the input cost

function f is defined over the whole set of variables X . This is not

an important restriction since any f with Var(f) ⊆ X can be ex-

tended to X by adding to f “zero potentials” of the form ({xi}, 0),
for xi ∈ X \ Var(f), where 0 is the zero constant function.

5.1 Quadratic Minimization under DNNF
We start by examining the problem of minimizing quadratic cost

functions under DNNFT constraints. Recall here that the problem of

minimizing any sum of quadratic potentials subject to C = � is NP-

hard [35]. The next result states that quadratic minimization subject

to DNNF is fixed-parameter tractable with respect to the number of

(valued) binary constraints in the cost function.

Theorem 1. MIN[DNNF,POLY2] is FPT with respect to the number
k of binary scopes inHf .

Proof Given a quadratic cost function f , let Y be the set of variables⋃{Yi ∈ Hf : |Yi| = 2}, and Z = X \ Y . Let g and h denote the

restrictions of f to Y and Z, respectively. We thus have f = g + h,

where g is defined over quadratic (and possibly linear) potentials,

and h is only defined over linear potentials. Now, consider any DNNF
circuit C overX . Recall that C(x) = 0 if x ∈ Sol(C), and C(x) =
∞ otherwise. Furthermore, since {Var(g),Var(h)} is a bipartition

ofX , then using Y = Var(g) and Z = Var(h), it follows that

min
x∈X

(
f(x) + C(x)

)
= min

y∈Y
min
z∈Z

[
g(y) + h(z) + C(yz)

]
= min

y∈Y
D(y), where

D(y) = min
z∈Z

[
g(y) + h(z) + (C|y)(z)

]
In the last equality, we used the fact that C|y = C(yz), where yz is

the concatenation of y and z.

For any given assignment y ∈ Y, the expression g(y) is constant,

and hence, g(y) + h(z) is linear. Moreover, since the conditioning

operation (CD) can be performed in linear time for the class DNNF
[8], the constraint C can be transformed inO(|C|) time into a DNNF
circuit that is equivalent to C|y. This, together with the fact that lin-

ear minimization under DNNF can be done in linear time [12], implies

that D(y) can be evaluated in O(|C|) time. Finally, since the num-

ber of binary scopes is k, we have |Y | ≤ 2k, and hence, |Y| ≤ 4k.

Therefore, miny∈YD(y) can be evaluated in O(4k |C|) time, im-

plying that MIN[DNNF,POLY2] is FPT with respect to k. �

5.2 Submodular Minimization under acy-SDNNF
We now focus on submodular cost functions, and begin with a nega-

tive result indicating that even for strongly acyclic (structured) DNNF
constraints, the minimization problem is hard.

Proposition 2. MIN[acy-SDNNF,SUB] is NP-hard.

Proof An instance of the Switching Submodular Function Mini-

mization (SSFM) problem [22] consists of two sets Y = {y1,
. . . , yq} and Y ′ = {y′1, . . . , y′q}, and a submodular cost func-

tion f : 2Y ∪Y ′ → Q+. Let π : 2Y → 2Y
′

be the one-to-one map-

ping defined by π(Z) = {y′i ∈ Y ′ | yi ∈ Z}. The problem is to

find a bipartition {Z1, Z2} of Y that minimizes f(Z1 ∪ π(Z2)).
Let X = Y ∪ Y ′, p = 2q, and consider the set of constraints

C = {y′i ↔ yi | i ∈ [q]}. For an assignment x ∈ X, and a subset

V ⊆ X , let SetV (x) be the set of variables in V which are mapped

to 1 in x. Based on this notation, x satisfies all constraints in C if

and only if {SetY (x), π−1(SetY ′(x))} is a bipartition of Y .

Now, observe that C is a decomposable conjunction of DNF for-

mulae of the form (yi ∧ y′i) ∨ (yi ∧ y′i). So, C can be encoded into

an acy-DNNFT formula over a vtree T with one Shannon node per

index i ∈ [q], and q− 1 decomposition nodes joining those Shannon

nodes. Finally, since f is submodular, the SSFM instance (Y, Y ′, f)
can be converted in polynomial time into an equivalent instance of

MIN[acy-SDNNF,SUB]. This, together with the fact that SSFM is

NP-hard, yields the result. �

We now show that if the hard constraint C is in acy-DNNFT ,

and if the submodular cost function f is weakly compatible with the

vtree T , then the task of minimizing f under C is in P. In order to
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Algorithm 1: TDM: Top Down Minimization

Input: A submodular cost function f and an SDNNF circuit C
rooted at node N

Output: An assignment x ∈ X that minimizes f if C is con-

sistent, and ⊥ otherwise

1 if N = ⊥ then return ⊥
2 if N = � then return argminy∈Yf(y), where Y = Var(f)

3 if N =  then
4 return argminy∈Yf |�(y), where Y = Var(f)

5 if N =  ∧N ′ is a Shannon node then
6 return TDM(f |�, N ′)

7 if N = N1 ∧N2 is a decomposition node then
8 y0 ← TDM(fVar(f)\Var(N),�)
9 yi ← TDM(fVar(Ni), Ni) for each i ∈ [2]

10 return y0 ∧ y1 ∧ y2

11 if N = N1 ∨ . . . ∨Nq then
12 yi ← TDM(f,Ni) for each i ∈ [q]
13 return argmin{f(yi)}

prove this result, we use a top-down minimization algorithm (TDM),

which iteratively decomposes the cost function f over the nodes of

the acyclic SDNNF constraint C. Recall here that f |� is the condi-

tioning of f by the literal (or unary partial assignment) , and fY is

the restriction of f to the set of variables Y .

Example 3. To illustrate the behavior of the TDM algorithm, con-

sider the strongly acyclic DNNFT constraint C given in Figure 1,

together with f(k,b) = p(k1 ∨ k2) + min(r, q1b1 + q2b2 + q3b3),
where q3 < r < q1 < q2. As mentioned in Example 2, we know

that f is weakly compatible with C. Since the root node N of C is a

decomposition node (Line 7), the procedure recursively calls TDM

on fl(k) = p(k1 ∨ k2) on the left child Nl = k1 ∨ (k1 ∧ k2),
and fr(b) = min(r, q1b1 + q2b2 + q3b3) on the right child Nr =
b3 ∨ (b1 ∧ b2). For the left child Nl, which is an or-node (Line 11),

the procedure recursively calls TDM on fl(k) subject to k1, and

fl(k) subject to (k1 ∧ k2). Now, according to Line 3, the minimizer

of (fl(k))|k1
is any term in {k1k2, k1k2} with cost p. According to

Line 7, the minimizer of fl(k) subject to (k1 ∧ k2) is k1k2 with cost

p. To sum up, the partial assignment returned by TDM on fl(k) on

Nl is any term in {k1k2, k1k2, k1k2}. Using similar operations, the

minimizer returned by TDM on fr(b) subject to the constraint of the

right child Nr is b1b2b3 with cost q3.

Proposition 3. MIN[acy-SDNNF,SUB] is in P if the cost function
f is weakly compatible with the hard constraint C.

Proof Let C be an SDNNF constraint and f = {Ci}mi=1 be a sum of

submodular potentials which are weakly compatible with C.

We first prove that TDM(f, C) returns a minimizer of f subject to

C, if the minimization problem is feasible, and returns ⊥ otherwise.

To this end, we proceed by induction over the structure of the root

nodeN of C. The base cases are straightforward. Namely, ifN = ⊥
(Line 1), then the problem is not feasible, and hence, there is no so-

lution for f under C. If N = �, then the problem is unconstrained,

and hence, the solution returned at Line 2 is an unconstrained mini-

mizer of f . IfN =  is a literal, then any minimizer of f subject to 
is a minimizer of f|�, which is the solution returned at Line 3.

Now, if N =  ∧ N ′ is a Shannon node, let C′ be the constraint

rooted atN ′. Any minimizer of f subject to ∧C′ is a minimizer of

f|� under C′, which is the solution returned at Line 5. For the case

when N = N1 ∧ N2, since all potentials in f are compatible with

N , they can be partitioned into three groups, defined over Var(N1),
Var(N2), and Var(f)\Var(N). It follows that f is the sum of three

variable-disjoint functions fVar(N1)+fVar(N2)+fVar(f)\Var(N), for

which the minimization can be done as at Line 7. Finally, for the case

when N is an or-node N1 ∨ . . . ∨ Nq , let Di be the hard constraint

rooted at Ni, and D be the disjunction D1 ∨ . . . ∨ Dq . Since the

minimum of f(x) subject toD(x) 	=∞ is equal to

min

(
min

D1(x)�=∞
f(x), · · · , min

Dq(x)�=∞
f(x)

)
it follows that f can be minimized as done at Line 11.

Since acy-SDNNFs are rooted trees, the number of paths in C is

bounded by |C|. So, TDM(f, C) runs polynomially many times an

unconstrained minimization procedure, which is in P for SUB. �

Corollary 1. MIN[DNF,SUB] is in P.

Proof Follows from Proposition 3, using the fact that any DNF con-

straint can be transformed in linear time into an acy-SDNNF for-

mula in which every and-node is a Shannon node. �

To summarize, we know that submodular minimization under

acy-SDNNF is NP-hard in general, but tractable if the cost func-

tion is weakly compatible with the hard constraint. We are now in

position to provide a tractable restriction of the general intractability

result stated by Proposition 2, using the notion of weak dissimilarity.

Theorem 2. MIN[acy-SDNNF,SUB] is FPT with respect to δ.

Proof LetC be a hard constraint in acy-SDNNF, and f = {Ci}mi=1

be a cost function in SUB. For each scope Yi ∈ Hf , let Zi be any

minimal subset of Yi such that Yi \Zi is weakly compatible with C.

Let Z =
⋃m

i=1 Zi and Y = X \ Z. By conditioning both C and f
with partial assignments over Z, we have

min
x∈X
f(x) + C(x) = min

z∈Z

(
min
y∈Y

(f |z)(y) + (C|z)(y)
)

(1)

Since C|z can be constructed in time linear in O(|C|), the task of

minimizing f |z subject to C|z can be solved in polynomial time.

Furthermore, since |Z| ≤ δ(f, C), it follows that |Z| ≤ 2δ(f,C).

Therefore, Eq. 1 can be solved using 2δ(f,C) calls to TDM, which by

Proposition 3, takes polynomial time. �

Corollary 2. MIN[SDNNF,SUB] is FPT with respect to d+δ, where
d is the depth of the SDNNF constraint.

Proof Follows from Theorem 2 and the fact that any SDNNF circuit

C of depth d can be transformed into an acy-SDNNF circuit of size

2d |C| by simply unfolding C. �

5.3 Submodular Minimization under SDD

The final part of this study is related to submodular minimization

under SDD constraints. Again, we begin with a strong negative re-

sult indicating that constrained quadratic submodular minimization

is NP-hard, even if the hard constraint is given as an OBDD.

Proposition 4. MIN[OBDD,SUB2] is NP-hard.
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Algorithm 2: BUM: Bottom Up Minimization

Input: A submodular cost function f and an SDD circuit C
rooted at node N

Output: An assignment x ∈ X that minimizes f if C is con-

sistent, and ⊥ otherwise

1 foreach node N of C in reverse topological order do
2 if N = ⊥ then fN ← {(∅,∞)}
3 if N = � then fN ← ∅
4 if N =  then
5 fN ← {(Yi, fi|�) | (Yi, fi) ∈ f and Y ∩Var() 	= ∅}
6 if N = N1 ∧N2 then fN ← fN1 ∪ fN2

7 if N = N1 ∨ . . . ∨Nq then
8 yi ← argminy∈Y fNi(y) for all i ∈ [q]

9 fN ← (Y, {(y, f(y))}), where y = argminq
i=1 f(yi)

10 return argminx∈X fN (x) + f�(x)

Proof In the minimum graph bisection (MGB) problem, we are given

an edge-weighted graph G = (X,E,w), with an even number p
of nodes in a set X . The cut function f : 2X → N maps any

subset Y ⊆ X into the sum of weights of edges with one end

point in Y and one in X \ Y . The task is to find a subset Y of

size p/2 that minimizes f . This problem, which is known to be NP-

hard [17] even when all weights are equal to 1, can be reduced

in polynomial time to MIN[OBDD,SUB2]. Indeed, the cut function

f is submodular, and can be encoded using the set of potentials

({xi, xj}, (xi ∧ xj) + (xi ∧ xj)) for each {xi, xj} ∈ E. Further-

more, any cardinality constraint (
∑p

i=1 xi ≥ k) can be encoded in

polynomial time into an OBDD< circuit (for any ordering <), using

the technique of [14]. Finally, since OBDD< satisfies the¬C transfor-

mation and the ∧BC transformation [11], the constraint C given by∑p
i=1 xi =

p/2 can be encoded into an OBDD< circuit, using the fact

that C is equivalent to (
∑p

i=1 xi ≥ p/2)∧¬(∑p
i=1 xi ≥ p/2+1).�

On the other hand, we can show that submodular minimization

subject to SDD is in P, provided that the cost function is strongly

compatible with the SDD constraint. This result is is established using

a bottom-up minimization algorithm (BUM), which first computes a

reverse topological order of the input SDD constraint C, and then

iteratively simplifies and collects the potentials of f whose scope is

covered by the current node N . We use here fN as an abbreviation

of fVar(N), and use (∅,∞) to denote the infeasible potential, where

∞ is viewed as a constant function. Since Var(C) can be a strict

subset of X , f (which by assumption is defined over Var(f) =
X) can include variables which are not present in C. Thus, a last

minimization step is performed over the unconstrained sub-function

f� = fVar(f)\Var(N), where N is the root of C.

Proposition 5. MIN[SDD,SUB] is in P if the input cost function f
is strongly compatible with the hard constraint C.

Proof Let C be an SDD constraint and f be a set of quadratic sub-

modular potentials which are strongly compatible with C. We begin

to show that BUM(f, C) returns a minimizer of f subject to C if C
is consistent, and returns ⊥ otherwise.

Let (N1, · · · , Nr) of C be a reverse topological ordering of the

nodes of C, where Nr = N is the root. For any Ni (i ∈ [r]), let Ci

be the constraint rooted at Ni. We prove by induction on each Ni of

the ordering (N1, · · · , Nr) that

min
y∈Y

(fY (y) + Ci(y)) = min
y∈Y
fNi(y) where Y = Var(Ci) (2)

Note that the left-hand side of Eq. 2 is a constrained minimization

task, while its right-hand side is an unconstrained minimization task.

The base cases whereNi = ⊥,Ni = �, andNi =  are straightfor-

ward. Let Ni = Nj ∧ Nk be a Shannon node, where the constraint

of Nj is a literal . Using g = fVar(Ck) and h = fY \ g, we have

min
y∈Y
fY (y) + Ci(y) = min

y∈Y
h|�(y) + g|�(y) + Ck(y)

= min
y∈Y
h|�(y) + (g(y) + Ck(y)) = min

y∈Y
fNj (y) + fNk (y)

where the second equality uses the fact that g|� = g (since for

any and-node we must have Var(l) ∩ Var(Ck) = ∅), and the

last equality follows from Line 4 and induction hypothesis (IH).

Using Line 6, the last expression is equal to miny fN (y). Alter-

natively, suppose that Ni = Nj ∧ Nk is a decomposition node,

and let g = fVar(Cj) and h = fVar(Ck). By the weak compatibil-

ity property, {Var(Cj),Var(Ck)} is a bipartition of Var(Ci). So,

f = g ∪ h. By IH, it follows that

min
y∈Y
fY (y) + Ci(y) = min

y∈Y
(g(y) + Cj(y)) + (h(y) + Ck(y))

= min
y∈Y
fNj (y) + fNk (y)

which is again equal to miny fN (y). Finally, letNi be an or-node of

the formNi1 ∨ · · · ∨Niq . Then, miny∈Y fY (y)+Ci(y) is equal to

min

(
min
y∈Y

(
fy∈Y(y) + Ci1(y)

)
, · · · ,min

y∈Y

(
fy∈Y(y) + Ciq (y)

))
Suppose w.l.o.g. that the first p nodes of Ni are Shannon nodes. By

the strong compatibility property, we know that for each j ∈ [p], the

scopes in fNij
(Line 4) are covered by Var(Ni). So, by IH, we must

have miny∈Y fy∈Y(y)+Cij (y) = miny∈Y fNij
(y). By the weak

compatibility property, we know that for each j ∈ {p + 1, · · · , q},

the scopes in fNij
(Line 6) are covered by Var(Cij ) ⊆ Var(Ci).

Again, we get that miny∈Y fy∈Y(y)+Cij (y) = miny∈Y fNij
(y).

To sum up, it follows that

min
y∈Y
fY (y) + Ci(y) = min

(
min
y∈Y
fNi1

(y), · · · ,min
y∈Y
fNiq

(y)

)
which by Line 7 is equal to miny fN (y).

Thus, according to Eq. 2, BUM performs (at most) q unconstrained

submodular minimization tasks for each or-node of the constraint

C. The number of these optimization tasks is therefore bounded by

|C|+1, by taking into account the last step over f� (Line 10). Since

unconstrained submodular minimization is in P, the result follows.�

Example 4. Let us consider the SDD circuit at Figure 2 together with

the cost function g(k,b) = p(k1∨k2)+min (r, q1b1 + q2b2)+q3b3,

with q3 < q2 < r < q1 and r < q2 + q3 to illustrate the algo-

rithm BUM. The cost function associated with the box b1 ∧ � rep-

resented at last “line” of the figure is the set consisting of the two

potentials associated with its children b1 and �, that is respectively

({b1, b2},min (r, q1b1 + q2b2) | q1) and ∅. Concerning the second

box ¬b1∧b2 of the last line, the associated function is the set consist-

ing of the two potentials ({b1, b2},min (r, q1b1 + q2b2) | b̄1) and

({b1, b2},min (r, q1b1 + q2b2) | b2). Thus, the function gN associ-

ated with the ∨ node which is the father of the two boxes is built up

from the partial assignment of the variables of {b1, b2} which min-

imizes min(min (r, q1b1 + q2b2) | q1, (min (r, q1b1 + q2b2) | b̄1)
+ (min (r, q1b1 + q2b2) | b2))), that is b̄1∧ b2 (remember that q2 <
q1). Thus, we have gN = ({b1, b2},min (r, q1b1 + q2b2) | b̄1b2).
Applying this algorithm from the leaves to the root of the SDD circuit

leads to the minimal value p+r for the solution k1∧k̄2∧b1∧b2∧ b̄3.
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SDNNF acy-SDNNF SDD OBDD DNF

POLY2 k k k k k
SUB d+ δ δ δ∗ δ∗ −

Table 1: Complexity parameters used in FPT results. Here, k is the

number of binary scopes in the cost function, d is the depth of the

hard constraint, and − indicates that the problem is in P.

Theorem 3. MIN[SDD,SUB] is FPT with respect to δ∗.

Proof The result follows by mimicking the proof of Theorem 2. Us-

ing Eq. 1, where C is replaced by a hard constraint in SDD, and f
by a cost function in SUB, we have |Z| ≤ δ∗(f, C), which in turn

implies that |Z| ≤ 2δ
∗(f,C). So, Eq. 1 can be solved using 2δ

∗(f,C)

calls to BUM, which by Proposition 5, takes polynomial time. �

6 DISCUSSION
In this paper, we have examined the complexity of minimizing

quadratic functions and submodular functions, subject to DNNF con-

straints. The fixed parameter tractable results for these constrained

optimization problems are summarized in Table 1. From a practical

viewpoint, submodular minimization under SDNNFs (and all subsets

of this language) can be efficiently solved if the depth d of the con-

straint C and the weak dissimilarity of the input query f (with re-

spect to C) are relatively small. On the other hand, submodular min-

imization under SDD (and hence OBDD) constraints can be efficiently

solved if the strong dissimilarity between f and C is small. The re-

sult holds here for SDD circuits of arbitrary depth. For quadratic sub-

modular minimization, the query MIN[SDD,SUB2] can be solved in

O(|C|n32δ(f,C)) time using the BUM algorithm.

Related Work. Considerable effort has been made in identifying

families of VCNs for which optimization is tractable. Most of the

work in this research area has focused on three main approaches, de-

pending on the type of restrictions advocated for deriving tractable

cases. The first approach is to identify structural properties of VCNs

which ensure tractability. For example, the minimization problem is

in P if the macro-structure of the network has bounded (hyper)tree-

width [20]. In a similar context, several knowledge compilation

languages have been defined for compiling the micro-structure of

a VCN into a (valued) circuit, from which optimization can be

achieved in polynomial time [36, 15, 24]. It is important to empha-

size that our work departs from this approach, where both hard con-

straints and soft constraints are compiled during the offline step. In

our framework, soft constraints are known only at the online step and
may vary with the user. The online performance guarantees which

are sought prevent one from performing a computationally expensive

compilation step each time a new cost function is considered.

The second approach is to identify algebraic properties of valued

constraints which are sufficiently restrictive to ensure tractability, no

matter how constraints are combined in the network. A complete

complexity classification of valued constraint languages has been

established for Boolean VCNs [4], indicating that the optimization

queries are tractable only for very restricted fragments.

Our work is related to the third, hybrid approach which concerns

both structural and language restrictions. Here, strong negative re-

sults in constrained submodular minimization indicate that structural

restrictions and language restrictions cannot, in general, be consid-

ered separately. Indeed, even if hard constraints are described by a

matroid for which linear optimization is in P, and the cost func-

tion is submodular, then the corresponding minimization problem

is NP-hard and generally not approximable within a constant fac-

tor [18, 33]. Tractable classes have been obtained by Cooper and

Zivny [5, 6], by appropriately combining restrictions over the net-

work micro-structure and language restrictions over cost functions.

Our results also exploit such forms of hybrid restriction, but cover a

larger set of hard constraints which are compiled into DNNF circuits.

Perspectives. In light of the present results, an important direction

of research is to consider the problem of maximizing submodular

functions subject to DNNF constraints. While maximization and min-

imization are equivalent problems for valued constraint languages

closed under additive inverse (−), especially for the language of lin-

ear cost functions, this is not the case for submodular languages in

general. Notably, the problem of (monotone) submodular maximiza-

tion is NP-hard, but approximable within a constant ratio in the un-

constrained case. A key open question is to determine whether such

good approximation bounds are preserved under DNNF constraints.

APPENDIX
Proof (of Proposition 1) We first consider δ∗(f, C). Let Y be an

arbitrary subset ofX , and let (N1, · · · , Nr) be a reverse topological

order of the nodes of C. With each Ni in the ordering, we associate

a blocking set B(Ni) ⊆ Y , recursively defined as follows:

1. if Ni is a leaf, then B(Ni) = ∅;

2. if Ni =  ∧Nj is a Shannon node, then B(Ni) = B(Nj);
3. if Ni = Nj ∧ Nk is a decomposition node, then B(Ni) =
B(Nj) ∪ B(Nk) ∪ U , where U is any set of minimal size taken

from {Y ∩Var(Nj), Y ∩Var(Nk)} if Y is not compatible with

Ni, and U = ∅ otherwise;

4. if Ni =
∨q

j=1Nij is an or-node, then B(Ni) =
⋃q

j=1B(Nij ) ∪
U , where U = Y \ B(Ni) if Y is not compatible with Ni, and

U = ∅ otherwise.

Obviously, the final set B(Nr) can be obtained in O(|C| |Y |) time.

Now, we show by induction on the ordering (N1, · · · , Nr) that

|B(Ni)| = δ∗(Y,Ci), where Ci is the hard constraint rooted at Ni.

• If Ni is a leaf, then Y is always compatible with Ni, and hence

|B(Ni)| = 0 = δ∗(Y,Ci).
• Similarly, if Ni =  ∧ Nj is a Shannon node, then by induction

hypothesis (IH) we know that B(Nj) is a blocking set of mini-

mal size for Nj . Since Y is compatible with Ni, it follows that

|B(Ni)| = |B(Nj)| = δ∗(Y,Ci).
• If Ni = Nj ∧Nk is a decomposition node, then we known by IH

thatB(Nj) (resp.B(Nk)) is a blocking set of minimal size forNj

(resp. Nk). If Y is compatible with Ni, then by taking B(Ni) =
B(Nj) ∪ B(Nk), it follows that |B(Ni)| = δ∗(Y,Ci), because

Y \B(Ni) is the largest subset of Y strongly compatible withNi.

If Y is not compatible with Ni, we must remove from Y exactly

one set between Uj = Y ∩ Var(Nj) and Uk = Y ∩ Var(Nk).
Suppose w.l.o.g. that |Uj | ≤ |Uk|. By taking B(Ni) = B(Nj) ∪
B(Nk)∪Uj , we also have |B(Ni)| = δ∗(Y,Ci), since Y \B(Ni)
is a largest subset of Y that is compatible with Ci.

• If Ni =
∨q

j=1Nij is an or-node, let V =
⋃q

j=1B(Nij ). We

know that Y must be compatible with all children of Ni. So, if Y
is compatible with Ni, then by IH |B(Ni)| = |V | = δ∗(Y,Ci).
If Y is not compatible with Ni, then we must remove U = Y \
Var(Ni) from Y . Therefore, |B(Ni)| = |U ∪ V | = δ∗(Y,Ci).

By summing over all Yi ∈ Hf , we get the desired result. The case

for δ(f, C) is similar by simply replacing Rule 4 by B(Ni) =⋃q
j=1B(Nij ), since f is always weakly compatible with or-nodes.�
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Preference Modeling with Possibilistic Networks and
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Abstract.
The use of possibilistic networks for representing conditional pref-

erence statements on discrete variables has been proposed only re-

cently. The approach uses non-instantiated possibility weights to de-

fine conditional preference tables. Moreover, additional information

about the relative strengths of these symbolic weights can be taken

into account. The fact that at best we have some information about

the relative values of these weights acknowledges the qualitative na-

ture of preference specification. These conditional preference tables

give birth to vectors of symbolic weights that reflect the preferences

that are satisfied and those that are violated in a considered situation.

The comparison of such vectors may rely on different orderings: the

ones induced by the product-based, or the minimum-based chain rule

underlying the possibilistic network, the discrimin, or leximin refine-

ments of the minimum-based ordering, as well as Pareto ordering,

and the symmetric Pareto ordering that refines it. A thorough study

of the relations between these orderings in presence of vector com-

ponents that are symbolic rather numerical is presented. In particu-

lar, we establish that the product-based ordering and the symmetric

Pareto ordering coincide in presence of constraints comparing pairs

of symbolic weights. This ordering agrees in the Boolean case with

the inclusion between the sets of preference statements that are vi-

olated. The symmetric Pareto ordering may be itself refined by the

leximin ordering. The paper highlights the merits of product-based

possibilistic networks for representing preferences and provides a

comparative discussion with CP-nets and OCF-networks.

1 Introduction
For more than a decade, representing preferences has attracted much

interest in Artificial Intelligence. Preference models having a graphi-

cal basis are particularly appealing since they offer a compact rep-

resentation, fit quite well with preference elicitation, and offer a

basis for computation. Roughly speaking, one may distinguish be-

tween qualitative and quantitative settings. In quantitative models,

such as Generalized Additive Independence networks (GAI nets)

[19, 20, 21], representing preferences comes down to constructing

a value function that enables us to compare all possible situations.

However, decision-makers are rarely able to express their preferences

directly in terms of numerical local value functions due to the con-

siderable cognitive burden of determining accurate numerical values.
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nahla.benamor@gmx.fr

2 IRIT, University of Toulouse, France, email: dubois@irit.fr
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4 IRIT, University of Toulouse, France, & QCIS, University of Technology,
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Instead, qualitative models such as Conditional Preference networks

(CP-nets) [5, 6] allow the representation of partially specified and

contextually expressed preference relations. The problem is then to

reconstruct, if not a value function, at least an order relation between

all possible situations.

Recently, a new graphical model for preferences representation,

called π-Pref nets, based on possibilistic networks, has been briefly

outlined and studied in [3, 2]. Possibilistic networks use a graphical

structure similar to the one of Bayesian nets, where conditioning ei-

ther relies on a minimum-based, or on a product-based equation, de-

pending on whether we are in a qualitative or in a numerical setting.

Since their introduction, possibilistic networks have been applied to

reasoning under uncertainty only. Both types of such networks have

a direct logical counterpart in terms of possibilistic logic knowledge

bases [4], where formulas are assigned degrees of necessity [13]. In

contrast, sets of formulas weighted by probability values are gen-

erally not equivalent to a single probability distribution, hence can-

not encode Bayesian nets. Logical encodings of Bayesian nets re-

quire other methods [8]. Conditional preference statements can be

represented using product-based possibilistic networks on discrete

variables. They use non-instantiated numerical possibility degrees

(we call them symbolic weights) in the conditional preference tables,

and possibly additional information about the relative strengths of

symbolic weights can be taken into account. Such a symbolic model

is situated halfway between quantitative and qualitative models. In-

deed, it can be handled qualitatively if the symbolic weights remain

non-instantiated, or quantitatively when instantiating them.

π-Pref nets and CP-nets share the same graphical structure and

conceptual simplicity. CP-nets rely on the Ceteris Paribus principle,

and may induce debatable priorities between decision variables [15].

π-Pref nets do not suffer from such a questionable behavior and leave

complete freedom for stating relative priorities between variables.

Ordering two possible situations in π-Pref nets amounts to compar-

ing two vectors of symbolic weights reflecting the user’s specifica-

tions that are satisfied and those that are violated.

One may think of different orderings for comparing these vectors,

starting with the ones induced by the product-based, or the minimum-

based chain rules underlying possibilistic networks, as well as the

Pareto ordering, and refinements of previous orderings, such as the

discrimin, the leximin, or the symmetric Pareto orderings. In this pa-

per, we provide a thorough comparative study between these order-

ings in the case of symbolic weights, which departs from the numer-

ical situation, in presence, or not, of additional constraints between

symbolic weights.

Moreover, we also compare π-Pref nets with OCF-networks

[17, 18, 22] that use integer additive penalty costs to define con-

ditional preference tables. They appear to be similar to product-
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based possibilistic networks. In [3], it was proved that such costs can

be expressed in terms of possibility degrees. This suggests that the

two graphical network representations are closely related. Numerical

OCF-networks have been recently proposed to mimic the ordering

of CP-nets in [16]. In this paper, we also discuss the possibility to

induce CP-nets ordering using numerical, or symbolic π-Pref nets.

The paper is organized as follows. Section 2 provides a brief back-

ground on possibilistic networks, while Section 3 introduces pos-

sibilistic networks with symbolic weights as a way of representing

preferences. Section 4 defines the different possible orderings we

may think of for comparing vectors with symbolic components, and

establishes that the product-based and the symmetric Pareto order-

ings always coincide in the presence of non-zero symbolic weights.

Section 5 presents a thorough comparison of different possible or-

derings between symbolic vectors, including the case of additional

constraints between the symbolic weights. Lastly, Section 6 provides

a compative discussion between π-Pref nets, OCF-nets, and CP-nets.

2 Background on possibility theory

Let V = {A1, . . . , AN} be a set of N variables. Each variable Ai

has a value domain D(Ai). Elements ai ∈ D(Ai) denote values of

Ai. Ω = {ω1, . . . , ω|Ω|} denotes the universe of discourse, which

is the Cartesian product of all variable domains in V . Each element

ωi ∈ Ω is called a configuration (or a solution). It corresponds to a

complete instantiation of the variables in V . If U ⊆ V , then ω[U ]
denotes the restriction of solution ω to variables in U .

We start by a brief refresher on possibility theory [11, 27] in the

setting of uncertainty representation. It relies on the idea of a possi-

bility distribution π, which is a mapping from a universe of discourse

Ω to the unit interval [0, 1], or to any bounded totally ordered scale.

This possibilistic scale could be interpreted at least in two ways: a nu-

merical interpretation when values must be the result of a clear mea-

surement procedure, and an ordinal one when values only reflect a to-

tal preorder between the different interpretations. π(ωi) = 0 means

that ωi is fully impossible, while π(ωi) = 1 means that ωi is fully

possible. The possibility distribution π is normalized if ∃ ωi ∈ Ω
s.t. π(ωi) = 1. Given a normalized possibility distribution π, we can

describe the uncertainty about the occurrence of an event F ⊆ Ω via

a possibility measure Π(F ) = supωi∈F π(ωi) and its dual neces-

sity measure N(F ) = 1 − Π(F̄ ) = 1 − supωi /∈F π(ωi). Measure

Π(F ) evaluates to which extent F is consistent with the knowledge

represented by π whileN(F ) evaluates at which level F is certainly

implied by π. Conditioning in possibility theory is defined from the

Bayesian-like equation Π(F ∩ E) = Π(F |E) ⊗ Π(E), where ⊗
stands for the product in a quantitative setting (numerical), or for the

minimum in a qualitative setting (ordinal).

Possibilistic networks [4, 1] are defined as counterparts of

Bayesian networks [25] in the context of possibility theory. They

share the same basic components, namely: (i) a graphical compo-
nent which is a DAG (Directed Acyclic Graph) G= (V,E) where V
is a set of nodes representing variables and E a set of edges encod-

ing conditional (in)dependencies between them. (ii) a valued compo-
nent associating a local normalized conditional possibility distribu-

tion to each variable Ai ∈ V in the context of its parents (denoted

by Pa(Ai)). The two definitions of possibilistic conditioning lead to

two variants of possibilistic networks: in the numerical context, we

can express product-based networks, while in the qualitative context,

we only have min-based networks (also known as qualitative possi-

bilistic networks). Given a possibilistic network, we can compute its

encoded joint possibility distribution using the following chain rule:

π(A1, . . . , AN ) = ⊗i=1..N Π(Ai | Pa(Ai)) (1)

where⊗ is either the minimum, or the product operator ∗, depending

on the semantic underlying it.

In the following, we advocate possibilistic networks for represent-

ing knowledge about preferences (rather than uncertain knowledge

as it has been the case until now). Thus, π(ω) defines the level of sat-

isfaction of ω, Π(F ) evaluates to what extent satisfying a constraint

modeled by F is satisfactory andN(F ) evaluates to what extent this

constraint is imperative.

3 Possibilistic networks for handling preferences
This section provides a generic definition of conditional preference

possibilistic networks and, shows various ranking procedures to in-

duce an ordering between the solutions. Then, we propose a com-

parison between these distinct induced orderings. Conditional pref-

erence statements can be associated to a graphical structure. In this

approach, this graphical structure is understood as a possibilistic net-

work where each nodeAi is associated with a conditional possibility

table used for representing the preferences.

Definition 1 (Preference Network) A preference networkG over a
set V = {A1, . . . , AN} of decision variables is a DAG G where
each node Ai ∈ V is associated to local preference relations (pref-
erence table for short), such that to each instantiation ui of its par-
ents Pa(Ai) is associated a complete preordering >ui of D(Ai),
directly provided by the user.

In a possibilistic preference network, for each particular instanti-

ation ui of Pa(Ai), the preference order between the values of Ai

stated by the user will be encoded by a local conditional possibility

distribution expressed by symbolic weights. By a symbolic weight,

we mean a symbol representing a real number whose value is un-

specified. We rely on symbolic weights in the absence of available

numerical values. These weights may be instantiated totally or par-

tially when possible.

Definition 2 (Conditional Preference Possibilistic network)
A possibilistic preference network (π-Pref net) ΠG over a set
V = {A1, . . . , AN} of decision variables is a preference network
where each local preference relation at node Ai is associated with
a symbolic conditional possibility distribution (πi-table for short),
encoding the ordering between the values of Ai such that:
• If ai ≺ui a

′
i then π(ai|ui) = α, π(a′i|ui) = β where α and β

are non-instantiated variables on (0, 1] we call symbolic weights,
and α < β ≤ 1;

• If ai ∼ui a
′
i then π(ai|ui) = π(a′i|ui) = αwhereα is a symbolic

weight such that α ≤ 1;
• For each instantiation ui of Pa(Ai), ∃ ai ∈ D(Ai) such that
π(ai|ui) = 1.

Let C0 be the set storing the constraints existing between the symbolic
weights introduced as above.

In addition to the preferences encoded by a π-Pref net, additional

constraints in C1 can be taken into account. Such constraints may

represent, in particular, the relative strength of preferences associated

to different instantiations of parent variables of the same variable. Let

C = C0
⋃
C1. In the case one cannot infer any relation between two

weights by transitivity, we consider them as incomparable.
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Example 1 Consider a preference specification about an evening
dress over 3 decision variables V = {J, P, S} standing for
jacket, pants and shirt respectively, with values in D(J) =
{Red (jr), Black (jb)}, D(P ) = {White (pw), Black (pb)}
and D(S) = {Black (sb), Red (sr), White (sw)}. The DAG is
given by Figure 1 and the conditional possibility weights are given in
Table 1. Preference statements (s1) and (s2) are unconditional. Note
that the user is indifferent between the values of variable S in context
uj = jrpw. The constraints between symbolic weights inherent from
the preference specification are represented by the set C0 such that
C0 = {(δ1 > δ2), (θ1 > θ2), (λ1 > λ2)}.

J P 

S 

Figure 1: A preference network and its corresponding preference

specification

π(jb) π(jr)
1 α

π(pb) π(pw)
1 β

π(.|.) jbpb jbpw jrpb jrpw
sb 1 θ1 λ1 1
sr δ1 θ2 1 1
sw δ2 1 λ2 1

Table 1: Possibilistic conditional preference tables

From now on, we assume the complete specification of conditional

preferences, i.e., in each possible context, the user provides a com-

plete preordering of the values of the considered variable in terms of

strict preference or indifference.

These particular possibilistic networks have a logical counterpart

[3, 4], namely symbolic possibilistic logic bases. In fact, in previous

works [10, 15], possibilistic logic was advocated to represent sym-

bolic preferences. However, beside the lack of a graphical structure,

it is much less flexible than this symbolic graphical approach. Indeed,

it supports only binary variables and associates to each variable ex-

actly one symbolic weight. Precisely, a possibilistic logic encoding

uses at most one symbolic weight per πi-Table.

The ultimate aim of graphical representations of preference is to

efficiently compare all possible solutions in Ω. Each possibility de-

gree of a solution, computed from the possibilistic chain rule (1),

expresses its satisfaction level. This leads to the following definition

of the induced ordering.

Definition 3 (Preference ordering) Given a symbolic possibilistic
preference network ΠG and a set C of constraints between the sym-
bolic weights, given two solutions ωi and ωj in Ω, let πΠG(ωi) (resp.
πΠG(ωj)) be the symbolic possibility degree of ωi (resp. ωj) com-
puted by (1). Then, ωi >⊗ ωj iff πΠG(ωi) ≥ πΠG(ωj).

Other relations can be derived from >⊗ as usual: ωi ∼⊗ ωj if and

only if ωi >⊗ ωj and ωj >⊗ ωi (indifference); ωi 0⊗ ωj if and

only if ωi >⊗ ωj but not ωj >⊗ ωi (strict preference); ωi±⊗ ωj iff

neither ωi >⊗ ωj nor ωj >⊗ ωi (non comparability). ⊗ stands for

either the min or the product operator ∗. Note that ⊗ is associative,

monotonic in the wide sense and 1 represents the identity element

such that 1⊗ α = α.

Since we use symbolic weights, preference between some solu-

tions cannot be established (as long as we do not instantiate all the

symbolic weights). To each solution ω = a1 . . . aN can be associ-

ated with a vector �ω = (α1, . . . , αN ), where αi = π(ai|ui) and

ui = ω[Pa(Ai)]. Vectors associated to the preference possibilistic

network of Example 1 are represented by Table 2. Thus, comparing

solutions amounts to comparing those vectors of symbolic weights,

and the use of the chain rule is just one way of comparing solutions,

among other ones as discussed in the next section.

Symbolic vectors
configurations J P S
jbpbsb 1 1 1
jbpbsr 1 1 δ1
jbpbsw 1 1 δ2
jbpwsb 1 β θ1
jbpwsr 1 β θ2
jbpwsw 1 β 1
jrpbsb α 1 λ1

jrpbsr α 1 1
jrpbsw α 1 λ2

jrpwsb α β 1
jrpwsr α β 1
jrpwsw α β 1

Table 2: Vectors associated to each configuration of Example 1

4 Symbolic weights
In Section 3, we have shown how to encode the preference specifica-

tions in a possibilistic network format. In this section we will present

a number of partial order relations with the purpose to use them to

generate a particular ordering over configurations.

Vectors of these weights, �ω = (α1, . . . , αN ) and �ω′ =
(β1, . . . , βN ) for instance, can be compared using different ordering

procedures namely, Product, symmetric Pareto, Minimum or Lex-

imin orderings. These procedures can be defined for partially ordered

symbolic weights. They are defined as follows:

Definition 4 (Product) �ω >prod
�ω′ iff prod(�ω) ≥ prod( �ω′)

where prod(�ω) =
∏N

i=1
αi.

Definition 5 (Minimum) �ω >min
�ω′ iff min(�ω) ≥ min( �ω′),

where min(�ω) = minN
i=1 αi.

Definition 6 (Pareto) �ω >Pareto
�ω′ iff ∀ k, αk ≥ βk.

Definition 7 (Symmetric Pareto) �ω >SP
�ω′ iff there exists a per-

mutation σ of the components of �ω = (α1, . . . , αN ), yielding a vec-
tor �ωσ = (α1, . . . , αN ), s.t. �ωσ >Pareto

�ω′.

Definition 8 (Discrimin) First, delete all pairs (αi, βi) from �ω and
�ω′ such that αi = βi. Let D be the set of indices of components not
deleted. Then, �ω 0discrimin

�ω′ iff mini∈D αi > mini∈D βi.

Definition 9 (Leximin) Let �ωσ be the reordered vector �ω
by permutation σ of its components. �ω 0leximin

�ω′ iff
∃ σ, �ωσ 0discrimin

�ω′.

In the standard case of a totally ordered scale, the leximin order is

defined by first reordering the vectors in an increasing way, and then

applying the min order to the sub-parts of the reordered vectors with-

out consideration of identical components. However, here we deal

with symbolic possibility degrees between which the ordering can

be unknown. In the extreme case, we may just know that α < 1 for

a weight α. Thus, reordering the vectors is no longer possible, and

leximin must be defined as proposed above.

We need the concept of refinement of a strict preference relation.
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Definition 10 (Refinement) [9]. Let 0 and 0 be any two strict or-
der relations on Ω. Then, we say that 0′ refines 0 iff:

∀ ω, ω′ ∈ Ω, ω 0 ω′ ⇒ ω 0′ ω′.

As shown in [9], in the instantiated case, leximin is a refinement of

the symmetric ordering of Pareto. As well, the discrimin ordering

refines the ordering induced by the minimum as well as the Pareto

ordering, and is itself refined by leximin. Leximin refinements of

min-based orderings can be very discriminant, as they would solve

cases left pending by minimum orders. Moreover, product-based or-

derings refine symmetric Pareto orderings of vectors containing no

zero components. As for product-based orderings, they can strongly

differ (including preference reversal) from the min-based orderings.

These refinement relationships are illustrated by Figure 2(a) (where

each arrow a→ b expresses that a refines b).

Product 

Pareto Symmetric 
Pareto 

Minimum Leximin Discrimin 

Pareto Symmetric Pareto 
Product 

Minimum Leximin Discrimin 

(c) 

Discrimin 
Pareto 

Leximin 
Symmetric Pareto 

Product 

Minimum 

(a) (b) 

Figure 2: Refinements between orderings in numerical setting (a),

symbolic setting without constraints (b), or with constraints (c)

The orderings do not behave in the same manner in the numerical

case and in the symbolic case, as exemplified in the following.

Example 2 Consider the vectors (α, β) and (γ, δ) where α < β
and γ < δ. If α < γ then (α, β) < (γ, δ) for leximin and min, while
according to symmetric Pareto these vectors are still incomparable.
If α = γ < δ < β then min considers (α, β) and (γ, δ) as equal,
while we have (α, β) > (γ, δ) with the product and the Leximin is
unable to compare them. However, if α < γ < δ < β then (α, β) <
(γ, δ) with the min while the product operator fails to order them.

In the symbolic framework, it has been suggested in [3] that, when

there is no constraint between symbolic weights in the vectors, the or-

dering induced by the product-based chain rule corresponds exactly

to the a symmetric Pareto ordering. This result actually holds even in

the presence of inequality constraints between symbolic weights.

Proposition 1 Given any set of constraints C of the form αi ≥ βj
or αi > βj between symbolic weights:
�ω 0SP

�ω′ iff �ω 0prod
�ω′ and �ω >SP

�ω′ iff �ω >prod
�ω′.

Proof: The proof is not straightforward. We proceed in several steps.

First notice that the implications:

�ω 0SP
�ω′ implies �ω 0prod

�ω′

and �ω >SP
�ω′ implies �ω >prod

�ω′

are obvious since the product is symmetric and monotonically in-

creasing. For the converse, we must basically show that if �ω is SP-

incomparable with �ω′ then they are also incomparable wrt the prod-

uct ordering. We use several lemmas.

Lemma 1 If Proposition 1 holds for a set of constraints C, it holds
a fortiori for any subset of constraints in C.

Indeed taking away constraints from C yields more freedom to the

choice of values for the coefficients in order to ensure the non compa-

rability of the symbolic product expressions associated to each vec-

tor. As a consequence of this lemma, the result should be established

with the maximal amount of constraints, namely assuming a (non-

trivial) complete pre-ordering of the symbolic coefficients appearing

in the two vectors.

Lemma 2 ([7]) Consider two symbolic vectors �ω = (α1, . . . αN )
such that C enforces α1 ≤ . . . ≤ αN and �ω′ = (β1, . . . βN ). Let τ
be a permutation of the components of �ω′ such that βτ(1) ≤ . . . ≤
βτ(N) and �ω′τ the corresponding reordered vector. Then �ω 0SP

�ω′

if and only if �ω 0P
�ω′τ .

In the totally ordered setting it gives a constructive way of expressing

the SP ordering by applying the Pareto ordering to the increasingly

reordered vectors.

Without loss of generality, due to Lemma 2, we can assume that

vectors are increasingly ordered. Now we can try to prove that if

�ω and �ω′ are SP-incomparable then they are so for product. If they

are SP-incomparable then there are i 	= j such that αi > βi and

αj < βj . The most constrained case is when there is one constraint

of the formαi > βi, while all the other ones are of the formαj < βj .

In that case
∏

j �=i
βj >

∏
j �=i
αj and denoting by �α−i the vector �α

deprived of component i, we also have �ω−i 0SP
�ω′−i.

Let us show that this strong prerequisite does not enforce an in-

equality between
∏N

j=1
βi and

∏N

j=1
αj . First, if αi and βj are very

close, then
∏N

j=1
βj >

∏N

j=1
αj . Now, for the reversed inequality,

replace αj by α1 for j < i, and by αi for j > i, βj by βi for

j < i and by βn for j > i. The inequality (α1)
i−1 · (αi)N−i+1 >

(βi)
i · (βN )N−i is more demanding than the inequality

∏N

j=1
αj >∏N

j=1
βj . Let us show we can satisfy the former because αi > βi,

even if α1 < αi, βi < βN . To see it, we can write α1 = αi/p and

βn = qβi with p, q > 1. It is easy to see that the inequality now

writes αi
βi
> p

i−1
N q

N−i
N > 1. It is clear that we can set p, q > 1 and

find αi > βi ∈ [0, 1] that verifies this inequality. �

The consequence of this result is that the use of product of sym-

bolic values in the approach is just one way of implementing the

SP-ordering, whose essence is qualitative. In particular the compen-

satory effect, usually present in product of numbers (whereby, e.g.

0.5 × 0.5 is the same as 0.25 × 1) is absent from the SP-ordering,

which creates cases for incomparability.

5 Comparison of orderings between vectors of
symbolic weights

We pursue the comparison of the different orderings defined in the

previous section, first in the absence, and then in the presence of

additional constraint on symbolic weights.

5.1 Comparison of orderings without additional
constraints on symbolic weights

In this section we will study the possible relations between the dif-

ferent orderings in the particular case where the constraints known

between the symbolic weights are only the ones relative to the ex-

pression of conditional preferences, as allowed by Definition 2. Thus,
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a constraint of this kind focuses only on a unique vector component,

and we have C1 = ∅.

Under this assumption, Pareto ordering and symmetric Pareto

yield the same ordering. Indeed, for two vectors �ω = (α1, . . . , αN )
and �ω′ = (β1, . . . , βN ) each symbolic weight αi 	= 1 of �ω can be

only compared to the symbolic weight βi 	= 1 of �ω′. Thus, there is

no need to permute components as the result would definitely be non

comparable with another component weight since C1 = ∅. This is as

well true for leximin and discrimin orderings since they coincide in

this case. In fact, with this hypothesis, the difference between leximin

and discrimin is that leximin deletes some components with value 1
which cannot affect the result of the final application of the min.

We first compare the different orderings induced by the use of

product or minimum, depending on the chain rule applied to the pos-

sibilistic network. We will evaluate how well each option uses the in-

formation given to rank-order alternative solutions. We keep in mind

that the product-based ordering and the symmetric Pareto ordering

are the same.

Example 3 presents the different orderings induced by min-based

and product-based chain rule for Example 1.

Example 3 Let us consider the possibilistic preference network of
Example 1. Using the chain rule, we obtain the symbolic vectors
presented in Table 2. The product-based induced ordering without
additional inequality constraint is represented by Figure 3.

jbpbsb 

jbpbsr 

jbpbsw 

jbpwsw 

jrpbsr 

jrpbsb jbpwsb 

jbpwsr jrpwsb,  jrpwsr,  jrpwsw jrpbsw 

Figure 3: Possibilistic product-based order relative to Example 1

Now, if we use the min-based chain rule, we will not be able
to compare many configurations as long as no other constraint is
added. In fact, the only strict ordering information we can get at
that stage is that jbpbsb > jbpbsr > jbpbsw, jbpbsb > jbpwsw
and jbpbsb > jrpbsb. Otherwise, we only get at best weak in-
equalities ; for example jbpwsw and jrpwsb, since πmin(jbpwsb) =
min(α, β) ≤ πmin(jrpwsw) = β. Figure 4 depicts this min-based
ordering.

jbpbsb 

jbpbsr 

jbpbsw 

jbpwsw 

jrpbsr 

jrpbsb jbpwsb 

jbpwsr jrpwsb,  jrpwsr,  jrpwsw jrpbsw 

Figure 4: Possibilistic minimum-based order relative to Example 1

Symmetric Pareto on symbolic vectors may have a discriminating

power greater than the one of the minimum operator, in the sense that

α·β < α, while we only have min(α, β) ≤ α. Clearly, when dealing

with instantiated numerical values both product and minimum lead

to total orders that can contradict each other: for instance 0.1 · 0.9 >
0.2 · 0.2, while with the min we get min(0.1, 0.9) < min(0.2, 0.2).

Proposition 2 ω ∼SP ω
′ ⇔ ω ∼min ω

′.

Proof: Trivial as it compares the same sets of weights. �

Indeed, if equalities are found between every pair of the same in-

dex then the two vectors contain the same symbolic weights. For in-

stance, we have jrpwsb ∼SP jrpwsr (resp . jrpwsb ∼min jrpwsr)

where �jrpwsb = �jrpwsr = (α, β, 1).

Proposition 3 ω ±SP ω
′⇔ ω ±min ω

′.

Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). If ω ±SP ω

′ which means

ω ±Pareto ω
′, then we are in one of the following cases: either ∃ i,

s.t. αi ± βi or ∃ i, s.t. αi < βi and ∃ j, s.t. αj > βj . Besides, the

only case where minimum is able to compare is when ∀ i, αi ≥ βi.
It is not the case here, then ω±SP ω

′⇒ ω±minω
′. For the converse,

if �ω ±min �ω then obviously �ω ±SP �ω since we would not have ∀ i,
αi ≥ βi. �

Many cases can be identified on Example 1 and the min-based

(resp. product-based) ordering presented by Figure 4 (resp. Figure

3). For instance, we have jrpbsr ±SP jbpwsw (resp . jrpbsr ±min

jbpwsw). Moreover, using symbolic weights, symmetric Pareto and

minimum provide consistent orderings in the sense that:

Proposition 4 If ω 0SP ω
′ ⇒ ω >min ω

′.

Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). If ω 0SP ω′ then

�ω 0Pareto
�ω′ more precisely ∀ i, αi ≥ βi and ∃ j, αj > βj where

i, j ∈ [1, . . . , N ]. From Proposition 3 we can deduce that it is impos-

sible to have �ω ±min
�ω′ since it is equivalent to having �ω ±SP

�ω′.
Moreover, it is impossible to have �ω ∼min

�ω′ because according

to Proposition 2 this would mean that �ω ∼SP
�ω′. Consequently,

since ∀i we have αi ≥ βi, we can only have min(α1, . . . , αN ) ≥
min(β1, . . . , βN ). This is due the fact that the min function is a non

decreasing function. �

For instance, one strict preference pattern is jbpbsb > jbpbsr >
jbpbsw induced by the min chain rule on Example 1 is found on

Figure 4 that depicts the preference relation induced by the product

chain rule. The rest of preferences are preferences in the wide sense

(>), for example, jrpbsr > jrpbsb.

Proposition 5 ω 0min ω
′ ⇒ ω 0SP ω

′.

Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). If ω 0min ω

′ then ∀ i such

that αi 	= 1 or βi 	= 1, we have αi > βi. Thus clearly ω 0SP ω
′. �

This indicates that 0min is a strong form of Pareto, namely,

ω 0min ω
′ ⇔ ∀i, either βi 	= 1 and αi > βi or αi = βi = 1.

Thus, the symmetric Pareto is a refinement of the minimum-based

ordering. In Example 1 we can see that jbpwsb >min jbpwsr ,

while we have a strict order with the symmetric Pareto (equiva-

lently, the product-based) ordering jbpwsb 0SP jbpwsr and we

have jbpbsr 0SP |min jbpbsw.

Proposition 6 ω >min ω
′ ⇒ ω >SP ω

′.

Proof: It immediately follows from ω 0min ω′ ⇒ ω 0SP ω
′

(Prop. 5) and from ω ∼min ω
′ ⇒ ω ∼SP ω

′ (by Prop. 2). �

When there is no additional constraint, i.e., C1 = ∅, Pareto and

discrimin orderings yield the same ordering:

Proposition 7 Pareto and discrimin coincide on vectors when C1=∅
Proof: Let us consider two vectors �ω = (α1, . . . , αN ) and �ω′ =
(β1, . . . , βN ), where a symbolic weight αi of �ω may only be com-

pared to the corresponding symbolic weight βi of �ω′ (if there is a

relevant constraint in C0). Three cases arise:
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• �ω 0Pareto
�ω′ iff �ω 0discrimin

�ω′: (⇒) if �ω 0Pareto
�ω′ then

�ω >min
�ω′. This means that min(�ω) ≥ min(�ω′) and since dis-

crimin deletes all equalities αi = βi. Thus we will have ∀i ∈ D
mini∈D αi > mini∈D βi s.t. D is the set of component indexes

not deleted. Therefore, �ω 0discrimin
�ω′. (⇐) Since discrimin

deletes only weights where αi = βi and never strict comparisons,

then after the deletion process we only have constraints such that

αj > βj , which means that the strict order is the same as Pareto

ordering.

• �ω ∼Pareto
�ω′ iff �ω ∼discrimin

�ω′. Obvious.

• �ω ±Pareto
�ω′ iff �ω ±discrimin

�ω′: (⇒) if �ω ±Pareto
�ω′ we have

min(�ω) ± min( �ω′) (by Proposition 3), and discrimin can only

delete equalities, then the vectors remain non comparable with

discrimin. Thus �ω ±discrimin
�ω′. (⇐) if �ω ±discrimin

�ω′ then

we have not ∀i ∈ D αi < βi where D is the set of component

indexes not deleted. Thus we have �ω ±Pareto
�ω′. �

Consequently from Proposition 7, we can derive that0leximin ⇔
0discrimin⇔ 0Pareto⇔ 0SP . Relations between the different or-

derings are depicted by Figure 2(b) (inside each box, relations are

equivalent). This indicates a collapse of many notions when no addi-

tional constraints between symbolic weights applicable to different

components exist.

5.2 Comparison of orderings with additional
constraint on symbolic weights

As already mentioned, constraints between symbolic weights, beside

those induced from the preference specification, can be added when

available. In this section we will study the relations between the dif-

ferent ordering relations in the presence of such constraints. First, we

will see that the refinement relations that exist in the case of numeri-

cal values remain valid.

Proposition 8 �ω 0Pareto
�ω′⇒ �ω 0SP

�ω′ .

Proof: It suffices to consider the permutation σ as the identity. �

Minimum-based ordering suffer from a “drowning” effect. Ways

to overcome this problem are the discrimin or leximin orderings. In

the numerical case, these latter are refinements of the min-based or-

dering [9]. We will prove that this is still the case in the symbolic

framework. More formally:

Proposition 9 �ω 0min
�ω′⇒ �ω 0disrimin

�ω′ ,
�ω 0disrimin

�ω′ ⇒ �ω 0leximin
�ω′ .

Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). If min(�ω′) < min(�ω), then

∃ βi s.t. βi < α1, . . . , αN and βi 	= α1, . . . , αN . This symbolic

weight βi cannot be eliminated in the deletion process of discrimin

nor leximin. Thus, �ω 0min
�ω′⇒ �ω 0disrimin

�ω′ and �ω 0min
�ω′

⇒ �ω 0leximin
�ω′ . Besides, it is clear that leximin still refines dis-

crimin since it suffices to consider the permutation σ processed by

leximin as the identity. �

Example 4 Let us consider the possibilistic preference network of
Example 1. Let us consider some additional constraints such that
C1 includes (α < β), (β = λ1), (λ1 < θ1). Thus, C =
{(δ1 > δ2), (θ1 > θ2), (λ1 > λ2), (α < β), (β = λ1), (λ1 <
θ1)}. Let us take the two configurations jbpwsb and jrpbsb such
that �jbpwsb = (β, θ1) and �jrpbsb = (α, λ1). We can see that
�jbpwsb 0min |discrimin|leximin

�jrpbsb.

If we consider only partially ordered symbolic weights, leximin may

lead to non comparability when discrimin or minimum considers two

configurations equal. Thus, leximin ordering will sometimes lead to

a partial ordering. This can be illustrated by the following example:

Example 5 Let us consider the same two vectors of example 4,
�jbpwsb = (β, θ1) and �jrpbsb = (α, λ1). We assume the set of

constraints C = {(δ1 > δ2), (θ1 > θ2), (λ1 > λ2)(λ1 <
α), (β = λ1), (β < θ1)}, then �jbpwsb ∼min |discrimin

�jrpbsb

while �jbpwsb ±leximin
�jrpbsb. Now if we suppose that �jbpwsb =

(θ1, β), then �jbpwsb ∼min
�jrpbsb while �jbpwsb ±discrimin|leximin

�jrpbsb.

Let us now compare the discrimin and the Pareto orderings. Then

the leximin and the symmetric Pareto orderings will be in a simi-

lar relation. Besides, there is no relation between the discrimin and

the symmetric Pareto orderings when C1 	= ∅. Indeed there are

situations where discrimin can compare two vectors and the sym-

metric Pareto cannot (e.g., if we only know that the component of

one vector is smaller than all the other components of the two vec-

tors), and situations where symmetric Pareto can compare and dis-

crimin cannot (e.g., �ω = (α1, α2, α3) and �ω′ = (β1, β2, βN ) and

C = {α1 > β1, α2 > β3, α3 > β2}.

Proposition 10 �ω 0Pareto
�ω′⇒ �ω 0discrimin

�ω′.

Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). By definition, if �ω 0Pareto

�ω′ then ∀i, αi ≥ βi and ∃j, αi > βi. Let �ω∗ (resp. �ω′∗) denote

the vector induced after deleting all vector components such that

αi = βi, ∀i ∈ N . Then, ∀i ∈ D, such that D is the set of the

remaining vector component indexes, we have αi > βi. This means

that ∃βj ∈ �ω′∗ such that βj < min( �ω∗). Therefore, �ω 0min
�ω′.

Since discrimin refines minimum (Proposition 9), hence Proposition

10. �

From Proposition 10 we can derive that symmetric Pareto and lex-

imin lead to consistent orderings. Moreover, each time when sym-

metric Pareto succeeds to order two configurations, discrimin will

induce, if not the same ranking, at most non comparability.

Let us compare the minimum based-ordering and the product-

based ordering (equivalently, SP). It is clear that we have:

Proposition 11 ω ∼SP ω
′⇒ ω ∼min ω

′.

Proof: Assume two solutions ω and ω′ such that �ω = (α1, . . . , αN )
and �ω′ = (β1, . . . , βN ). If ω ∼SP ω

′ then ω ∼Pareto ω
′
σ . Thus,

∀ i, αi = βiσ , where i ∈ [1 . . . N ]. Therefore, min(β1, . . . , βN ) =
min(α1, . . . , αN ). Hence the product ordering equalities are always

found in min-based ordering. �

Equalities between solutions in product-based ordering may ap-

pear when one assumes equalities between symbolic weights associ-

ated to the same nodes and the same context or to symbolic weights

of different nodes. This is unlike min-based ordering where it al-

ways considers the most important constraint violated, more pre-

cisely, having the smallest symbolic weight. Hence, in min-based

orderings equalities appear when two solutions violate the same pref-

erence with the highest priority compared to the set of the other vio-

lated preferences.

Proposition 12 shows that symmetric Pareto is a special kind of

refinement of the min-based ordering. Indeed:

Proposition 12 If ω 0min ω′ we may either have ω ±SP

ω′ or ω 0SP ω
′.
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Proof: Let us consider two solutions ω and ω′ such that �ω =
(α1, . . . , αN ) and �ω′ = (β1, . . . , βN ). Indeed, from Propo-

sition 11, if ω ∼SP ω′ then ω ∼min ω′. Moreover, if

ω ≺SP ω′ then by the definition we have ∀i, αi ≤ βi, thus

min(α1, . . . , αN , βi, . . . , βN ) ∈ {αi, . . . , αN}, this proves that we

cannot have ω 0min ω
′ in this case. Hence a contradiction, and

Proposition 12 follows. �

Relations between the different orderings can be illustrated by Fig-

ure 2(c). Leximin ordering refines symmetric Pareto ordering, which

in its turn refines Pareto ordering. Moreover, leximin refines dis-

crimin and both are refinements of minimum ordering. It is important

to notice that, in contrast with the numerical setting, minimum and

leximin orderings may lead to non comparability and thus to partial

orderings. Besides, symmetric Pareto still refines the minimum or-

dering, but in a wider sense since symmetric Pareto may yield non

comparability when minimum succeeds in comparing (this relation

is represented in Figure 2(c) by a dotted line).

One extreme case is when assuming a total preorder between the

symbolic weights. In that case, leximin and minimum orderings are

total. However, in the presence of such constraints, symmetric Pareto

may still lead to non comparability. Indeed, the only case, where

symmetric Pareto leads to a total ordering is when there are con-

straints between subsets of symbolic weights (corresponding to the

comparison of subproducts). Thus, the relationships between the dif-

ferent orderings are the same as in the numerical setting except for

the product and symmetric Pareto orderings, which are the same as

previously proved.

6 π-Pref nets vs. other preference graphical models
In this section we compare and discuss existing relationships be-

tween π-Pref nets and two models that are related to them in some

sense, namely, CP-nets and OCF-nets. The first one shares the same

preference specification and graphical structure, while the second is

based on an additive structure which parallels the one of π-Pref nets.

6.1 π-Pref nets vs. CP-nets
CP-nets can be viewed as a qualitative counterpart of Bayesian net-

works based on the Ceteris Paribus preferential independence re-

lation. To each variable we associate a table representing the local

preferences on its domain values in the context of its parents. The in-

duced order is often referred to as a Ceteris Paribus preference order

i.e. one partial outcome is preferred to another everything else being

equal. Formally, this preference independence is defined as follows:

Definition 11 (Preference Independence) Let V be the set of vari-
ables and W be a subset of V . We say that W is preferentially in-
dependent of its complement Z = V \W iff for any instantiations,
z, z′, w, w′ we have:

(w, z) 0 (w′, z)⇔ (w, z′) 0 (w′, z′) (2)

This form of independence clearly simplifies the preference elici-

tation process [23, 24]. However, it can only represent a part of the

preferences that a user may express. The following Example 6 repre-

sents a simple preference problem that CP-nets fail to represent.

Example 6 Let us consider two binary variables A and B standing
respectively for “vacations” and “good weather”. Suppose that we
have the following preference ordering: ab 0 ¬a¬b 0 a¬b 0 ¬ab.
We observe that this complete preorder cannot be represented by a

CP-net. In fact, given two variables we can define two possible struc-
tures: either A depends on B or conversely, both of them are unable to
capture this order in the CP-net setting. This is due to the fact that in
both structures we have a reversal of the Ceteris Paribus preferences.
However, such preferences can be represented by a joint possibility
distribution such that: π(ab) > π(¬a¬b) > π(a¬b) > π(¬ab).
Thus, we have � : a 0 ¬a, a : b 0 ¬b and ¬a : ¬b 0 b. It corre-
sponds to a network with two nodes with their corresponding condi-
tional possibility distributions: Π(a) = 1, Π(¬a) = α, Π(b|a) = 1,
Π(b|¬a) = γ, Π(¬b|a) = β and Π(¬b|¬a) = 1. This yields
π(ab) = 1 > π(¬a¬b) = α > π(a¬b) = β > π(¬ab) = αγ
taking α > β and β = γ.

From this simple example, we can see that π-Pref nets and CP-

nets do not share the same form of preference independence. Al-

though both graphical networks are syntactically based on the same

preference statements, they are semantically handled in different

ways. More precisely, orderings in CP-nets are induced from Ceteris
Paribus and transitivity, while orderings in π-Pref nets are built using

the chain rule and conditional preferences.

Indeed, if we consider the two preference (in)dependencies

closely, we can notice that both have somehow contrasting prop-

erties. Let desc(A) be the set of node A descendants and let

ndesc(A) = V \desc(A)\Pa(A) be the set ofA non descendants,

their possible instantiations are denoted by d and n respectively. The

conjunction of instantiations is denoted by xy such that X ∩ Y = ∅
andX,Y ⊆ V . Let us consider a preference statement: u : a1 0 a2
where u an instantiation of Pa(A) and D(A) = {a1, a2}. In CP-

nets setting and based on the Ceteris Paribus independence, we can

deduce that ua1dn 0 ua2dn. Aside the instantiations of A, the

rest of the variables have the same instantiation. In contrast, the

same preference statement is handled differently by possibilistic net-

works and means that π(a1|u) > π(a2|u). Therefore, we have

π(a1|un) > π(a2|un′) thanks to the Markov properties of possi-

bilistic networks, namely, each node is independent from its non-

descendants in the context of it parents. Thus, in contrast with CP-

nets, the preference is still preserved even if some variables, pre-

cisely, ndesc(A) are configured differently. Moreover, we can see

that based on Ceteris Paribus independence we have desc(A) in-

stantiated similarly in both configurations, thus independently of A,

which cannot be the case with possibilistic networks since desc(A)
depends on the instantiation of A. This is illustrated by the next ex-

ample.

Example 7 Figure 5 represents a possibilistic network (1) and a CP-
net (2) induced from the same preference specification. If we consider
the preference statement at node C, based on (2) and from the pref-
erence statement ¬a : ¬c 0 c, we can deduce that ¬a¬b¬cd 0CP

¬a¬bcd, ¬a¬b¬c¬d 0CP ¬a¬bc¬d, ¬ab¬c¬d 0CP ¬abc¬d
and ¬ab¬cd 0CP ¬abcd. Indeed, we can deduce as many com-
parisons as the number of possible configurations of the variables
other thanC andA, namelyB andD. However, from the same state-
ment, based on (1), we can deduce that ¬a¬b¬c¬d 0π ¬a¬bcd and
¬ab¬c¬d 0π ¬abcd. This is due the fact that nodeB is independent
of node C in the context of its parentA. Thus, the preference relation
holds no matter the instantiation of B. Node D depends on C, thus,
based on the context, we choose each time the best values for C.

Therefore, we can deduce that the main difference between the two

frameworks is in the completion principle underlying them. In fact,

CP-nets complete a partial preference statement with the same in-

stantiation of the rest of the variables. However, a π-Pref net, in a
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