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ABSTRACT
Genetic Programming (GP) presents a unique challenge in fitness
evaluation due to the need to repeatedly execute the evolved pro-
grams, often represented as tree structures, to assess their quality
on multiple input data. Traditional approaches rely on interpreting
these program trees, which can be computationally expensive. This
paper proposes an optimization method that leverages code gener-
ation using a novel strategy and Just-In-Time (JIT) compilation to
significantly improve the efficiency of fitness evaluation in GP. We
propose to revisit using an actual compiler to transform a GP indi-
vidual into native computer code executable quickly on the CPU.
Our GP implementation is a simple tree-based approach that makes
it easy for researchers to experiment with, while the evaluation
function shows high performance. Preliminary results in Symbolic
Regression on artificial datasets demonstrate that our approach
is more than 6× faster than a popular GP framework that uses
high-performance single-function evaluation but in a stack-based
interpreter mode.

CCS CONCEPTS
• Software and its engineering → Genetic programming; Just-
in-time compilers; • Computing methodologies→ Genetic pro-
gramming.
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1 INTRODUCTION
Genetic Programming (GP) [25, 26] offers a powerful approach to
evolving computer programs without requiring domain-specific
knowledge. While it has often been seen as a valuable, yet not
so popular alternative to other Machine Learning-based methods
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based on Deep Learning, in the past few years it has attracted
interest from various research communities that are surprisingly
far from Evolutionary Computing, such as oceanography [19]. It is
applied in a broad plethora of application domains such as traffic
control [30, 38], interpretable control [12, 34], manifold learning
[11], and genetic improvement, e.g. of network protocols [6, 31]

The computationally demanding nature of GP’s fitness evalu-
ation process, where each individual in a population is executed
and tested with many fitness cases against a given objective, cre-
ates a significant computational bottleneck which highlights the
need for efficient acceleration methods. This bottleneck becomes
particularly pronounced in practical applications where complex
candidate solutions and numerous training vectors demand exten-
sive evaluation. Therefore, much effort has been directed towards
speeding up fitness function evaluations due to their significant
runtime impact in GP applications.

The conventional method [15, 35] involves translating the geno-
type of an individual into a high-level language like, e.g., C, com-
piling it using a standard C compiler, and executing it as a regular
program to determine results for all test (i.e., fitness) cases. Com-
pilers offer optimization techniques such as code reordering, com-
mon sub-expression elimination, loop unrolling, auto-vectorization,
and instruction-level parallelism that can enhance code perfor-
mance. However, the process of genotypic transformation into C
source code, subsequent compilation, and object loading, or just
executing the binary, poses a significant overhead. Besides the com-
piler/assembler/linker execution, this approach involves slow I/O
processes. Consequently, this approach is typically avoided in favor
of using an interpreter [14] to evaluate candidate solutions against
each fitness case in the training set.

To accelerate the fitness evaluation and increase GP performance,
research has first focused on CPU implementation strategies like
caching, vectorization, and parallelization. Then, advancements
have explored compiling evolved code rather than interpreting it,
advocating for machine code generation in GP systems [4]. De-
spite the perception that CPU optimization yields only marginal
speedup, modern CPUs possess inherent instruction-level paral-
lelism through SIMD instruction sets like SSE and AVX. These sets
enable parallel processing of increasingly wider data types, offering
the potential for significant performance gains. Nevertheless, the
proposed methods are usually very complex, CPU specific, and
require several extra large software, which can be hard to maintain
and extend.

Because GP’s inherent parallelism presents opportunities for
performance optimization, more recent, very successful approaches
have focused on hardware-based acceleration, such as leveraging
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Graphics Processing Units (GPUs) for their tensor operation capa-
bilities [8, 21, 22, 27]. However, not only do these solutions often
require specialized hardware and expertise, but they also suffer
from the same issues as the specialized solutions created for CPUs
that we pointed out above.

While GP offers immense potential for evolving computer pro-
grams without domain knowledge requirements, its resource-inten-
sive nature necessitates innovative approaches to improve per-
formance. Contrary to the belief that achieving speedup beyond
language-level optimizations requires drastic changes [29, 37], this
paper demonstrates the feasibility of a novel approach to acceler-
ate fitness function evaluation on commonly available CPUs. The
changes we propose are radical in the way the individuals are eval-
uated, but very simple in how the process is done.

Here, we revisit compiling each individual tree, leveraging the
historical advantages of compiled solutions over interpreter-based
ones. In general, the limited number of fitness cases for programs
generated by GP tools often negates the benefits of compilation due
to the associated compilation overhead. However, modern datasets
for Symbolic Regression, which is the focus of this paper, are fre-
quently much larger and present a good opportunity for investigat-
ing the benefits of a compiler.

In summary, this paper proposes:
(1) To use the same compilation approach employed in [41], but in

the context of Symbolic Regression;
(2) To perform a more detailed investigation into the feasibility of

such a strategy;
(3) To organize the fitness evaluation function in a novel way in

order to better explore the compiler and CPU capabilities.
The rest of this paper is structured as follows. The next section

gives a short overview of related work. Section 3 discusses tradi-
tional GP and Section 4 proposes our approach. Section 5 describes
the experimental setup, while Section 6 shows the results. Finally,
Section 7 draws the conclusions of this work.

2 RELATEDWORK
Several approaches have been explored to accelerate GP. These can
be broadly categorized into four main strategies:
(1) Efficient Representation: This involves optimizing how in-

dividuals in the population are represented. Handley [20] pro-
posed using a Directed Acyclic Graph instead of a forest of trees,
reducing memory and computation by sharing identical sub-
trees and caching results. Another approach is to evolve linear
programs as shown in LGP [5], or graph-like programs, as done
in Parallel Distributed Genetic Programming [36], which both
exploit regularities in problems to reuse partial results.

(2) Faster Program Execution: This focuses on optimizing the ex-
ecution of evolved programs. While most GP systems interpret
the evolved code, compiling it to binary code can offer perfor-
mance benefits, especially when GP individuals are executed
numerous times, such as when there are many fitness cases
[18, 21]. However, traditional compilers can be computationally
expensive. To address this, Fukunaga et al. [15] and Vasicek and
Slany [43] proposed generating and executing machine code di-
rectly within the GP system. The Java Virtual Machine has also
been explored for this purpose [24, 32]. Nordin [35] proposed

directly evolving programs in machine code, leading to the com-
mercially available Discipulus system, which was claimed to be
significantly faster than systems using higher-level languages.
Gregor and Spalek [18] introduced a GP framework that lever-
ages the LLVM library for just-in-time (JIT) compilation and
interpretation of evolved abstract syntax trees (ASTs). Their so-
lution incorporates a parser, built upon FlexC++ and BisonC++,
capable of constructing ASTs from a simplified toy language
with C-like syntax. Other GP systems using JIT were developed
in MATLAB [13] to optimize the perturbation functions of a
meta-heuristic, and in Julia [9] for symbolic regression.

(3) Reduced Fitness Evaluations: This aims to reduce the num-
ber of fitness evaluations required for each generation, meaning
that the overall processing time is decreased without negatively
impacting the final solution quality. Gathercole and Ross[16]
proposed identifying and using only the most challenging fit-
ness cases for subsequent generations. Teller and Andre [42]
suggested stopping fitness evaluation once a program’s “fate”
(i.e., its selection probability) can be confidently predicted.

(4) Parallelization and Distribution: This leverages multiple
processors to improve efficiency. One commonly used method
to enhance the speed of GP is by capitalizing on its ability to be
parallelized. Several studies have investigated the use of parallel
hardware, such as Central Processing Units (CPUs) with Single
Instruction Multiple Data (SIMD) capabilities [1, 3, 7, 14, 23, 28,
29], architectures based on Graphics Processing Units (GPUs) [8,
21, 22, 27], and even Field Programmable Gate Arrays (FPGAs)
[10, 17, 39], for executing fitness evaluations in the context of GP.
However, GPUs are currently considered the most promising
option for achieving significant speed improvements due to
their widespread availability and focus on high-throughput
computing.

3 TRADITIONAL GENETIC PROGRAMMING
The key difference between fitness functions in GP and other Evolu-
tionary Algorithms (EAs) lies in the way they evaluate individuals.
In GP, individuals are computer programs, which need to be exe-
cuted to assess their performance. This execution step adds a layer
of complexity that typically cannot be found in other EAs. The
focus of this paper is Symbolic Regression and the main aspects of
a canonical GP implementation are as follows:
(1) Execution-based evaluation: GP programs are active entities

that need to be run to determine their fitness, unlike most other
EAs where fitness is directly calculated from the individual
representation.

(2) Fitness determination: Each individual is evaluated, in se-
quence, on a set of fitness cases, and its fitness value is computed
at the end.

(3) Interpreters vs. Compilers: While compiling GP programs is
possible, interpreters are generally preferred due to their lower
overhead. Interpreters directly execute the program without
needing a separate compilation and possibly loading step.

(4) Recursive tree traversal: To ensure correct execution order,
interpreters typically traverse the program tree recursively,
starting from the root node. This guarantees that arguments
are evaluated before the nodes that use them.
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(5) Prefix notation: GP programs are often represented in prefix
notation, where the operator comes before its operands. This
format simplifies the recursive interpretation process. On the
other hand, the postfix notation can be implemented using
regular stacks to avoid recursion and allow its use in GPUs.
As presented in the previous sections, many authors investigated

strategies to speed up fitness evaluation, usually avoiding the com-
pilation step unless when targeting GPUs. In the next section, we
shall show how regular source code compilation can be performed
in a practical way.

4 PROPOSED APPROACH
In the Introduction and Related Work section, we presented how
other authors evolved machine code, Bytecode, or used JIT to com-
pile individuals. Those proposals resulted in fast code but added
limitations related to the hardware architecture and extra com-
plexity. In this paper, we propose a novel way to structure the
GP individual’s evaluation function and use an actual compiler to
transform genomes into native code (i.e., a binary file) that can
be executed on a CPU. The new structure allows the compiler to
perform more and better optimization. The compilation process
involves transforming an individual’s genome into an evaluation
function source code in a specific programming language, such as
C, and calling a compiler to create a shared library from that code.
The main program loads the library, and the evaluation function
is called with the training dataset (the fitness cases) to create the
output, which is later used by the main program to calculate the
actual fitness of the individual. Our approach, investigated in this
paper, focuses on solving the following problems faced in the past:
(1) slow compilation, and (2) slow code loading.
• Slow compilation. In most related work developed decades
ago, the authors avoided real compilers on old RISC and CISC
machines [15, 35]. Even more recent work on contemporary ma-
chines [32, 43] has taken the same path, for the same reason (i.e.,
the compilation overhead). Depending on the individual size and
the non-terminal (functions) in the individual genome, a program
task can take tens or hundreds of milliseconds. Compiling the
population can take several minutes, or even more if compiler
optimizations are enabled. Thus, the best approach is to perform
a direct translation from the genome to executable machine code.
When GP is implemented in a language such as C, such a com-
piled code can be accessed with a pointer to its memory location
and executed to evaluate the fitness cases [15]

• Slow code loading. The GP compiler approach might call a
real compiler to compile the source code into a dynamic/shared
library. A dynamic library is a collection of pre-compiled code
pieces that can be shared by multiple programs. Instead of being
compiled into the program’s executable file, the code in a dy-
namic library is loaded by the operating system at runtime, when
the program needs it. This allows for more efficient use of mem-
ory and can make it easier to update or modify the code without
affecting other programs that use the same library. In Unix sys-
tems, the functions dlopen and dlsym are used to dynamically
load object files at runtime. dlopen loads the named object file
into free memory if it has not already been loaded. The returned
handle allows the caller to access and query global variables or

symbols defined in the loaded file. After loading the object file,
one can use the function dlsym to look up a specific symbol or
variable with a given name within that object file. The function
returns the address of that symbol, which can then be used in a
program for further processing. Overall, these functions provide
a way to dynamically load and access code or data from external
libraries or modules during program execution in Unix systems.
The whole loading process takes a few hundred milliseconds.
To give an overall view of why the real compiler approach was

put aside in the past, the approximate timings for an individual
with 50 instructions, using the popular GCC compiler and then
using dynlib in Linux to load the library, were 50 ms and 400 ms,
respectively, in our development environment (see Section 5). Thus,
100 individuals would take around (0.05 + 0.45) × 100 = 45 seconds
per generation, just to generate the evaluation function, i.e., before
evaluating fitness cases.

A third objective we want to achieve is having a method that not
only compiles fast but also shows good performance in evaluating
the solutions on the fitness cases. This is important because low
compilation times involve little or no optimization at all. Therefore,
it would not be worthwhile to have a solution that compiles fast
but is as slow as a naïve interpreter-based approach.

4.1 Solution: Multiple Program Single Data
approach (MPSD)

In this paper, we propose a solution to the compilation problem
that we callMultiple Program Single Data (MPSD) approach. In sum-
mary, we employ a single compilation process to compile the entire
population, whereby the compiler can exploit code optimizations
to improve the fitness function performance and cache common
sub-expressions. We organize the population such that the maxi-
mum calculations can be done with the currently loaded data using
the data cache efficiently.

The proposed approach consists of the following procedures to
generate the C code, compile, and run it:
(1) Export all individuals to a single piece of C source code: Instead

of compiling individual program trees, this method translates
each individual into its equivalent C code representation. All
individuals of the population are then concatenated into a single
C source file. This eliminates the overhead associated with
multiple executions of the compiler and allows for efficient
compilation.

(2) Unroll the individuals into a single evaluation function: Within
the generated C code, instead of having each individual pro-
gram transformed into a separate function, we create a single
evaluation function with all individuals inlined. This way, the
compiler can optimize and cache not only the partial solutions
of an individual but the whole population at once.

(3) In the C code, for each fitness case, calculate the output vector
(one value for each individual): The evaluation function gets all
fitness cases as input and iterates through them. It executes the
corresponding inlined code of each individual and stores the
output in the vector. This approach allows for efficient evalua-
tion of the entire population, reducing the overhead associated
with repeated function calls and using data already in the CPU
registers instead of loading them from cache or even memory.
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(4) Compile the source code as a shared library: The generated
C code containing the evaluation function is compiled into a
shared library. The compiled shared library is loaded into the
GP system, and the evaluation function is accessed through
its exposed interface. This allows the GP system to utilize the
compiled code seamlessly for efficient fitness evaluation.

(5) Run the loaded evaluation function on the fitness cases: The
loaded evaluation function is then executed on the fitness cases,
with the calculated outputs used to determine each individual
fitness in the population. This process significantly reduces the
computational cost of fitness evaluation compared to traditional
interpretation methods.
Our approach offers several advantages over traditional interpre-

tation-based fitness evaluation in GP:
• Reduced Overhead: The use of a single evaluation function and
shared library minimizes the function call overhead and allows
for efficient batch processing of fitness cases.

• Improved Performance: By compiling the evolved programs
into native code, the execution speed is significantly increased.
This is also due to having fitness cases in CPU registers to evalu-
ate the whole population without having to retrieve data from
the cache or even RAM.

• Flexibility: The template C code can be easily modified or ex-
tended to incorporate additional functionality or customized
functions without any advanced knowledge of C++ templates,
extra libraries or frameworks, or even relying on intrinsics to
write SIMD code. Also, since it compiles C code, one can use a
more complex grammar to perform a synthesis of code that can
be compiled and executed, similar to [33].
The proposed procedure can significantly improve the efficiency

of fitness evaluations in GP, allowing for faster evolution and explo-
ration of larger and more complex program spaces. This approach
is particularly beneficial for computationally expensive fitness func-
tions or large population sizes, where performance gains can be
substantial. Nevertheless, our proposal is recommended when the
user has to employ CPUs instead of GPUs or other accelerators.
The next section explains the proposed structure.

4.2 Population to MPSD conversion
As previously introduced, MPSD is a single evaluation function
that contains the whole population inlined, which is evaluated for
each fitness case. The first required component is the C function
template that will contain tags to be replaced by elements from the
problem being solved and the population (see Figure 1). There are
4 tags (placeholders) that will be replaced with C source code:
• DEF_LOCAL_VARS: definition of local input float variables;
• SET_LOCAL_VARS: attribution of values from fitness case 𝑋𝑖 , 𝑖 =
0, . . . , n_rows − 1 to the local input variables;

• NPOP: population size to store temporary results in a local array;
• Y_HAT_TMP_FROM_POP: evaluation of an individual using the local
variables and storing them into the local array.
The template is shown in Figure 1. As one can see, the fitness

cases are passed as an array (X) and will be returned as an array
(Y_hat) where the row elements (inputs) are contiguous. So, in-
put and output are flattened matrices, which makes data loading
cache-friendly. Also, note the use of local stack variables for faster

Figure 1: MPSD template for Symbolic Regression. Tags be-
tween “<>” will be replaced by the conversion step within GP.
X is the input, Y_hat is the calculated output by each individ-
ual for each fitness case, n_rows and n_cols are X dimensions,
n_out is the number of individuals in the population.
void evaluate(float * X, float * Y_hat , long int n_rows ,

long int n_cols , long int n_out){

long int i, j, i_x_n_cols;

<DEF_LOCAL_VARS >

float Y_hat_tmp [<NPOP >];

for (i=0; i<n_rows; i++){

i_x_n_cols = i * n_cols;

/* Local vars copied from the array for direct

and fast access.*/

<SET_LOCAL_VARS >

/* Population evaluation.*/

<Y_HAT_TMP_FROM_POP >

/* Code (not shown) to copy contents from

local (fast) Y_hat_tmp into heap (slow) Y_hat

to return */

}

}

read/write. Finally, the content of Y_hat_tmp has to be copied to
Y_hat to be returned for the final fitness calculation. To copy the
temporary results to Y_hat, one can use a regular loop or memcpy.

In our current implementation, that template code also contains
#include directives and function definitions (the non-terminals)
that can be accessed from the evaluate function.

Figure 2 is an example showing the template filled for a dataset
with 4 inputs and a population of 3 individuals.

The first characteristic one can notice is that we reuse the cal-
culation of i * n_cols by storing it into a scalar variable named
i_x_n_cols. This saves a few CPU cycles for every fitness case we
calculate.

Secondly, to further encourage data reuse, the fitness case is
copied from the array into local variables for fast direct access, so
that it can be used to evaluate the whole population. This strategy
is only possible in our novel approach. Since these variables are
shared among all individuals within the same function scope, the
compiler has the opportunity to make optimizations.

The other point is that the results of the population are saved to
a local array, also for performance matters. Only after the whole
population is evaluated do we write the results back to the output
(Y_hat), which is stored in the slow memory.

Finally, calls to functions, such as fabs, can be inlined by the
compiler if it has such capabilities and decides it is worth it.

The next section explains how we dealt with the compilation
performance issue.

4.3 Tiny C Compiler
We have already explained that using a compiler and loading a
shared library is expensive. Therefore, we cannot rely on the usual
toolchains, such as those based on GCC. To overcome this issue,
we employ the Tiny C Compiler (TCC). This compiler is designed
in such a way that it emphasizes smallness and compilation speed,
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Figure 2: Example of a Symbolic Regression function with 4
inputs (𝑥0, . . . , 𝑥3) and 3 individuals.
void evaluate(float * X, float * Y_hat , long int n_rows ,

long int n_cols , long int n_out){

long int i, i_x_n_cols;

float x0, x1, x2, x3;

float Y_hat_tmp [3]; /* Local (stack) allocation.

Note that size 3 is hard -coded by the code that

exports this source */

for (i=0; i<n_rows; i++){

i_x_n_cols = i * n_cols;

/* Local vars copied from the array for direct

and fast access. Note that the offsets are

hard -coded by the function that exports this

source.*/

x0 = X[i_x_n_cols + 0];

x1 = X[i_x_n_cols + 1];

x2 = X[i_x_n_cols + 2];

x3 = X[i_x_n_cols + 3];

// Population evaluation. Note that the offsets

are hard -coded by the function that exports this

source. This avoids extra calculations .*/

Y_hat_tmp [0] = ((fabs(x1) - x1) - ( -3.012 - 5.840));

Y_hat_tmp [1] = (x3 - ((x2 + (x0 * x3)) - x1));

Y_hat_tmp [2] = (((x0 + x0) + ((x2 * x0)

+ fabs((x1 - fabs(x0)))))

- ((x3 + (x0 * x2)) - x2));

/* Code (not shown) to copy contents from

local (fast) Y_hat_tmp into heap (slow) Y_hat

to return. */

}

}

rather than the performance of the executable. TCC generates x86-
x64 code supporting SSE/SSE2.

TCC provides a library, libtcc, that allows embedding the com-
piler into an executable, to make use of TCC as a backend for
dynamic code generation at runtime, i.e., for generating machine
code “on the fly”. This is done by giving a C string containing the
whole program to compile to libtcc. The library also allows the
caller to access any global symbol (function or variable) defined
in the JIT-compiled program. Another advantage of TCC is that it
compiles and executes C source directly, without any linking or as-
sembling. Also, the shared object, which is a complete C toolchain,
requires around 1.2Mb.

The downside is that TCC generates code in a single pass and
does not performmost of the optimizations done by other compilers,
such as GCC or LLVM. It only performs very simple optimizations,
e.g., constant propagation, usage of shifts instead of multiplications
and divisions (whenever possible), and caching of the processor
flags to speed up comparisons. It also performs some simple register
allocation to limit memory accesses through save/load instructions.
For this reason, TCC-compiled code cannot be as fast as a GCC-
optimized compiled code. Yet, it perfectly fits our purposes, as
libtcc is pretty small and allows for seamless integration with our
GP. Alternative compilers, such as GCC and LLVM, are much larger
and would require a conversion to a more complex source code, or
an intermediate representation (IR).

Using a parser and an evaluator or JIT to transform genomes into
callable functions can be done in programming languages that use
virtual machines, such as Python1 and Java2. It has also been done
for C programs by calling LLVM [18], but the authors concluded
that the interpreter-based version consistently outperformed the
version that uses JIT compilation because, again, the compilation
pass is expensive.

We should note that libtcc has been used in the past for the
same reason we are investigating here. Sridhar et al. [41] proposed a
GP solution to evolve image filters and compile the individuals with
libtcc to improve the evaluation speed. Another framework, called
libGE (a C++ library that implements the Grammatical Evolution
mapping process), uses it as one of the backends for compiling
the converted solutions [33]. However, our paper is the first to
focus on using libtcc to compile Symbolic Regression solutions
and perform a more detailed investigation and comparison against
other GP software.

5 EXPERIMENTAL SETUP
We ran our experiments on the following environment: Intel i7-
6700k @ 4.6Ghz, Fedora Linux 13 (kernel 5.13.12-100.fc33.x86_64 #1
SMP), TCC mob 0.973, Python 3.9.6, GPLearn 0.4.2, Numpy 1.26.3,
Java OpenJDK Runtime Environment 18.9 (build 11.0.12+7).

The GP code was developed in Nim v2.01 and compiled with
GCC 11.3. Nim4 is a statically typed compiled systems programming
language that combines successful concepts from mature languages
like Python, Ada, and Modula. Nim transpiles to C, which is com-
piled and results in a very fast binary. Nim code can bind to C
libraries, allowing easy access to a large ecosystem of mature and
powerful libraries. Finally, Nim has a native wrapper to libtcc,
which is another nice reason to use it. Our GP code is a porting and
adaptation of TinyGP in Python [40].

In this research paper, our focus is on evaluating the performance
of the population evaluation using MPSD and libtcc in compari-
son to other GP implementations that employ different evaluation
approaches. We will not be delving into the details of the evolution
process or analyzing the quality of the final solution produced by
our method.

Our primary objective is to assess the fitness evaluation speed. By
examining its computational performance, we aim to gain insights
into the strengths and limitations of the proposed approach to help
define the next steps for further improvement.

First, we analyze the performance of exporting the MPSD code
and using libtcc to compile and load the shared library containing
the evaluation function. For this analysis, we use the configuration
presented in Table 1.

Next, we compared our approach with two popular GP imple-
mentations:
• TinyGP in Java: It uses a linear solution encoding and an in-
terpreter. The JVM should be able to optimize the code when
the number of fitness cases is large enough. We modified the

1Via the exec() function for the dynamic execution of Python programs in a string or
object code.
2Using the Java Runtime Compiler library, which gets a String, compiles, load the class
into the class loader, and returns the Class loaded.
3https://repo.or.cz/tinycc.git/commit/6379f2ee76ac8d95c413f78b56e31a560e14ac6e
4https://nim-lang.org/
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source code just to collect the running times and calculate the
performance metrics needed for our analyses.

• GPLearn in Python: It uses a postfix linear solution encoding.
Although implemented in Python, the evaluation process is per-
formed by a stack-based interpreter that uses Numpy high-perfor-
mance vectorized operations.
Therefore, the comparison is on our compiled-based solution

versus two interpreter-based solutions. However, to be fair, the mea-
sured timings for TinyGP and GPLearn involve only the evaluation
function, while ours considers all four steps explained above: export,
compile, load, and execute. Again, our implementation uses very
simple genetic operators (for selection, crossover, and mutation)
and is not supposed to compete with GPLearn in terms of solution
quality, but should outperform both implementations with regard
to execution time. This means that the MPSD approach should
be able to make other GP implementations more competitive in
time-constrained applications.

For this comparison of the performance of the fitness evaluation
function, we use the configuration presented in Table 2. The con-
figuration is based on [2]. The other parameters for TinyGP and
GPLearn are the default ones.

Table 1: GP configuration used for the compilation and load-
ing time analysis. All executions are in single-core.

Parameter Value

Dimension of inputs 2
Function set +, −, ×, safe_div
Terminal set ERC, variable
Tree initialization Ramped Half-Half
Tree depth 3, 5, 7, 10
Population size 50
Repetitions 30

Table 2: Dataset and GP configuration used for comparing the
performance of the fitness evaluation function. The Dummy
dataset (fitness cases) contains random numbers from -1.0
to 1.0 for both input and output. All executions are serial
(single-core).

Parameter Value

Fitness cases 4, 096; 16, 384; 65, 536;
262, 144; 1, 048, 576;
4, 194, 304; 16, 777, 216

Dimension of inputs 2
Function set +, −, ×, safe_div
Terminal set ERC, variable
Tree initialization Ramped Half-Half
Tree depth 10
Population size 50
Generations 1
Repetitions 30

6 RESULTS
Here we present the results of our experimentation.

6.1 Compiling and loading
The main objective of this paper is to verify whether we could
contradict several papers that claim that using a real compiler and
possibly loading a shared library is computationally expensive and
should be avoided. Figure 3 shows the source code generation plus
compilation time, while Figure 4 shows the library loading time,
both cases for different maximum tree depths.

Regarding compilation time (which includes the C code genera-
tion and export time), one can notice that, for all depths, compiling
the whole population of 50 individuals took around 5.5 ms (median);
thus, around 110 𝜇s per individual, on average. This sub-millisecond
compilation time demonstrates that using a real compiler is per-
fectly feasible for the tested configurations.

Figure 3: Compilation time per maximum tree depth.

With respect to the library loading time, which is another bottle-
neck, the chart shows that it takes approximately 100 𝜇s for any of
the tested depths. Therefore, the loading time on our approach is
negligible, and once again, it is clear that loading a shared library
is completely doable using the approach taken in this paper.

Figure 4: Shared library loading time per maximum tree
depth.
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Figure 5: Average evaluation time per average individual size divided by number of fitness cases.

Figure 6: GPop/s per fitness cases for each compared method.

Next, we investigate whether the compiled code is fast enough
to execute on several dataset sizes, varying from a few thousand to
millions of fitness cases.

6.2 Performance of the fitness evaluation
function

Figure 5 compares the average total evaluation time per individual
for the different individual sizes. One can see that the distributions,
according to the number of fitness cases, are similar for all three
methods and a linear model would be enough if one wanted to
predict the evaluation time from the individual size. The individual
size spreads because of the ramped half-half initialization method.

But the charts show that our MPSD + libtcc approach is almost
an order of magnitude faster than TinyGP. Although not deeply
optimized and vectorized, it can easily beat the Numpy evaluation
used in GPLearn as the number of fitness cases and individual
size increases, showing the scalability limitation of the stack-based
interpreter approach in GPLearn.

Using execution time to compare GP tools over several gener-
ations, as commonly done in the literature, even with the same

population size and tree depth, is misleading because population
initialization methods, crossover, and mutation operators differ
between implementations. Thus, although the initial population
can be similar in the average length of its individuals, one algo-
rithm might generate considerably smaller individuals over the
generations, leading to much faster evaluation.

Instead, we employ GP operations per second (GPop/s), which is
calculated as the total number of nodes over all the GP trees evalu-
ated during the evolutionary process, multiplied by the number of
fitness cases, and divided by the total runtime of the GP approach.
Therefore, the comparison shown in Figure 6 is more fair because it
is done per individual according to its size and should be preferred
to properly compare different algorithms even in different archi-
tectures. In the figure, one can notice that our proposed approach
consistently achieves larger values of GPop/s (above or equal to 1.0
Billion GPop/s, reaching also values of 2.0 Billion GPop/s), while in
comparison both GPLearn and TinyGP always perform 0.5 Billion
GPop/s or less, apart from the case of GPLearn corresponding to
16,384 fitness cases. The actual numbers of themedians are provided
in Table 3.
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Table 3: Median GPop/s for each method and number of fitness cases.

Method/Fitness cases 4,096 16,384 65,536 262,144 1,048,576 4,194,304 16,777,216

Compilation approach 1.27413E+09 1.52494E+09 1.66752E+09 1.73595E+09 1.74986E+09 1.75323E+09 1.25465E+09
GPLearn (Python) 4.19251E+08 9.68279E+08 5.22038E+08 3.08478E+08 2.87185E+08 2.95327E+08 2.93260E+08
TinyGP (Java) 2.09080E+08 3.15914E+08 3.64692E+08 3.88401E+08 3.94158E+08 3.85235E+08 3.92343E+08

Figure 7: GPop/s per fitness cases speed-up against the interpreted-based TinyGP.

It is also interesting to note that GPLearn can easily outperform
TinyGP until ∼ 65k fitness cases. After that, the simple interpreter
used in TinyGP achieves higher GPop/s. We suppose that the stack-
based SIMD interpreter used in GPLearn is facing an I/O bottleneck
when fetching data from memory. Our approach, on the other hand,
stays stable until the last size (16M fitness cases) and it is still much
faster than the competitors.

Finally, we use TinyGP as a baseline to calculate the speed-up
(see Figure 7). The best result shows that our method is more than
6 times faster than the baseline, while the worst result is still more
than 3 times faster for the tested scenarios.

7 CONCLUSIONS
In this paper, we proposed to improve GP fitness evaluation by
using libtcc to compile and load a C source code in what we call a
Multiple Program Single Data (MPSD) approach. Thus, we employed
a real compiler to transform GP individuals into native computer
code that can be quickly executed on the CPU. Preliminary results
showed that the average compilation time for individuals is around
110 𝜇s, while the library loading time takes 100 𝜇s. These numbers
make our approach viable, overcoming the bottleneck reported in
previous work where interpreter-based GP was used because of the
excessive computational cost of compilation.

We tested the evaluation function to solve an artificially gen-
erated Symbolic Regression problem with an artificial dataset of
two-dimensional inputs and from 4k up to 16M fitness cases. A
comparison against two popular interpreter-based GP implementa-
tions, TinyGP (in Java) and GPLearn (in Python), the latter using
native vectorized SIMD code to evaluate the individuals, showed
that our approach can be more than 6× faster in terms of GPop/s.

Overall, the main conclusion of this work is that the proposed
approach is not only feasible but also competitive regarding ex-
ecution time in the investigated scenarios. Future investigations
include testing other dataset sizes (with higher dimensional inputs,

fewer fitness cases, etc.) and running our method in multi-thread
mode.

We already know that compilers with optimization passes, such
as GCC and Clang, can generate much faster code but take much
longer to compile. In the future, we hope to find a way to make
them practical for GP applications.
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