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Abstract
In the context of eXplainable Artificial Intelligence (XAI), describ-
ing the rationale behind aMachine Learning (ML) model’s decisions
is crucial to user understanding and acceptability. One way to facil-
itate this is through visualization of the model’s behavior and its
resulting decisions. In this paper, we present a novel Visual-based
XAI (vXAI) framework that co-designs the model with its graphical
representation. Specifically, we consider a training phase in which a
classification task is solved separately on two training datasets. For
each dataset, we select the best among different trained classifiers,
on which we then perform feature selection. Next, visualizations of
the classifiers’ decision maps are presented to users, who rank them
based on clarity of explanation. Interactive Constrained MAP-Elites
is then used to optimize an aggregate score that weighs five visual
metrics inspired by Gestalt cognitive principles, which all corre-
late with a clearer visual understanding of the model’s decisions.
The learned weights are then used to predict the clearest visual-
ization on three unseen datasets. Finally, an end-user evaluation
conducted through questionnaires with a sample of 36 individuals
with different backgrounds shows that users agree that the visual
explanations help to understand (and detect sources of, e.g., bias
in) the classifiers’ decisions.

CCS Concepts
• Theory of computation → Evolutionary algorithms; • Com-
puting methodologies→ Supervised learning by classifica-
tion; • Human-centered computing → Visualization tech-
niques; Visualization theory, concepts and paradigms; Em-
pirical studies in visualization; Visualization design and eval-
uation methods.
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1 Introduction
Artificial Intelligence (AI) is quickly becoming ubiquitous in every-
day lives, ranging from harmless systems, like education assistants
[18], to life-changing decision-making systems, such as AI-assisted
loan approval [17] models and recidivism prediction [11].

Although these systems have the potential to transform society,
making it more efficient and fair, they are not without their own
flaws. For instance, Machine Learning (ML) models can be biased
toward particular regions of the input space (e.g., related to ethnicity,
gender, or other discriminative features) [15]. These issues raise
the need for tools that allow model designers and stakeholders
to analyze ML models and highlight their limitations. The field
of eXplainable AI (XAI) aims to tackle these issues by either (1)
proposing techniques to analyze existing black-box models or (2)
introducing techniques that allow the training of ML models that
are inherently understandable by humans, which goes by the name
of Interpretable AI (IAI) [3].

In the XAI field, which is the focus of the present work, most
approaches either seek to (1) find approximations of existing mod-
els that are easier to explain or (2) find counterexamples that show
the behavior of the model at the boundary between two or more
alternative outcomes [21]. However, while these approaches may
teach insightful properties of the underlying ML systems, they still
require an understanding of the algorithm at hand, which may not
be intuitive for users outside the field. Visual-based XAI (vXAI)
approaches, on the other hand, can carry a significant amount of
information and tend to be easy to understand even for users with
no domain expertise [10]. However, generating effective visualiza-
tions for a given model is an open challenge [5], and little work
has been done in this direction: visualizations are often generated
as a byproduct of the explanation process but are not optimized to
effectively convey the highest amount of information to the user.
Furthermore, the value of visualization can be highly subjective:
users may tend to have cognitive preferences toward one kind of
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visualization rather than another. Personalized vXAI is still a rather
uncharted field of research.

In this work, we propose an approach to automatically co-design
ML models and their visual explanations. To do so, we first train a
set of ML models on a given dataset at hand. Then, we select the
most effective model, based on its accuracy, and finally, we generate
visualization alternatives for that model. In order to choose the
most effective visualization, we combine the theoretical (qualitative)
framework provided by Gestalt principles [19] with preference
data through human feedback. Specifically, users are asked to rank
different available visualizations, and such human feedback is then
employed within Interactive ConstrainedMAP-Elites [1] to evolve a
weighting vector for the values associated with four Gestalt metrics
that can be used to compute the most effective visualization for the
ML model. In other words, our goal is to learn how such metrics
should be weighted (based on the gathered human feedback) to
automatically choose the best visualization for a given model. To
our knowledge, our study is the first to use Gestalt principles, which
are particularly suitable for providing a proxy for the cognitive load
needed to understand visualizations, with an evolutionary approach
aimed at finding optimal visualizations for ML.

To assess the effectiveness of our method, we consider five dif-
ferent supervised ML (classification) tasks on tabular datasets with
three or more features, of which two are used for training and three
for testing. We then conduct a user study with a population of 36
individuals with different backgrounds.

The remainder of this paper is structured as follows: the next sec-
tion describes works related to visualization techniques, evaluation
of visualizations, and human-in-the-loop optimization approaches.
Section 3 describes our framework. Then, in Section 4, we present
the experimental results and the outcomes of the user study. Finally,
in Section 5, we draw the conclusions of this work and list potential
future directions.

2 Related works
Visualization Techniques in XAI. Visualizations play an important

role in XAI in focusing the user’s attention on the relevant parts of
the decision-making process, especially by incorporating elements
such as colors, shapes, and sizes, thus making the algorithm more
transparent. Often, vXAI leverages interactive tools to enhance
comprehension of ML models based on, e.g., feature-based methods,
such as SHAP or LIME; rule-based methods, such as RuleMatrix
and ModelSpeX; or propagation-based methods, such as LRP, CAM,
and Grad-CAM. As for the kind of visual representations, various
formats can be used, such as tables, scatter plots, Sankey diagrams,
bar charts, breakdown plots, heatmaps, histograms, hexbin plots,
kernel density functions plots, parallel coordinate plots, etc.

The choice of the appropriate visualization depends, among
other things, on whether one needs to have local or global ex-
planations. Local explanation approaches often use visualization
representations such as bar charts, breakdown plots, heat maps,
or partial dependency plots. On the other hand, global explana-
tion approaches usually use parallel coordinate plots or histograms
[13]. We refer the interested to [22] for a deeper analysis of these
approaches in the context of vXAI.

Alternative approaches to vXAI make use of Visual Counterfac-
tual Explanations (ViCE) [9], i.e., they generate counterfactual ex-
planations to contextualize and evaluate the outputs of ML models
and use a visual interface to show them, highlighting the minimal
changes needed to reverse the outputs.

Finally, some other specific visualization frameworks exist, such
as the two-layer additive risk model [6], which includes an online
visualization tool that allows the users to explore the model and
its multiple explanations, or the interactive visualization tool pre-
sented in [24], which utilizes sophisticated dimension reduction
techniques to create 2D feature representations that visually and
interactively showcase fluctuations in predictions and the over-
all model performance. Another recent approach is the so-called
Visual Feature Search (VFS) [20], which employs an interactive
visualization tool specifically designed for the comprehension of
Convolutional Neural Networks (CNNs).

Quantification of visual metrics. Gestalt metrics [19] are mainly
psychological measures, hence, they have a significant subjective
component. Despite their inherently qualitative nature, numerous
studies proposed ways to quantify Gestalt metrics. Proximity, con-
tinuity, closure, reflection symmetry, rotation symmetry, and paral-
lelism are quantified in [12] on lines, curves, geometric shapes, or in
general 2D representations. Instead, the quantification of symmetry
is the focus of [25].

MAP-Elites and human feedback. Quality-Diversity (QD) opti-
mization [16] is a branch of evolutionary computation that aims at
designing algorithms that are specifically meant to diversify solu-
tions during the evolutionary process. One main instance of this
paradigm is given by Multi-dimensional Archive of Phenotypic
Elites (in short, MAP-Elites) [14], which exhaustively explores a
given search space described in terms of solution features, showing
how the diversity of solutions affects performance and eventually
“illuminating” the fitness values in different regions of the feature
space. Unlike traditional (fitness-driven) evolutionary algorithms,
which focus on finding a single high-performance solution or, in
the case of multi-objective optimization, a set of solutions (Pareto
front), MAP-Elites excels at exploring the feature map, providing a
better understanding of the problem space.

Recent works attempted to incorporate AI-generated feedback
into QD optimization [4]. This method has been shown to be partic-
ularly effective in textual domains, facilitating iterative exploration
and improvement.

On the other hand, the incorporation of human feedback in
QD optimization has been recently studied in [7]. One example
of this approach has been presented in [1], where an Interactive
MAP-Elites co-creation system was designed in the context of game
content generation. In this case, it was shown that the interactive
aspect is crucial as human feedback enriches the co-creation process,
providing diverse and high-quality results.

Finally, in [1], it has also been suggested that the incorporation
of constraints [8] can also be combined with Interactive MAP-Elites,
leading to Interactive Constrained MAP-Elites. The idea, in this
case, is to interact with the user for the sake of generating new
content that is aligned with the user’s needs and preferences.
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3 Methods
We summarize the method in Figure 1, and describe each step below.
A classification task is to be solved, defined by a tabular dataset
with feature matrix X and a binary target variable (the class) y. On
a standard roster of ML classification models trained by PyCaret [2]
(gradient-boosting, decision-tree, SVM, k-nearest-neighbor, etc.),
with 10-fold cross-validation, model selection is performed, out of
which the model with the highest classification accuracy is retained,
trained, and tested. For this chosen model, permutation feature im-
portance then points to those features on the basis of which accurate
visual explanations could be made and optimized. Currently, both
the selected model and the selected features are determined with a
typical ML pipeline before the optimization step, so they are fixed
rather than variable during optimization (we plan to investigate
co-optimization of the model in future work).

3.1 Visual explanation of classifiers
Decision maps for classifiers can be visualized in two dimensions
after selecting the two top features X2D by their importance. Since
the original feature matrix X is expected to have more than these
two features, the remaining, less important features are implicitly
included by assigning a class to the 2D data point via a majority-
based approach: of all instances associatedwith that specific 2D data
point across the entire dataset, we select the majority class. With
this reduction in dimensionality, systematic 2D visual explanations
can be provided for the entire decision space of the classifier. This
can be seen as an explanation of the model, showing which class
is assigned by the classifier for every value combination of the
important features.

For structuring the 2D visual explanation, we consider the five
visualizations listed in Table 1 and shown visually in Figure 1. In
all cases, the axes of the plot show feature ranges, and the color
of a plot location shows the class assigned (here, two colors, red
and blue, for binary classifiers). Of these visual explanations, an
optimal one (from the point of view of human perception) is to be
determined by scoring them over Gestalt metrics.

3.2 Quantifying Gestalt metrics
We are inspired by Gestalt principles [19] in order to design “scores”
for a 2D visual explanation. The objective is to assign a higher
score to 2D explanations whose two-color graphical patterns are
more easily perceived and understood by a human. We design four
Gestalt-inspired metrics, namely proximity, closure, symmetry, and
overlap. The first three metrics model classical Gestalt principles
on the perception of clusters of elements (here, per class, so in one
color) in an image. The fourth metric is new for our purpose and
particularly serves to score the clarity of clusters of elements with
two distinct colors.

The visual explanation, as a matrix of pixels, is first decomposed
into its two color components. For proximity, closure, and symme-
try, the metric is computed separately per class. For overlap, it is a
single metric between classes.

Proximity. Ideally, a set of plot elements (geometric shapes group-
ing pixels: rectangles, hexagons) of the same class should be rela-
tively close rather than scattered, such that they form non-random

patterns. Close sets of elements are interpreted by the human eye
as being in a relationship and can then be interpreted as a group.
Intuitively, the proximity metric (higher is better) reports statistics
over the distances between nearest-neighbor plot elements from
one class. Per plot element, the distance to the nearest other plot
element is computed (between the centroids of plot elements, so
also the size of the plot element matters). These distances form a
set 𝐷 , and are normalized by the diagonal of the entire plot. The
proximity metric per class is then a linear combination of statistics
over 𝐷 :

proximity = avg{min(𝐷),max(𝐷), avg(𝐷),
𝜎 (𝐷), 𝜏>min (𝐷), 𝜏<max (𝐷)},

where 𝜎 is the standard deviation, and 𝜏>min (𝜏<max) denotes the
ratio of distances above the minimum (below the maximum) per-
ceptible distance. (We simplify this metric for the scatterplot, which
is composed of raw pixels rather than larger plot elements.)

Closure. A set of elements is most clearly perceived by the human
eye when they form few and large clusters, i.e., closed shapes. We
measure closure in the same way for all visual explanation forms
in Table 1. Intuitively, the closure metric reports statistics over
the areas of clusters formed by contiguous plot elements from one
class. The plot elements from one color are grouped into connected
clusters by a morphological closing operation. The areas of all
clusters are computed, and these form a set 𝐴. The closure metric
per class is then:

closure =
max(𝐴)
sum(𝐴) · 𝜎 (𝐴),

so higher values mean more closure and less fragmentation.

Symmetry. A plot with higher symmetry along an axis is more
easily interpretable: an understanding of a part of the plot also holds
for the other part. We take four axes (the horizontal, vertical, and
diagonals), cut the matrix of pixels along an axis, and compute the
absolute difference between the two halves in terms of the amount
of color. This is normalized by the total amount of color in the plot.
The symmetry metric per class is then one minus this normalized
difference, so higher values mean better symmetry.

Overlap. The classes are better distinguished in the visual expla-
nation if the color components overlap less rather than more. A
normalized measure of overlap (or co-location) in the plot between
the colors is computed; when this is zero, the class locations are
the same in the plot. The overlap metric is then one minus this
normalized difference, so higher values mean more overlap.

3.3 Human feedback and user study
We have a first training phase in which, prior to the optimization
step, we collect human feedback asking users to rank, according
to their preferences, all the visual explanations (the alternatives in
Table 1) over two training datasets (Banking and Loan approval,
described below in Section 4) once the corresponding ML models
have been trained and their features ranked. We then use this
ranking to learn the weights for the Gestalt metrics that provide
an aggregate score predicting the best visualization.
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Figure 1: Overview of the proposed interactive evolutionary optimization approach to vXAI.

Table 1: Types of visual explanation forms considered in our approach.

Type Plot element Color per element
Scatter individual test points from X2D binary: the class decided
Heatmap a grid of rectangular elements after dividing the feature ranges into bins gradient: a quantity of interest corresponding to each bin
Histogram a grid of rectangular elements after dividing the feature ranges into bins gradient: the ratio of classes decided
Hexbin hexagonal (dynamic with data density) binning in a histogram gradient: the ratio of classes decided
KDE contours: the KDE of the probability density function for class decisions gradient: the ratio of class density

After this training phase, we test the highest-ranking method
on three additional datasets, on which we use the learned weights
for the Gestalt metrics to predict the best visualization. Finally,
a qualitative analysis is carried out. For this study, we use the
questionnaire given in Table 3. Given the different domains of
the datasets and the different aspects of our method, we submit
our questionnaire to a sample of 36 individuals with an econom-
ics/financial background, technical students (computer science and
engineers), human-computer interaction students for insights about
the user-friendliness of the interface, and psychology experts to
give feedback on the psychological components of the human-in-
the-loop approach.

3.4 Interactive Constrained MAP-Elites
The optimization step outputs the weights for the four above-
mentionedGestalt metrics. These are optimized such that theweights
(constrained to the range [−5, 5]) maximize the overall score:

score =
∑︁
𝑖

𝑤𝑖 · GestaltMetric𝑖

with 𝑖 ∈ {proximity, closure, symmetry, overlap}
(1)

while preserving the ranking of the visual explanations according
to user preferences collected in the previous step.

For the optimization, we use Interactive Constrained MAP-Elites
[1], where human feedback consists of preferences about the di-
versity of solutions measured in terms of Diversity from Human

Feedback (DivHF) [23]. First, DivHF learns the behavior descrip-
tor; then, it optimizes the diversity according to human feedback.
It selects a set of solutions and asks users to express preferences
about them. It then trains the behavior descriptor to recognize and
describe these solutions. Finally, MAP-Elites optimizes them ac-
cording to the learned behavior descriptor. The result is a set of
solutions that effectively cover the desired behavioral space accord-
ing to human preferences. Note that, for evaluation purposes, we
pick one single solution from the final map filled by MAP-Elites for
the subsequent user study.

4 Results
4.1 Datasets
We consider five tabular datasets for which explanations are crucial
due to the application domains having a high potential for bias:
Banking is from a Portuguese bank and measures whether a cus-
tomer will subscribe to a fixed deposit or not1.
Loan approval is from the Lending Club and shows the criteria
for accepting a loan2.
Adult is a publicly available dataset in the UCI repository, based
on 1994 US Census data. It measures whether an individual earns
more or less than 50,000 per year based on characteristics such as
occupation, marital status, and education3.
1https://www.kaggle.com/code/ammarahabib/banking-dataset-classification
2https://www.kaggle.com/datasets/wordsforthewise/lending-club
3https://www.kaggle.com/datasets/uciml/adult-census-income
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German is also available in the UCI repository and contains data
from a German bank collected in 1994, linking an individual’s credit
risk score with their characteristics such as employment status,
housing situation, savings, and age4.
COMPASS underlies a tool (Correctional Offender Management
Profiling for Alternative Sanctions, about which concerns have
been raised with regard to the bias and fairness of its predictions);
the tool is used in many areas of criminal justice. It measures an
offender’s propensity to re-offend5.

4.2 Training
The optimization of weights is done on two training datasets: Bank-
ing and Loan approval. This training process includes user interac-
tion, where users are asked to rank the provided visual explanations.
The optimized weights are then used to determine the best visual-
ization in the other three datasets used for testing.

We illustrate in Table 2 the decision maps created after model
selection and training the model on each dataset in all five types of
visual explanation forms (listed previously in Table 1). The top two
rows show the training datasets.

As an example, for the Banking dataset, LightGBM is selected
as the best model, with an accuracy of 0.900 ± 0.004. Feature im-
portance (measured through a sensitivity analysis) shows the most
influential features to be “Duration” and “Score”. After 500 itera-
tions, MAP-Elites finds a solution with the following weights𝑤𝑖 for
the global score in Equation (1):𝑤closure = −4.47,𝑤overlap = −3.32,
𝑤proximity = −2.92, 𝑤symmetry = −2.25. Using these weights, the
global score in Equation (1) can be computed per visual explanation,
and the best visual explanation can then be selected based on this.
In this example, it is the hexbin plot with a score of -3.40 (followed
by KDE, heatmap, scatter, and histogram).

On the Loan approval dataset, the best visual explanation is
instead the histogram, which appears to more effectively display
the joint distribution of the two important features.

The optimized weights of the Gestalt metrics are relatively bal-
anced, and this aligns well with user feedback. Users prefer that
all weights be important, e.g., if the plot has very good proximity,
closure, and symmetry metrics, but has undesirable class overlap,
the overall score should not be high.

4.3 Application
The weights for the global score optimized during training are
directly applied to the three other datasets used for testing.

For the Adult dataset, the best visual explanation is the scatter
plot. Scatter plots make it easier to identify clusters of data points
and outliers, which are critical for understanding the spread and
central tendencies in income data. For theGerman dataset, the best
visual explanation is the KDE plot. KDE plots show the probability
density function of the important features. For the COMPASS
dataset, the best visual explanation is the heatmap. This uses color
gradients to indicate data intensity, helping to quickly identify
areas with high or low values, possibly highlighting disparities and
patterns that might indicate biased predictions.

4https://archive.ics.uci.edu/dataset/144/statlog+german+credit+data
5https://www.kaggle.com/datasets/danofer/compass

In general, scatter plots suit displaying data clusters and outliers,
but can be noisy if the dataset is large. Histograms are ideal for
displaying frequency distributions to detect trends in dense data,
but do not enable zooming in on any regions. Hexbin plots combine
scatter plots and histograms, with the binning adapted to the point
density; they help locate feature density but can be misleading with
regard to clustering due to uneven bin width. Heatmaps display
density in a way suitable for matrix data or for relationships be-
tween pairs. KDE displays the likelihood of a continuous feature,
so the underlying structure of features, but has the risk of over-
or under-smoothing, a common problem when estimating data
distributions.

4.4 User study
The distribution of user votes to the questionnaire in Table 3 is
reported, for Q1-Q10, in Figure 2. Note that all votes are in the
range (1-5), except Q3 and Q7, which are yes/no. An example of
answers provided to Q11 by a subgroup of 8 (out of 36) persons is
shown in Table 4. We omit the remaining answers because of space
limitations.

In general, users agree on the value of visual explanations. Re-
gardless of user background, these explanations bolster trust in
AI, providing a clear understanding of the factors influencing the
decision-making process. Technical users say that its outputs are
easy to comprehend and do not necessitate additional comments. In-
stead, non-technical users are more doubtful and need to be guided
throughout the methodology more.

Q3 has unanimous approval as everybody agrees upon the risk
of bias, stating that it is likely that algorithms are discriminatory
as they take into account sensitive information such as ethnicity,
gender, personal beliefs, and biometric data, even if not in an explicit
way. After they visualize how the code tries to deal with these
scenarios, they feel safer, but there is still room for improvement.
The scores obtained in Q4 are very high, almost all between 4
(strongly agree) and 5 (completely agree).

Incorporating human-in-the-loop proves highly effective, as ad-
ditional feedback and diverse opinions significantly contribute to
enhancing the performance. The users request visualizations illus-
trating the relationships between each feature, their interconnec-
tions, and their impact on the output—to observe how modifying
feature values influences the outcome.

From Q11, where interviewees share suggestions to enrich the
proposed methodology and improve visualization, interesting ideas
emerge.

Technical individuals stress the significance of visualizing how
each feature influences the overall output, whether through partial
dependency plots or by exploring interactions between pairs of fea-
tures. They also recommend generating additional graphs focused
on sensitive features to obtain more statistical insights. Addition-
ally, someone suggests creating a heatmap to visually represent the
distribution of the bias on the basis of the values of the features.

Both experts and non-experts agree on how important it is to
consider user feedback and adopt a human-in-the-loop approach to
improve performance. They stress the significance of tools that are
user-friendly and interactive. Users experimenting with the method
should play with it to have a better understanding. Playing means
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Table 2: Visualizations of different types (on columns) per dataset (on rows) after model selection and training.
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giving the chance to adjust parameters and values and observe
how the model responds. Moreover, altering the settings evaluates
the robustness of the code across various scenarios. Also, selecting
specific sub-groups of feature values can contribute to judging the
model’s resilience and observing how it behaves. In addition, they
ask for more fairness metrics.

Mathematicians request a deeper understanding of model out-
comes, suggesting the inclusion of prediction or confidence inter-
vals. They want a thorough error analysis that considers percentage
errors. It is not just about understanding individual predictions but
also assessing the model’s fairness from a statistical perspective.

Furthermore, they are keen on seeing the percentage of individuals
in similar situations, believing that this comparative context would
boost their trust in the accuracy and appropriateness.

In case of an unwanted and unexpected result, users claim to
have more insights about what they could improve and change
to reverse the situation. Getting such practical advice is crucial
for building trust. Understanding the specific factors influencing
predictions demystifies the decision-making process and empowers
users to influence results based on their preferences in an active
way. This level of transparency and control helps users understand
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Table 3: Questionnaire adopted for the user study.

Please answer the following questions, on a scale from 1 to 5, with 1 corresponding to ‘strongly disagree’ and 5 to ‘strongly agree’.
Q1. Are the visual explanations helping you understand the logic behind how the model makes decisions?
Q2. How easily can you interpret the model’s output and explanations?
Q3. Can you identify any potential sources of bias?
Q4. Do you think the visual explanation helps in preventing these sources?
Q5. How much would you feel safer knowing why the model produces a certain output?
Q6. Are the explanations provided by the code user-friendly for stakeholders who may not have a deep understanding of ML?
Q7. Do you think non-technical individuals could use these explanations to make informed decisions?
Q8. Do you think that the feedback provided by the user could help in improving the performance of the model itself?
Q9. Does the visual explanation provide a clear understanding of how changes in input features impact the model’s decisions?
Q10. How confident do you feel that the model is not overly influenced by irrelevant features?
Q11. Can you suggest any improvements or additional features that might enhance the model’s fairness and transparency?

Figure 2: Distribution of the user preference per question (Q1-Q10).

how the model works and boosts their confidence and trust in
predictions.

Users unfamiliar with AI seek clear and detailed information
about the model’s workings, desiring a step-by-step breakdown of
the procedure. Additionally, there are suggestions on addressing

bias by proposing a proactive approach to guide the model in ethical
operations that align with ethical standards. For a more compre-
hensive understanding of the model’s development, employing a
timeline that visually depicts the ongoing improvement process and
the concurrent reduction of bias based on feedback is essential. This
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Table 4: Qualitative data collected through the interview process.

ID Background Grades (Q1-Q10) Comment (Q11)
#1 Computer

Science
4 - 4 - Yes, gender, nationality, re-
ligion - 4 - 5 - 4 - Yes - 4 - 3 - 3

I would show how, according to the variation of the model parameters, the transparency and
the fairness of the model respond. In my opinion, this would prove whether or not the model is
stable.

#2 Computer
Science

4 - 3 - Yes - 3 - 4 - 3 - Yes - 4 - 3 - 2 Allow the users to choose features and incorporate percentage error analysis. Therefore, let
users participate more actively in selecting relevant features, ensuring that the model considers
aspects important to them. Additionally, providing the percentage error gives a measure of the
model’s accuracy and helps users gauge the reliability of predictions.

#3 Computer
Science

4 - 3 - Yes, bio-metric data - 3 - 4 -
2 - No - 4 - 4 - 2

Display the model’s confidence levels along with predictions.

#4 Computer
Science

5 - 4 - Yes, personal beliefs - 4 - 5 -
4 - Yes - 5 - 2 - 3

Show more accurately to the users how (by changing input features) the predictions of the
models will be altered. Provide counterfactual examples that demonstrate fairness-aware ad-
justments and see the difference between the original prediction and the adjusted prediction.

#5 Computer
Science

4 - 3 - Yes, gender, nationality - 3 -
4 - 3 - No - 4 - 3 - 2

Provide feedback on what the customer should improve to achieve the desired outcome by the
model.

#6 Computer
Science

4 - 3 - Yes, personal information
which could identify the person -
3 - 4 - 3 - No - 4 - 4 - 2

Add partial dependencies plots to visualize the effect of each feature on the model’s decision.

#7 HCI 5 - 5 - Yes - 4 - 5 - 4 - Yes - 5 - 4 - 1 Display how the importance of features changes across different models or iterations. This can
provide insights into the robustness and help users understand the consistency of decision-
making.

#8 HCI 5 - 4 - Yes - 4 - 5 - 4 - Yes - 5 - 2 - 3 Show counterfactual instances where changing certain features would result in a different
decision.

dynamic visualization could offer valuable insights into the model’s
evolution, providing a clearer understanding of its adaptability and
dedication to reducing bias over time.

5 Discussion and conclusions
XAI has lately experienced significant growth and uncovered vari-
ous promising opportunities, establishing itself as one of the most
flourishing fields in AI. Visual explanations for XAI are as powerful
as unexplored, and our co-design approach aspires to be a valu-
able solution in practical scenarios involving high-stakes decisions
where the model’s discrimination and bias may act as a barrier.
The use of transparent graphical representations, which co-adapt
to the user’s needs along with the model training, aims to supply
insight into the AI decision-making process, hence, favoring trust
and acceptability.

While we have attempted to create an adaptable and scalable
approach, we acknowledge room for improvement by including
more graphical representations, metrics, and ML models. Currently,
the optimization finds the visualization that maximizes the ease of
perceiving the decision map, given that model selection and feature
selection have been done beforehand. However, the optimization
could encompass the entire AI design process: the model and fea-
tures could both remain variables to be optimized, possibly in a
multi-objective optimization setting. For example, it is possible that
a model with slightly less accuracy provides much higher ease of
perception of decision boundaries at visualization.

Another direction that remains open is the incorporation of
explicit bias detection, which is crucial for achieving trustworthy
AI. Finally, more tests and human evaluations are needed to further
assess generalizability to different domains.

References
[1] Alvarez A., Dahlskog S., Font J., and Togelius J. 2022. Interactive Constrained

MAP-Elites: Analysis and Evaluation of the Expressiveness of the Feature Di-
mensions. IEEE Transactions on Games 14, 2 (2022), 202—-211.

[2] Moez Ali. 2020. PyCaret: An open source, low-code machine learning library in
Python. https://www.pycaret.org PyCaret version 1.0.0.

[3] Alejandro Barredo Arrieta, Natalia Díaz-Rodríguez, Javier Del Ser, Adrien Ben-
netot, Siham Tabik, Alberto Barbado, Salvador García, Sergio Gil-López, Daniel
Molina, Richard Benjamins, et al. 2020. Explainable Artificial Intelligence (XAI):
Concepts, taxonomies, opportunities and challenges toward responsible AI. In-
formation Fusion 58 (2020), 82–115.

[4] Herbie Bradley, Andrew Dai, Hannah Teufel, Jenny Zhang, Koen Oostermeijer,
Marco Bellagente, Jeff Clune, Kenneth Stanley, Grégory Schott, and Joel Lehman.
2023. Quality-Diversity through AI Feedback. arXiv preprint arXiv:2310.13032.

[5] Chen C., Chen Z., Huang H., Rudin C., Semenova L., and Zhong C. 2022. In-
terpretable machine learning: Fundamental principles and 10 grand challenges.
Statistics Surveys 16 (2022), 1–85.

[6] Chaofan Chen, Kangcheng Lin, Cynthia Rudin, Yaron Shaposhnik, SijiaWang, and
Tong Wang. 2018. An interpretable model with globally consistent explanations
for credit risk. arXiv preprint arXiv:1811.12615.

[7] Li Ding, Jenny Zhang, Jeff Clune, Lee Spector, and Joel Lehman. 2024. Quality
diversity through human feedback: towards open-ended diversity-driven opti-
mization. In International Conference on Machine Learning. JMLR.org, Vienna,
Austria, Article 441, 19 pages.

[8] Stefano Fioravanzo and Giovanni Iacca. 2019. Evaluating MAP-Elites on con-
strained optimization problems. In Genetic and Evolutionary Computation Con-
ference Companion. Association for Computing Machinery, New York, NY, USA,
253–254.

[9] Oscar Gomez, Steffen Holter, Jun Yuan, and Enrico Bertini. 2020. ViCE: visual
counterfactual explanations for machine learning models. In International Con-
ference on Intelligent User Interfaces. Association for Computing Machinery, New
York, NY, USA, 531–535.

[10] Antoine Hudon, Théophile Demazure, Alexander Karran, Pierre-Majorique Léger,
and Sylvain Sénécal. 2021. Explainable artificial intelligence (XAI): how the
visualization of AI predictions affects user cognitive load and confidence. In
Information Systems and Neuroscience: NeuroIS Retreat 2021. Springer, Cham,
Switzerland, 237–246.

[11] Marzieh Karimi-Haghighi and Carlos Castillo. 2021. Enhancing a recidivism
prediction tool with machine learning: effectiveness and algorithmic fairness.
In International Conference on Artificial Intelligence and Law. Association for
Computing Machinery, New York, NY, USA, 210–214.

[12] José E Lugo, James P Schmiedeler, Stephen M Batill, and Laura Carlson. 2015.
Quantification of classical Gestalt principles in two-dimensional product repre-
sentations. Journal of Mechanical Design 137, 9 (2015), 094502.

1942

https://www.pycaret.org


Interactive Evolutionary Optimization of Visual Explainable AI through Gestalt Principles with Human Feedback GECCO ’25 Companion, July 14–18, 2025, Malaga, Spain

[13] Christoph Molnar, Giuseppe Casalicchio, and Bernd Bischl. 2020. Interpretable
machine learning–a brief history, state-of-the-art and challenges. In Joint Eu-
ropean Conference on Machine Learning and Knowledge Discovery in Databases.
Springer, Cham, Switzerland, 417–431.

[14] Jean-Baptiste Mouret and Jeff Clune. 2015. Illuminating search spaces by mapping
elites. arXiv preprint arXiv:1504.04909.

[15] Eirini Ntoutsi, Pavlos Fafalios, Ujwal Gadiraju, Vasileios Iosifidis, Wolfgang Nejdl,
Maria-Esther Vidal, Salvatore Ruggieri, Franco Turini, Symeon Papadopoulos,
Emmanouil Krasanakis, et al. 2020. Bias in data-driven artificial intelligence
systems—An introductory survey. Wiley Interdisciplinary Reviews: Data Mining
and Knowledge Discovery 10, 3 (2020), e1356.

[16] Justin K Pugh, Lisa B Soros, and Kenneth O Stanley. 2016. Quality diversity: A
new frontier for evolutionary computation. Frontiers in Robotics and AI 3 (2016),
40.

[17] Erasmo Purificato, Flavio Lorenzo, Francesca Fallucchi, and Ernesto William
De Luca. 2023. The use of responsible artificial intelligence techniques in the
context of loan approval processes. International Journal of Human–Computer
Interaction 39, 7 (2023), 1543–1562.

[18] Ramteja Sajja, Yusuf Sermet, Muhammed Cikmaz, David Cwiertny, and Ibrahim
Demir. 2024. Artificial intelligence-enabled intelligent assistant for personalized
and adaptive learning in higher education. Information 15, 10 (2024), 596.

[19] Dejan Todorovic. 2008. Gestalt principles. Scholarpedia 3, 12 (2008), 5345.
[20] Devon Ulrich and Ruth Fong. 2024. Interactive Visual Feature Search. In IEEE/CVF

Conference on Computer Vision and Pattern Recognition. IEEE, New York, NY, USA,
8188–8193.

[21] Sahil Verma, John Dickerson, and Keegan Hines. 2020. Counterfactual explana-
tions for machine learning: A review. arXiv preprint arXiv:2010.10596.

[22] Giulia Vilone and Luca Longo. 2020. Explainable artificial intelligence: a system-
atic review. arXiv preprint arXiv:2006.00093.

[23] Ren-Jian Wang, Ke Xue, YutongWang, Peng Yang, Haobo Fu, Qiang Fu, and Chao
Qian. 2023. Diversity from human feedback. arXiv preprint arXiv:2310.06648.

[24] ZihanWang, Jialin Lu, Oliver Snow, and Martin Ester. 2021. An Interactive Visual-
ization Tool for Understanding Active Learning. arXiv preprint arXiv:2111.04936.

[25] Eric Welch and Stephen Kobourov. 2017. Measuring symmetry in drawings of
graphs. In Computer Graphics Forum, Vol. 36. The Eurographs Association & John
Wiley & Sons, Ltd., Chichester, UK, 341–351.

1943


	Abstract
	1 Introduction
	2 Related works
	3 Methods
	3.1 Visual explanation of classifiers
	3.2 Quantifying Gestalt metrics
	3.3 Human feedback and user study
	3.4 Interactive Constrained MAP-Elites

	4 Results
	4.1 Datasets
	4.2 Training
	4.3 Application
	4.4 User study

	5 Discussion and conclusions
	References

