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Abstract. As robots become ever more popular in various fields and re-
quire flexibility in unexpected situations, reducing damage to their body
becomes ever more relevant. This paper presents our preliminary results
on fall damage reduction on a commercial Ballbot, Miroki. While various
approaches have been proposed for damage reduction for humanoid and
animal-like robots, no previous works have addressed this challenge on
Ballbots. To this aim, we implemented a deep RL framework and tested
it on the Isaac Gym simulator. Compared to the free fall case, the learned
control strategy manages to reduce the damage on the Ballbot by 52%,
by controlling the arms of the robot during the fall.
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1 Introduction

Robotic systems play a pivotal role in contemporary society, with applications
spanning various sectors such as industry, healthcare, logistics, and catering.
Their ubiquity is attributed to the reliability of robotic structures, surpassing
human labor in diverse scenarios. The evolution of robotic systems has yielded
robust and precise robots that increasingly operate in close proximity to people,
including customers and operators.

Despite the sophisticated hardware and software constituting these robots,
occasional failures, such as falls, can still happen. When falls occur, mitigating
any possible damage (to the robot and the environment) is a critical challenge.
This challenge is particularly pronounced for robots capable of locomotion tasks,
such as humanoid, animal-like, or wheeled robots, which lack a fixed base [5].

Addressing this challenge involves optimizing control systems, where aware-
ness, namely a precise understanding of the current situation based on the avail-
able information or experience, emerges as a crucial factor in enhancing control
strategies. Previous research [2] delineates various levels of awareness, including
self-monitoring and experiential awareness. In this regard, minimizing fall dam-
ages in robotic systems can be seen as a form of C0O awareness, i.e., unconscious
processing (a sort of “instinctive behavior”), which in robotic systems can be
obtained in various ways, such as through Reinforcement Learning (RL) [9].
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Several strategies have been proposed to minimize damage during falls, es-
pecially for humanoid and animal robots. Fujiwara et al. [3] introduced a move-
ment sequence, known as the UKEMI strategy, to reduce impact. RL strategies
for hand protection during falls are explored in [4], while [TI] presents a fall
sequence minimizing joint and robot part damage. Recent work by Ma et al. [6]
focuses on a legged robot with a robotic arm, implementing an RL strategy for
damage reduction and recovery after a fall. To the best of our knowledge, no
previous work has addressed the problem of minimizing damages on Ballbots,
which is the main focus of our work.

A Ballbot, distinguished by a single large wheel or ball for locomotion, ex-
hibits dynamic stability, making it suitable for agile movement in cluttered and
narrow environments [S/I]. However, maintaining balance during movement re-
quires constant adjustments to avoid falls. Given their intended interaction in so-
cial environments, finding an aware (of the fall itself, and the environment) con-
trol strategy for reducing damages derived from falls in Ballbots is paramount.

This paper presents our preliminary findings on a control strategy aimed at
minimizing damage when a Ballbot falls. We developed a deep RL framework to
train the robot based on its experiences. Our methodology was implemented and
tested on Miroki, a commercial robot developed by Enchanted Tool{l7 featuring
a rolling globe for agile movement, co-manipulating arms, Al-based speech recog-
nition, and expressive facial features (see Fig. . With the policy developed, we
assess a 52% reduction of the peak contact force on all body parts.

The remainder of this paper is organized as follows: in Section [2] we outline
the proposed framework; in Section [3| we present the results of our approach;
finally, the conclusions are presented in Section

2 Methods

This section describes the implementation of the deep RL framework built to
minimize the damage on the Miroki robot. The robot is 115cm tall and weighs
30kg. It stands on a ball that is controlled through 3 wheels. This enables swift
movement and it is easy both to move and to transport. Due to its configuration,
it has an unstable equilibrium. The body is attached to the ball and has two
hands with 7 Degrees of Freedom (DOF) each. Three additional DOF are present
in the neck, plus one additional DOF for the each ear. In the experiments we
present here, we decided to control only the arms of the robot, keeping all the
other DOF as fixed joints. As we will see in Section [3] the specific configuration
of Miroki allows indeed to reduce the damage on the body using only the arms.

Simulation Environment The robot underwent training through simulating
falls in 8192 parallel (vectorized) environmentsﬂ using Isaac Gym [7]. Due to
the complexity of employing triangular meshes and force sensors, the entire
pipeline could not be trained on the GPU. Consequently, the simulation ran
on the CPU, while the RL part was trained on the GPU. The RL algorithm

! https://enchanted.tools
2 See: |https://github.com /NVIDIA-Omniverse/IsaacCGymEnvs,
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employed was the Proximal Policy Optimization (PPO) method [10]. The neural
network incorporates as input the actuated joint position and velocity, the body
orientation, the linear and angular velocities, and the previous actions. Further
details on the reward function definition are presented in the subsequent section,
while Table (1] outlines the hyperparameters governing the training process.

Fig. 1. Front view of the Ballbot Table 1. Weight configuration for the loss func-

developed by Enchanted Tools. tion and parameters used in the experimentation.
Reward component ‘Weight

A\ 1? b End-episode: Body contact force (ws) —0.005

@& End-episode: Joint jank (w;) —0.05

Mid-episode: Velocity (wy) —0.005

W : _ Parameter Value
e } z Max. episode length 58
o - Controller frequency 50Hz

< [j Mini-batch size 131072
™\ A KL threshold 1.6 x 1072
-~ \/i Horizon length 32

=" # environments 8192

'; \ # total training timesteps 786 x 10°
1 # epochs 4

# hidden units 256,128, 64

Reward design The policy was trained using two different rewards: one given
during the episode, and another one given just at the end of the episode. We refer
to these rewards as end-episode (r.) and mid-episode (r,,) rewards, respectively.

Before the episode ends, the mid-episode reward is computed at each timestep
of the simulation. The goal of this reward is to achieve the final goal in the
most efficient way possible, and it is related to the minimization of the energy
spent while doing the movement, to ensure that the movement is smooth and
unnecessary movements are not performed. This reward has the following form:

rm = wyl|g]] (1)

where ||g|| denotes the Euclidean norm of the actuated joint angular velocities,
wy is a negative weight needed to minimize the actuated joints angular velocity
and therefore the energy. This reward resets at each timestep and it is not
cumulative through the steps of each episode. It is important to notice that
the mid-episode reward should be negligible when compared to the end-episode
reward, since the maximization of the end-episode reward allows to accomplish
the actual minimization of the damage on the robot. This is possible thanks to
the weight parameter w,,.

At the end of the episode, the end-episode reward r. measures the damage
that the robot suffers from the fall. Following previous works [4[11], this reward
takes into account both the damage on each body part and on each controlled
joint. To do so, the end-episode reward is given by the sum of the quantities ¢
and 7¢;, where:
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Teb Zwbm7@XZ||Cfb(t)|\2 (2)
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v

rej = wimaxy_ |ldfi(t) - dfi(t = 1) 3)
i=1

where wy, and w; are negative weights; 7 represents the set comprising all the
timestamps that constitute an episode; B is the set of all the body parts; cf3
is the contact force acting on the b-th body part; N is the number of actuated
DOF; and, df; represents the internal joint torque on the i-th DOF. We prioritize
the minimization of the contact forces acting on the body w.r.t. the joint jank
(i.e., given their relative scales, |wy| < |w;|) as, in general, it is more onerous to
replace body parts rather than dealing with the damage occurred on joints.

3 Results

We evaluated the worst-case (out of 4 test runs) results obtained by the pol-
icy found by comparing them with the setting where the robot falls without
performing any action (free fall). Following [4], we evaluated the damage by
considering the peak contact force along the z direction over all the body parts
during the fall. While in the free fall the robot falls heavily on its back, the policy
allows to mitigate the impact on the other body parts. The robot uses the right
arm to do it, and the contact sequence is as follows: palm, forearm, shoulder
transversal, and shoulder frontal. It is worth mentioning that the strategy found
by the policy is similar to the policy implemented with sequential planning, as
done in [II]. Observing Fig. [3] we can see that the maximum impact with the
policy is on the shoulder frontal, and occurs about 0.1s later than in the free
fall setting (1.3s vs. 1.2s). This behavior is likely due to a lower velocity during
the episode that leads to a lower velocity in the moment of impact, a desired
behavior since the impact velocity and the contact forces are proportional. By
comparing the peak contact force on the z axes over all the body parts, we ob-
serve that our policy allows us to reduce the damage on the robot by 52%: the
policy exhibits a peak contact force of 1261.8556N on the frontal shoulder link,
while the free fall registers a peak force of 2626.8125N on the trunk. A video
comparison of the simulation of the two settings can be found at the following
link: |https://github.com/giu950,/Ballbott_Fall.git.

4 Conclusion

Our initial findings demonstrate the efficacy of the proposed deep RL framework
in minimizing damage to a Ballbot during falls. Through the control of the
two arms, the proposed policy achieved a remarkable 52% reduction in robot
damage, with a strategy akin to human-inspired approaches. Future efforts will
focus on optimizing the control framework to facilitate sim-to-sim and sim-to-
real transfer. Additionally, we aim to explore a novel metric that simultaneously
mitigates damage to both the robot and its surrounding environment. These


https://github.com/giu950/Ballbott_Fall.git

A RL method to minimize the damage on a falling Ballbot 5

Free fall

L£G. GLoBE_UNK 00 0 2500
LEG_CALF_TRANSVERSAL_LINK
TRK_BASE_LINK 2
2000 2000
ARM_LEFT_SHOULDER _SAGITTAL_UNK
ARM_LEFT_SHOULDER FRONTAL LINK .
ARM_LEFT SHOULDER_TRANSVERSAL_LINK 1500 15005
ARM_LEFT_FOREARM_LINK 6 2
ARM_LEFT_ORBITALUNK £
1000 10008
ARM_LEFT_PALN_UNK o
ARM_LEFT_FINGERS_PROXIMAL LINK
ARM_LEFT_FINGER3_DISTAL_LINK 0w 500
ARM_RIGHT_PALM_LINK
ARM_RIGHT_FINGER3_DISTAL_LINK 2
13 0

00 025 05 075 10 125 15 175 00 025 05 075 10 125 15 175
Time step (s) Time Step (s)

Policy

)

Body Part
Body Part
tact

Fig. 2. 95-th percentile (over 4 test runs) of the contact forces along the z direction
acting on each body part during the fall with (left) and without (right) policy. For
conciseness, the plot presents only the body parts experiencing a contact force > 0.5N.

directions aim to further refine our approach, contributing to more robust and
adaptive strategies for fall damage reduction in Ballbots.
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