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Abstract

The human brain is one of the most complex systems. Millions of neurons interact,
creating billions of synapses, which produce high levels of intelligence and reasoning.
While modern Artificial Neural Networks (ANNs) achieve high levels of performance in
several tasks, the ability of the human brain (and natural brains in general) to adapt
to new situations or learn multiple tasks remains unmatched.

These capabilities of the natural brain come from the fact that several processes
shape it over a lifetime. One such process is plasticity: the ability of neurons to adapt
their synapses. The varying levels of myelination and synaptic development change the
behavior of neurons and the brain.

In this dissertation, we attempt to imitate this process by employing Hebbian Learn-
ing, a model of plasticity, in ANNs. This model is inspired by Hebb’s theory, which can
be summarized as: “If one neuron actively contributes to the firing of a second neuron,
their connection strengthens”.

In particular, we employed the ABCD model in two categories of control tasks:
Voxel-based Soft Robots (VSRs) and control tasks from the Gymnasium library. First,
we studied how the ABCD model affects the VSR performances and how it responds
to damage in the robots, finding that agents equipped with Synaptic-centric Hebbian
Learning (SHL) model are better at coping with such impairments.

Next, in VSR tasks, we found that the same SHL can specialize network weights
based on the voxel’s position within the body. Thus, SHL can specialize an ANN into
functionally distinct networks.

Then, we combined the SHL model with a pruning mechanism to simulate the
synaptogenesis process that naturally occurs in the human brain. This resulted in the
Self-Building Neural Network (SBNN) model, which can self-adapt its structure based
on the agent’s experiences during the task.

Finally, we explored a new variant of the SHL model, drawing inspiration from the
original Hebb’s theory and considering plasticity as an interaction between neurons
rather than solely a property of the synapses. We moved the rule from the synapses
to the neurons, vastly reducing the number of parameters without losing performance,
hence we call this model Neuron-centric Hebbian Learning (NcHL).
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Chapter 1

Introduction

ANNs are among the most prevalent technologies in artificial intelligence, finding ap-
plications across a vast range of domains. From traditional computer vision tasks such
as image classification, object detection, and semantic segmentation to more recent ad-
vances in Natural Language Processing (NLP) [85, 141] with models like ChatGPT and
other Large Language Models (LLMs) [17, 95], ANNs have proven to be indispensable
tools in modern AI. Their versatility and capability to learn from vast amounts of data
have driven breakthroughs in numerous fields.

However, despite their impressive capabilities, these models lack one crucial feature
of the natural brain: the ability to learn and adapt to new situations in real-time. While
larger models can handle some degree of novelty due to their ability to generalize, their
performance deteriorates significantly when faced with substantial changes in the task
or environment.

One approach to enhance the capabilities of ANNs to adapt to changes in the envi-
ronment is to use a Reinforcement Learning (RL) model. The goal of an RL algorithm
is to optimize a cumulative reward function over time. It is primarily used in control
tasks, where the model interacts with an environment to control an agent in solving a
problem (e.g., moving a robot from point A to point B).

By continuously interacting with the environment and guided by the reward func-
tion, an RL model learns to solve the task. RL models can be divided into two main
categories: Model-free and Model-based. In the former, the algorithm does not create
an internal model of the environment. Examples of this category include policy-based
methods and value-based methods like REINFORCE [161] and Q-Learning [158] (for
continuous and discrete spaces, respectively) or Asynchronous Advantage Actor-Critic
[4] (A3C). In the latter, the model builds a representation of the environment. While
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this approach adds complexity, it allows the agent to plan its actions more effectively.
RL is a biologically plausible approach since learning by obtaining rewards is a

capability shared by most, if not all, living beings. A well-known example of this is
Pavlov’s experiment, where a dog was trained to respond to a stimulus using a reward.
However, in both natural and artificial scenarios, it is not always possible to define a
reward function to guide the correct behavior.

An alternative approach, which is the focus of this dissertation, is Hebbian Learning.
This model is based on the simple but powerful idea that “neurons that fire together
wire together” [65]. More precisely, when neuron A excites neuron B enough to make it
fire, their connection strengthens. The key difference between this approach and RL is
that Hebbian Learning is not driven by an external reward but solely by the activation
of the two neurons involved. This aspect is also referred to as the plastic capability of
the brain.

In ANNs, this approach can be applied by updating each weight based on the
activation values of the two connected neurons. Therefore, during the task, the weights
of the agent will not change due to a reward signal. Instead, the parameters that
govern the weight updates are optimized. This process leads to different variants of
Hebbian Learning. Some models use a single learning rate to regulate the relationship
between pairs of activation values; despite its simplicity, this model has shown strong
performance [163]. Other approaches discover these rules from scratch using Genetic
Programming [80] or AutoML [139].

Hebbian Learning has been successfully applied outside control tasks, such as in
image classification [81], where it achieved similar or even better performance than
traditional models.

In our research, we focused on a Hebbian model called ABCD, which uses four
parameters to calculate weight updates. This model has already been proven efficient
in several works [102, 119, 121]. As this approach considers that the parameters of the
rule are assigned to each synapsis, we refer to it as Synaptic-centric Hebbian Learning
(SHL).

We explored the capabilities of this model under different conditions. In Chapter 3,
we studied the ability of the ABCD model to control VSRs in a locomotion task. Addi-
tionally, we observed how ANN-based controllers using this model respond to damage
in the robot’s body, finding that agents equipped with this plastic model are better at
coping with such impairments.

Next, in Chapter 4, again using VSRs, we investigated how robots with a plastic
controller are better suited to co-optimizing the brain and the body of the robot (Sec-
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Chapter 1. Introduction

tion 2.1.1). Specifically, we implemented a modular controller (Section 2.2.2) and found
that a single SHL controller can specialize the network weights based on the voxel’s po-
sition within the body. Thus, SHL can specialize an ANN into functionally distinct
networks.

In Chapter 5, we combined the SHL model with a pruning mechanism to simulate
the synaptogenesis process that naturally occurs in the human brain. This resulted in
the Self-Building Neural Network (SBNN) model (Section 2.2.3), which can self-adapt
its structure based on the agent’s experiences during the task.

Finally, in Chapter 6, we introduced a new version of Hebbian Learning. As pre-
viously mentioned, the ABCD model requires a unique set of rules for each synapse.
While we initially attempted to reduce the number of rules through various methods
in Chapter 3, the performance of these variants was inferior to the original model. To
overcome this issue, we drew inspiration from the original Hebbian model, considering
that plasticity is an interaction between neurons, rather than a property of the synapses.
Starting from this idea, we developed a new update mechanism, that we called Neuron-
centric Hebbian Learning (NcHL), that assigns parameters to each neuron and updates
the weights by combining the parameters from both neurons (Section 2.2.4). Interest-
ingly, while this significantly reduces the number of parameters—since the number of
neurons is much smaller than the number of synapses—we observed that the NcHL
model still performs on par with the original SHL model.
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Chapter 2

Methods

In this chapter, we will describe the methods and models that will be used in the
following chapters. We will discuss the tasks used to evaluate our models, the different
types of controllers employed, and the algorithms used to optimize the models.

Regarding the tasks, we group them into two categories: VSRs and Gymnasium
tasks. The controllers are the central elements of each of the subsequent chapters.
Hence, we will describe them following a similar structure. First, in Section 2.2.1, we
describe the SHL controller, which will be used in Chapter 3. Then, in Section 2.2.2, we
explain the differences between this controller and its distributed version, which will be
applied in Chapter 4. In Section 2.2.3, we explain how our proposed SBNN approach
works, referring to Chapter 5. In Section 2.2.4 and in Section 2.2.5, we present the
neuron-centric version of the SHL and its weightless version, with the results of this
method discussed in Chapter 6.

Finally, in Section 2.3 we discuss the algorithms that we used to optimize the pa-
rameters of the aforementioned controllers.

2.1 Tasks

As previously mentioned, we group the tasks into two major categories: VSR tasks and
Gymnasium tasks from the RL literature. While both groups share a common nature—
they are control tasks where we need to optimize a controller to guide an agent in solving
a task—they differ significantly in terms of implementation and flexibility.

VSRs tasks (Section 2.1.1) are used as they offer a high level of customization,
allowing for the exploration of different task settings. In contrast, Gymnasium tasks
(Section 2.1.2) are typically used as benchmark tasks and are harder to customize, but
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2.1. Tasks

it is possible to select tasks with different levels of complexity.

2.1.1 VSRs

VSRs are modular robots constructed from aggregations of elastic cubic blocks, known
as voxels, which are made of soft materials. Each voxel has the ability to contract or
expand its volume, and it is the collective change in volume across all voxels that enables
the robot to exhibit complex high-level behaviors. VSRs were initially formalized and
fabricated in [69].

In this dissertation, we focus on a 2-D variant of simulated VSRs implemented in
2D-VSR-Sim1 [105], which operate in discrete time and continuous space, and approx-
imate cubes with squares. Although this reduction to two dimensions may make the
simulated VSRs less realistic, it simplifies the optimization of the VSR design, as it
produces a smaller search space. Nonetheless, the representation and algorithms used
in this dissertation can be easily adapted to a 3-D context, along with the principles of
Hebbian Learning. Note that, for the simulator, we set the time step to �t = 1=60 s

and the other parameters to the default values (as a result, all the voxels share the
same mechanical properties).

Below, we highlight the characteristics of VSRs that are pertinent to this disserta-
tion, directing readers to [105] for additional details. A VSR is completely defined by
its morphology (i.e., the body, that also includes its sensors) and its controller (i.e.,
the brain), which we explain in more detail below. Figure 2.1 shows a VSR during the
locomotion task.

Figure 2.1: Screenshots of a VSR during the locomotion task.

Body

The morphology (in the following we will refer to it also as shape) of a VSR defines
the arrangement of voxels, which are deformable squares, within a grid of size wxh.

1https://github.com/ericmedvet/2dhmsr
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Each voxel is modeled as an assembly of spring-damper systems, masses, and distance
constraints [105].

Specifically, we can visualize a voxel as a square with a mass at each corner. These
four masses are interconnected by springs that align along the sides and diagonals of
the square. Additionally, each voxel is rigidly connected to its four adjacent voxels (if
they exist) by linking the corresponding adjacent masses. Over time, the area of the
voxels changes according to (a) external forces acting on the voxel (e.g., other bodies,
including other voxels) and (b) an actuation signal computed by the controller. The
latter generates a contraction/expansion force, which is modeled in the simulation as an
instantaneous change in the resting length of the spring-damper systems of the voxel.
The change in length is linearly dependent on an actuation value that ranges from �1

to +1, with �1 indicating the maximum possible expansion and +1 representing the
maximum possible contraction.

A solution is represented as a numerical vector g 2 Rp, referred to as the genotype in
the context of evolutionary computation (that is the optimization framework we use).
This vector contains all the information that needs to be optimized.

In particular, when both the body and brain are optimized, the genotype contains
information for both: g =

�
gbody; gbrain

�
, where gbody describes the body and gbrain de-

scribes the brain. The specific composition of this last vector will be detailed separately
for each model in Section 2.2.

We use an indirect generative representation to evolve also the body [41]. This
approach was inspired by Cheney et al. [19]. Let hxw be the size of the largest body
that can be represented: since a VSR body is a polyomino2, it can be seen as a Boolean
matrix B 2 ftrue; falseghxw of hxw elements in which each element bx;y encodes the
presence or absence of a voxel at position x; y. We use an ANN to fill B and directly
encode the parameters � in gbody. Namely, we use an ANN with 2 inputs and 1 output,
where the inputs are the position (x; y) of the voxels, and the output is a value in
[�1; 1]. For each position (x; y) we then compute bx;y as:

bx;y =

8<:true; if ANN�
��

x
w

�
;
�
y
h

��
� �

false; otherwise
(2.1)

where � is the median value given as output by the ANN when applied to all the
elements of the matrix. Finally, to ensure that the body is a proper polyomino, we only

2A polyomino is a geometrical figure composed by several squares joint together side by side. The
pieces composing the Tetris game are an example of it.
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consider the largest portion of adjacent ‘true’ values in B.

Sensor inputs

A VSR can be equipped with sensors and each voxel can have one or more sensors. A
sensor outputs, for every time step, a sensor reading s 2 Rm, where m is the dimen-
sionality of the sensor type. In our studies, we use VSRs with four different types of
sensors.

1. Area sensors sense the ratio between the current area of the voxel and its resting
area (m = 1).

2. Touch sensors sense whether the voxel is currently touching another body different
from the robot itself (e.g., the ground) or not, and output a value of 1 or 0,
respectively (m = 1).

3. Velocity sensors sense the speed of the center of mass of the voxel along the x-
and y-directions (m = 2).

4. Lidar sensors sense the distance from the center of mass of the voxel to the closest
object along a predefined set of directions; if no object is within the sensor range
d, the sensor reading is set to d. We use d = 10 m (the side of the voxel being 3 m

long) and the following directions with respect to the positive x-axis: �1
4
�, 0, 1

4
�

(so m = 3) [39, 40, 117].

We normalize all sensor readings into the range [0; 1]m. Notably, for the touch
sensor, this normalization does not have any effect since the raw sensor values are
already binary (either 0 or 1). After normalization, to simulate real-world sensor noise,
we perturb each sensor reading with additive Gaussian noise, characterized by a mean
of 0 and a variance of �2

noise. For our experiments, we set �noise = 0:01.

It is important to note that the model of noise and the characteristics of the signals
generated by each sensor depend on the specific sensor systems employed [157]. In a po-
tential real-world implementation, the sensor apparatus defined here should be adapted
to the sensor technology available for soft robots [151]. However, this engineering aspect
falls outside the scope of this dissertation, where we focus on examining the effects of
Hebbian Learning at a more fundamental level.

8



Chapter 2. Methods

Brain

We described how the VSR body is composed of multiple voxels, each requiring a control
signal to either contract or expand. These voxels are also equipped with sensors that
can perceive both the internal state of the voxel and the external environment. Similar
to natural organisms, the brain of a VSR links these two elements: it receives input
from the sensors, processes the data, and generates control signals for each voxel in the
body.

There are two approaches to linking sensors to voxels. The first is a traditional cen-
tralized approach, where a single brain collects all sensor readings and produces control
signals for the entire body. The second is a distributed approach, where each voxel has
its own smaller brain that processes sensor data and generates the control signal for
that specific voxel. This distributed model is further explained in Section 2.2.2.

The processing of sensor information can be implemented using various models,
but in our work, we focused on ANNs. Specifically, we explored plastic ANNs (see
Section 2.2.1 and Section 2.2.4), where, instead of directly optimizing the weights,
we optimize the plasticity rules that guide weight adaptation throughout the agent’s
lifetime.

It is important to note that the brain computes the control signals every 15 simu-
lation time steps to prevent high-frequency vibrating behaviors [103], which would not
accurately represent realistic motion patterns.

Evaluation

We evaluate the performance of the VSR in a locomotion task. In this task, the VSR is
required to move as quickly as possible along the positive x-direction across a terrain.
The terrain can vary between being flat or featuring multiple slopes with different
inclinations.

This task was chosen for two main reasons. First, it is a well-established benchmark
in the field of evolutionary robotics [9, 30, 55, 122]. Second, it provides valuable insights
into the capabilities of the VSR while maintaining a reasonable computational cost.

To measure the degree of accomplishment of the task, we use the average velocity
of the VSRs in a simulation lasting tfinal time steps, computed considering the center of
mass of the VSR.
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2.1.2 Gymnasium tasks

The Gymnasium library implements several [152] tasks that are well-known in the RL
community. Note that the tasks, that we will describe later, are also available through
the PyBullet physics engine [25]. Similar to the VSR task, they are control tasks that
require an agent to control a body that interacts with the environment. In Figure 2.2,
we show screenshots from the four tasks.

(a) Cart Pole task (b) Mountain Car task

(c) Lunar Lander task (d) Ant task

Figure 2.2: Screenshot of the four Gymnasium tasks considered in the experiments.

Cart Pole

In Cart Pole, the agent has to move a cart to maintain a pole in equilibrium. The agent
can push the cart in both directions (move left/right), and it receives a positive reward
for each timestep in which the pole is in equilibrium, see Figure 2.2a. The episode ends
after 500 timesteps, or if the angle of the pole is outside the range �12�. The task is
considered solved if the average reward over 100 trials is greater than 475.
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Mountain car

In Mountain Car, the agent has to drive a car from a valley to the top of a mountain.
The agent has to build momentum to increase its velocity, thanks to another hill posi-
tioned before it, see Figure 2.2b. The agent can perform three actions (accelerate left,
accelerate right, or do not accelerate), and receives a negative reward at each timestep
until it reaches the top of the mountain. The episode ends if the car reaches the top
of the hill, or after 200 timesteps. The task is considered solved if the average reward
over 100 trials is greater than �110.

Lunar Lander

In Lunar Lander, the agent has to land a spaceship. The agent has to reduce the termi-
nal velocity of the spaceship while compensating for the lateral wind, see Figure 2.2c.
Hence, the agent can perform four actions: two to control the lateral (left/right) en-
gines, one to activate the main engine, and one that does not perform any action. The
agent increases the received reward if it lands in the designated area at a lower speed
and does not tilt. The episode ends if the spaceship lands, or if its x position is greater
than 1. The task is considered solved if the average reward over 100 trials is greater
than 200.

Ant

In the Ant task, a 3D quadruped robot, called Ant, has to move as far as possible, for a
total of 1000 steps, on a flat terrain [79]. In this task, the agent has to control 8 actuated
joints (two per leg) based on a set of 28 inputs representing the velocity and position
of the different parts of the robot, see Figure 2.2d. For this task, the implementation is
available both in the PyBullet physics engine [25] and in the Gymnasium library [152].

2.2 Controllers

To address the aforementioned tasks, we employ specific controller architectures. In
our work, controllers are composed of an ANN paired with a plasticity model. Each
controller discussed below has been a pivotal element in one or more of our studies. We
begin by describing the SHL model, which is not only utilized in Chapter 3, but also
serves as a baseline or plastic model throughout all chapters. Next, we will explore the
workings of a distributed controller in the context of VSRs. Following this, we delve
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into how we simulate the synaptogenesis process within the SBNN. Finally, we explain
the NcHL model.

2.2.1 Synaptic-centric Hebbian Learning (SHL)

Hebbian Learning is a form of neural plasticity that enables an ANN to adapt by
modifying its synaptic weights in response to input sequences. This adaptation is
grounded in the idea, proposed by Hebb [66], that the strength of a synapse should
change depending on the activation levels of the two neurons it connects.

A key aspect of Hebbian Learning is its independence from the actual performance
of the agent, as it relies only on the local activations of the pre-synaptic and post-
synaptic neurons at each synapse. As a result, Hebbian Learning can be considered a
form of unsupervised learning, as it does not require explicit feedback on how well the
network is performing.

In this dissertation, we employed a specific form of Hebbian Learning known as
the ABCD model, named after the four coefficients that govern the synaptic update
rule [11]. At each time step k, the weight wi;j of a synapse connecting the i-th and j-th
neurons is updated according to the following formula:

w
(k)
i;j = w

(k�1)
i;j + �

�
Aa

(k�1)
i +Ba

(k�1)
j + Ca

(k�1)
i a

(k�1)
j +D

�
(2.2)

where � is the learning rate, a(k�1)
j = f

�P
iw

(k�1)
i;j a

(k�1)
i + w

(k�1)
i;0

�
is the post-synaptic

activation value at the previous time step, and a
(k�1)
i is the pre-synaptic value at the

previous time step. The role of the learning rate � is to make the adaptation of the
synaptic weights faster or slower: the larger its value, the faster the adaptation.

The A, B, C, and D coefficients determine how each synaptic weight is updated
over time, starting from a w0

l;i;j; these coefficients can hence be optimized to achieve a
desired behavior.

We use a Hebbian rule for each connection because, starting from a condition where
all the weights are set to zero, using a single Hebbian rule could lead all the weights to
change in the same direction, which in turn would make learning ineffective.

Hence, it follows that the number of optimizable parameters (i.e., j�j) in an SHL with
n synapses is j�j = 4n or j�j = 5n depending if the � parameters are fixed or evolved;
for reference, a Non-plastic Neural Network (NN) with the same architecture where
the synaptic weights are directly optimized has a number of optimizable parameters of
j�j = n.
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2.2.2 Distributed controllers

A distributed controller refers to a control system where multiple components manage
the control task locally. Typically, these components communicate with one another,
sharing local information to assist them in solving their individual tasks. This collab-
oration allows the local components to work together to accomplish a larger objective.
The advantages of this model include scalability, robustness, and fault tolerance. Dis-
tributed controllers have been applied in various fields, such as smart grids [68], sensor
networks [145], and swarm robotics [16, 137].

Regarding VSRs, distributed controllers have been initially proposed by Medvet
et al. [104]. In this case, the controller resorts to using an ANN for each voxel to pro-
cess the local sensory information and compute the local control signal. Moreover, to
allow coordination of the individual ANN-based controllers, so that a form of collective
intelligence can arise [116], each ANN shares a communication channel with the adja-
cent voxels. Such communication occurs in terms of targeted message passing between
neighbors: each voxel controller computes the local control signal, together with 4 nu-
merical values to be passed to its neighbors (one value per neighbor), and receives as
inputs the 4 local sensor readings along with the 4 communication values received by
the adjacent voxels.

Formally, each controller operates according to the following equation at each control
time step k:h

c(k) o(k)
! o

(k)
# o(k)

 o
(k)
"

i
= ANN�

�h
r(k) i

(k�1)
" i(k�1)

 i
(k�1)
# i(k�1)

!

i�
(2.3)

where c(k) is the local control signal, o(k)
! , o(k)

# , o(k)
 , and o(k)

" are the communication values
for the right, bottom, left, and top neighbors, r(k) is the vector of local sensor readings,
i
(k�1)
" , i(k�1)

 , i(k�1)
# , and i(k�1)

! are the communication values computed by the top, left,
bottom, and right neighbors at the previous time step, and � are the parameters of
the ANN when a neighbor voxel is not present, we set to 0 the corresponding incoming
communication value.

We report a graphical representation of the ANN-based controller embedded in a
voxel in Figure 2.3. In the example shown in the figure, for simplicity, we have r =

[r1 r2], such that jrj = 2. As we can notice from both the figure and Equation (2.3), the
considered ANN has 5 outputs (1 control and 4 communication signals) and jrj+ 4 = 6

inputs.

It should be noted that, as a consequence of the communication connecting adjacent
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ANN, the overall controller of a VSR is recurrent, hence stateful, regardless of the type
of the individual ANN employed in all the voxels.

r1 r2

c

i↓ o↓

i↑ o↑

i←

o←
o→
i→

Figure 2.3: Schematic of a voxel with an ANN-based controller within it.

In our experiments, we keep the architecture of the ANN fixed, so the parameter
vector � in the case of a NN corresponds to the vector of synaptic weights. For the
SHL model, it corresponds to the parameters governing the adaptation of the synaptic
weights (as detailed in Section 2.2.1).

As described in Chapter 4, we will study the specialization ability of a network
using the SHL model. To achieve this, we instantiate a controller with the same � for
all voxels. This means that in the case of the NN, all voxels share the same weights.
In contrast, for the SHL model, all voxels follow the same Hebbian rules, allowing the
weights of the ANN to adapt independently for each voxel, depending on the specific
signals and inputs the voxel receives in the different parts of the robot’s body.

This approach could potentially improve the applicability of VSRs in real-world
scenarios, as fabricating and deploying modular robots composed of identical modules
is easier than assembling robots with distinct modules requiring careful placement in
the overall body design.

As we will demonstrate in Chapter 4, this versatility is achieved without sacrificing
the robot’s ability to perform its task. The modules specialize over the robot’s lifetime
thanks to the adaptive controller provided by the SHL model.
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2.2.3 Self-Building Neural Network (SBNN)

During synaptogenesis, neurons explore the extracellular space, assembling as many
connections as possible with other neurons [76, 78, 131]. In our proposed SBNN model,
employed in Chapter 5, we simulate this mechanism by allowing any two neurons to
form direct connections, with the possibility for these connections to grow or disappear
over time.

Our model works as follows. We start from an ANN composed of I inputs, H hidden
nodes, and O outputs. In the first episode of the task, the I inputs are connected to all
the H hidden nodes and the O outputs. In turn, the H hidden nodes are fully connected
with each other (excluding self-loops), and with all the O outputs. In total, the number
of connections C, expressed as a function of H (which is the only hyperparameter, as
I and O depend on the task), is C(H) = H2 +Hx(I +O) + IxO. Overall, the internal
structure of the network resembles the one of the Boltzmann machines [1, 46, 70, 111],
where the hidden nodes are fully connected. However, we also directly connect the
inputs to the outputs, as the computational power of the hidden nodes in some cases
may not be necessary.

We initialize the weights of all these connections to zero. In this way, we intend to
simulate the initial condition where no connections between neurons exist. Then, within
each episode, the Hebbian procedure will update the weights based on the ABCD rule
described in Section 2.2.1. Note that, in our model, each connection in the network has
its own ABCD rule with its corresponding parameters. In this way, the network can
arrange itself based on the experience that the agent accumulates during the task.

The second step of synaptogenesis is the process that prunes the synapses, see
Section 2.2.3. As we will describe later, differently from Hebbian Learning, pruning
occurs across episodes, and, as soon as pruning is performed, Hebbian Learning is
stopped.

Figure 2.4 summarizes the pruning procedure, showing the state of the initial net-
work and its development. Formally, we can analyze the network before and after
pruning. In particular, before pruning, the hidden nodes are fully connected with each
other, and all the inputs are connected with all the hidden nodes. For this reason, it is
not possible to define a fixed activation order. Hence, we maintain the overall order of
activation: firstly, the inputs, then the hidden nodes, and then the outputs. However,
for the hidden nodes, we randomly select the activation order.

After pruning, the remaining connections define the network. Differently from be-
fore, in this phase, we can define an activation order more easily because the pruning
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Figure 2.4: Scheme of the SBNN over the episodes. Initially, we set all the connections
to 0 (red); then during the task, Hebbian plasticity changes the weights, leading to the
second ANN, where different thickness indicates different weights. At a certain time,
the pruning mechanism cuts the weakest connections, resulting in the final structure of
the ANN.

mechanism naturally resolves most cycles, especially if the ratio of connections removed
is high enough. Hence, to find the activation order, we can perform a topological sort
of the underlying graph G(V;E), where V is the set of nodes (i.e., the neurons) and E
is the set of connections. If, during the topological sort, we find a cycle, we apply the
following procedure. Indicating with Nc the subset of V that contains all the nodes in
the cycle, first, we remove all the nodes in Nc from V and replace them with a fake
node, f . Then, indicating with E(Nc)incoming = f(v; n) 8v 2 V n Nc ^ 8n 2 Ncg the
subset of E containing the connections that terminate in Nc and that do not start from
Nc, we add to E the set of connections f(v; f) 8(v; v0) 2 E(Nc)incoming ^ v0 2 Ncg.
We perform the same operation for the connections outgoing from Nc. This procedure,
which we apply iteratively and independently for every cycle found in the graph, re-
sults in a new graph G0 where the cycle Nc is replaced by the fake node f . All the
nodes connected to Nc are now connected to f , and f is connected to all the nodes
reached from Nc. We store the information that the node f replaces the nodes in Nc

in the cycles_history variable. We repeat this procedure until all the cycles have been
replaced, and a topological order can be defined. Algorithm 1 illustrates this simplifi-
cation procedure. Note that the nodes in Nc can also be fake nodes from a previous
iteration of the procedure, as illustrated in Figure 2.5.

After calculating the topological order of the network, we can follow that order to
activate the hidden nodes. If we find a fake node during the activation, we retrieve
from cycles_history the set of nodes in Nc that compose the cycle, and proceed with
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1 function removeCycle(G):
2 Nc  findCycle(G)
3 i 0
4 cycleHistory  map() while Nc is not empty do
5 Eincoming  G:incomingEdges(Nc)
6 Eoutgoing  G:outgoingEdges(Nc)
7 G:removeNodes(Nc)
8 G:addNode(fakeNodei)
9 cycleHistory:addKeyValue(fakeNodei; Nc)

10 foreach (v; v0) 2 Eincoming do
11 G:removeEdge((v; v0))
12 G:addEdge((v; f))

13 end
14 foreach (v; v0) 2 Eoutgoing do
15 G:removeEdge((v; v0))
16 G:addEdge((f; v0))
17 end
18 i i+ 1

19 end
20 return G

21 end
Algorithm 1: Pseudocode of the cycle removal procedure. The procedure replaces
cycles with fake nodes while maintaining a history of the nodes that have been
replaced.

a random activation order. If a node in Nc is a fake node f 0 covering the Nc′ cycle, we
repeat the procedure solving the inner cycle Nc′ , before continuing with the nodes in
Nc.

Thanks to this process, the network after pruning can have a different structure. We
identify three base structures, which can be described as follows. In the first case, the
inputs are connected to all the hidden nodes that in turn are connected to the outputs.
This creates an ANN with a single hidden layer, see Figure 2.6a. In the second case, the
pruning process cuts all the connections between the input and hidden nodes. Hence,
the inputs are directly connected to the output nodes, creating a zero-layer ANN, see
Figure 2.6b. In the third case, the pruning process removes all the connections between
the inputs and a subset of the hidden nodes, but the hidden nodes remain connected,
creating an ANN with more than one layer. For example, given the hidden nodes A,
B, and C, if the inputs are connected only with A and B, but not with C, which in
turn remains connected with A and B, the resulting ANN will have two hidden layers:
the first one, composed of neurons A and B; the second one, composed only of neuron
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Figure 2.5: A minimal example of the simplification procedure described in Algorithm 1.
The base graph has two cycles: one composed of nodes A and B, and one composed
of nodes B and C. The procedure identifies first the cycle fB;Cg, circled in red, and
replaces it with the red fake node F1, which has incoming connections from A and I and
outgoing connections to A and O. Then, it finds the cycle fF1; Ag, circled in blue, and
replaces it with the blue fake node F2. Eventually, a directed acyclic graph is obtained,
with a single fake hidden node F2, which hides the cycle fA;F1g, where F1 is another
fake node hiding the nodes B and C.

C, see Figure 2.6c. It is worth noticing that, starting from these three base structures,
we can derive more complex structures. For example, each node in the third case can
be a fake node, hence “hiding” a set of nodes.

I

A

B

C

O

(a) Pruning removes inner
connections between hidden
nodes.

I

A

B

C

O

(b) Pruning removes all con-
nections from and to hidden
nodes.

I

A

B

C

O

(c) Pruning removes the
connection between I and
C, creating two hidden lay-
ers.

Figure 2.6: Pruning can create different structures in the SBNN. In Figure 2.6a, an
ANN with one layer is created. In Figure 2.6b, pruning cuts all the connections to
the inner nodes, reducing the ANN only to the input-output connections. Finally, in
Figure 2.6c, pruning results in the creation of two hidden layers.
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Pruning mechanism

The pruning mechanism aims to find a subset of an ANN that performs as well as (or
better than) the original network. This process is performed by removing connections
based on a given strategy. In this dissertation, we use the global magnitude pruning
algorithm [8, 61], which simply consists in removing all the connections whose weights
are smaller, in absolute value, than a threshold that is defined as the pr-th percentile,
where pr is the desired pruning rate (i.e., the percentage of connections to remove)

2.2.4 Neuron-centric Hebbian Learning (NcHL)

The central idea of the NcHL model is to shift the focus of weight updates from the
synapse to the neuron level while maintaining the traditional ABCD rule’s indepen-
dence from the task’s reward. In this model, weight updates are driven purely by the
activations of the pre-synaptic neuron i and the post-synaptic neuron j. However, un-
like the traditional ABCD rule shown in Equation (2.2), where parameters Ai;j, Bi;j,
Ci;j, Di;j, and �i;j can be distinct for each synapse, in NcHL, the Hebbian rule param-
eters are unique to each neuron. Thus, each neuron has its own set of parameters, and
the weight wi;j is updated according to the update rule h(ai; aj):

�wi;j =
(�i + �j)

2
(Aiai +Bjaj + CiCjaiaj +DiDj) (2.4)

where: the learning rate is calculated as (�i+�j)

2
, i.e., we consider the average learning

rate of the pre- and post-synaptic neurons; Ai and Bj are associated, respectively, to the
pre-synaptic neuron i and the post-synaptic neuron j, and modulate their corresponding
activations; the product CiCj modulates the co-contribution of the activations of the
pre- and post-synaptic neurons; the product DiDj is calculated by multiplying the bias
associated to the pre- and post-synaptic neurons.

Even though the Hebbian rule update shown in Equation (2.4) turns out to be more
complex compared to the traditional ABCD rule, it is important to note that the total
number of parameters in the whole network greatly decreases, as we will demonstrate
in Section 6.3. In SHL, the total number of parameters to optimize increases linearly
with the number of synapses. Instead, in NcHL it increases linearly with the number
of neurons, hence resulting in a smaller number of parameters to optimize.
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2.2.5 Weightless Neuron-centric Hebbian Learning (WNcHL)

With the NcHL model, we reduce the number of parameters that need to be stored
from 6W in the traditional ABCD model (comprising W weights and 5W Hebbian
rule parameters) to W + 5N (where W represents the number of weights and 5N is the
number of Hebbian rule parameters). Building on this, we propose a new Hebbian model
aimed at further reducing the memory required to store model parameters. Specifically,
instead of storing the weights in memory, we approximate them using the NcHL update
rule. We refer to this model as the “weightless” NcHL, or WNcHL for short.

To explain the rationale behind this model, consider the following scenario: we have
two neurons, i (pre-synaptic) and j (post-synaptic), with their respective activations ai
and aj, connected by a synapse with weight wi;j. We assume that the initial value of
the weight, w0

i;j, is set to 0. This assumption allows us to eliminate the need to store
W initial weight parameters, aligning with the goal of minimizing memory usage in the
WNcHL method. We can express the activation of the post-synaptic neuron j at step
T as aTj = f(wTi;ja

T
i ), where f(�) is the activation function, and wTi;j =

PT
t=0 h(ati; a

t
j),

with h(�) being the Hebbian update rule defined in Equation (2.4). Note that, This
approach could, in principle, be applied to the traditional ABCD rule in Equation (2.2).
However, the reduction in the number of parameters would only be W in that case.

In other words, by computing h(ati; a
t
j) = �i;j for each step t, we can find the value

of wi;j at step T . This means that, rather than storing wi;j, it is possible to calculate it
only based on the history of pre-synaptic and post-synaptic activations over the various
steps until T .

However, storing the activations for all steps will lead to using more memory than
what is needed if we store the weights. Hence, rather than considering the whole history
of steps until T , we store only a subset of the last activations, aiming to reduce memory
consumption. We call this subset the memory window, whose size is Mw. Therefore,
we approximate the weight values as follows:

wMw
i;j =

XMw

t=0
h(ati; a

t
j): (2.5)

In other words, to calculate wMw
i;j , it is enough to store the activations of the neurons

over Mw steps in the memory window.
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Chapter 2. Methods

2.3 Optimization algorithms

In this section, we brie�y present the evolutionary algorithms we used to optimize the

controller (and, in the case of VSRs, the body) in the experiments reported in this

dissertation. Speci�cally, depending on the experiments we employed two versions of

Evolution Strategies (ES), along with Covariance-Matrix Adaptation Evolution Strate-

gies (CMA-ES). The �rst ES version was used to optimize the controller and body of

VSRs, as this algorithm was already implemented in the 2D-VSR-Sim simulator used

in all the VSR experiments in Chapter 3, Chapter 4, and Chapter 6. The second ES

version was used to optimize the plasticity rules for the Ant task in Chapter 6, because

of the increased task complexity and for consistency with the setup used in the related

work [119]. Finally, CMA-ES was used in all the experiments reported in Chapter 5.

Evolution Strategies one In the �rst ES, we start from an initial population of

candidate solutions, i.e., vectors inRj � j , where � contains the parameters to optimize;

then, we iteratively generate new solutions from the best ones for a prede�ned number

of iterations. First, we build a population P of npop solutions by samplingU(� 1; 1)j � j ,

i.e., by randomly setting each element of each vector to a value in[� 1; 1]. Then, at each

iteration: (1) we select the best quarter ofP solutions, i.e., the npop

4 numerical vectors

with the largest �tness, as parentsPparent ; (2) we compute their element-wise mean� ;

(3) we generatenpop � 1 new solutions, each one by adding Gaussian noise (N (0; � ) j � j)

to � ; and, �nally, (4) we set the new populationP for the next iteration by including

the previous best solution along with the newly generated solutions. Finally, afternevals

�tness evaluations, i.e., after nevals solutions have been generated and evaluated, the

algorithm returns the solution with the largest �tness in the �nal population.

Evolution Strategies two Similar to the previous algorithm, in the second ES we

start from a population P of vectorsg of sizem by samplingU(� 1; 1)j � j . Then for each

iteration, we proceed as follows: (1) for each solution, we apply a variable-wise random

perturbation N (0; � ), i.e., g0 = g + N (0; � ); (2) each parameter ofg0 is updated, based

on the �tness, as follows: g00 = lr=(m� ) +
P m

i =0 g0
i F (g0

i ), where lr is a learning rate.

Note that � and lr decay over the generations by a factorlr decay and � decay, respectively.

Also in this case, afternevals solutions have been generated and evaluated, the algorithm

returns the solution with the largest �tness in the �nal population.
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2.3. Optimization algorithms

Covariance-Matrix Adaptation Evolution Strategies Covariance-Matrix Adap-

tation Evolution Strategies (CMA-ES) [62, 63] is a well-established evolutionary algo-

rithm, hence we omit a full description of it. Similar to previous algorithms, an initial

population P of m vectors is randomly sampled. Then, iteratively, a random vector is

added to the solutions to mutate them. However, unlike the previous two approaches,

CMA-ES is a second-order method that iteratively estimates the covariance between the

elements of the genotype vector to determine the perturbations for subsequent steps.
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Chapter 3

Synaptic-centric Hebbian Learning in

Voxel-based Soft Robots

The content of this chapter is based on the following paper:

Andrea Ferigo, Giovanni Iacca, Eric Medvet, and Federico Pigozzi.Evolving Hebbian

learning rules in voxel-based soft robots. IEEE Transactions on Cognitive and Develop-

mental Systems, 15(3):1536�1546, 2023. doi:10.1109/TCDS.2022.3226556[43].

The code to reproduce the experiments is publicly available at:

https://github.com/ndr09/VSRevo .

3.1 Introduction

In this chapter, we explore the potential of Synaptic-centric Hebbian Learning (SHL)

using the ABCD rule, described in Section 2.2.1. As discussed earlier, Hebbian Learning

is not led by the performance of the agent during the task, but by what the agent

perceives, as the change applied to each weight is calculated from the pre-synaptic and

post-synaptic activation values of the two neurons linked together, rather than by a

reward as in RL.

This particular characteristic aligns well with an ambitious goal of robotics, which

is to develop autonomous robots [59, 120], capable of supporting their own existence in

hazardous and unknown environments while achieving a human-aligned target.

In such scenarios, adaptability is crucial, as robotic agents need to handle changing

environmental conditions and possibly changing mission requirements. Moreover, some

authors speculate that future robotic agents will undergo the same life stages (birth,

maturity, death, or disposal) as biological agents [35]. As such, learning and adaptation
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3.1. Introduction

should guide �infant� robots towards maturity [33], similarly to what happens with

animals. In this regard, learning has been recognized as one of the main challenges

on the path to fully autonomous robotic ecosystems [34]. However, the well-known

supervised learning paradigm relies on a human-assigned reward signal that must be

decided by a �supervisor�, and thus might not be adequate for autonomous robots.

On the other hand, Hebbian plasticity [170] is a form ofunsupervised learning, in

the sense that it does not require a human-assigned reward signal. Additionally, SHL

is known to play a key role in the learning processes of biological agents [66, 128], and

it is a simple yet e�ective model.

Is important to underline that, an agent that only learns (but does not evolve) can

lead to damage itself or the the entities surrounding it [56], as most learning procedures

are based on trial-and-error. For instance, an autonomous vehicle can provoke serious

damages if it optimizes a policy by sampling random actions. Therefore an �innate�

evolved component may be needed to guide the learning toward e�ective behaviors.

However, an agent that only evolves (but does not learn), notwithstanding as powerful

as evolution might be, can in principle beget o�spring that are not viable. As a matter

of example, when jointly evolving the brain and body of a robot, a mismatch can occur

between the two evolving entities [126]. Note that, while in this chapter we consider a

�xed body and neural structure, in the next chapter we will explore the coevolution of

body-brain and the improvement that SHL can bring in this scenario.

As anticipated in the previous chapter, here we validate the SHL in the VSR task (see

Section 2.1.1 for more details). Speci�cally, we test the VSRs over a locomotion task,

on which the terrain is not �at, but uneven and irregular during di�erent evaluations.

In this way, we make the di�erence between a plastic model and a non-plastic one more

evident, since, as we will see below, the SHL model can better cope with the changing

terrain compared to a traditional (non-plastic) ANN.

Summarizing, we aim to evaluate how e�ective Hebbian Learning is in the VSR

tasks. More in detail, our goal is to answer the following research questions:

RQ1 Is evolution with Hebbian Learning e�ective? That is, are VSRs equipped with

a SHL controller e�ective in locomotion tasks? Are they able to generalize to

unseen conditions such as new environments or malfunctions in the body?

RQ2 Is there any �true� learning?

RQ3 Why does Hebbian Learning work?
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Chapter 3. Synaptic-centric Hebbian Learning in Voxel-based Soft Robots

With the �rst research question, we aim to observe the adaptability of the ABCD

plastic model in comparison to an equivalent non-plastic method.

In the second research question, we aim to observe if and how SHL learns to move,

meaning that, starting from a zero-initialized network (all the weights are set to zero),

SHL should be able to reach a con�guration able to perform well even disabling the

learning.

Finally, we analyze how this plastic model works, studying how the distribution of

the weights changes during the learning process. Note that, in this chapter, as we use

the SHL, each synapse has its own plasticity parameters.

3.2 Related works

Neural plasticity [170], a form of learning, is essential for the development of biological

neural networks. It is crucial for adapting to changes in environmental conditions and

shaping memories [128]. Since [6], there has been increasing evidence supporting the

Baldwin e�ect, which posits that learning during an organism's lifetime can accelerate

evolution. In a computational study, Hinton et al. [71] demonstrated that learning can

create a gradient for evolution to follow, even in highly deceptive �tness landscapes.

Following [144], we di�erentiate between structural and functional plasticity. Struc-

tural plasticity refers to the nervous system's ability to rewire its neural connections,

forming new pathways among neurons and dismantling existing ones. Functional plas-

ticity, on the other hand, pertains to the nervous system's capacity to alter the func-

tional properties of neurons over time. In this chapter, we focus on functional plasticity,

speci�cally the changes in synaptic strength in response to prior activity (activity-

dependent plasticity) [54]. Such prior activities can lead to a persistent strengthening

of synapses (long-term potentiation) [23] or a persistent weakening (long-term depres-

sion) [101].

As a result of the well-known bene�ts of plasticity, a substantial body of literature

has emerged on engineering �plastic� ANNs. Schmidhuber [143] �rst introduced the con-

cept of �fast weights�, where a slow-learning ANN trains the weights of a fast-learning

ANN, as a theoretical experiment. In the last decade, new studies have drawn inspira-

tion from fast weights, including adaptive HyperNEAT [140], fast weights for recurrent

ANNs [3], and hypernetworks [57]. Additionally, there is increasing research on the

attention mechanism [5, 132], which can be viewed as a form of �adaptive weights�, and

synaptic pruning in ANNs [72, 114, 117], considered a very �sharp� form of structural

plasticity.
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However promising these approaches may be, they still remain complex to engineer.

Hebbian Learning [147], on the other hand, o�ers a more concise and biologically plausi-

ble alternative. According to Hebb [66], if a pre-synaptic neuron frequently stimulates

the activation of a postsynaptic neuron, their synapse strengthens1. Previous stud-

ies [48, 124] have applied Hebbian Learning to evolve ANN-based controllers for mobile

robots, showing improved performance compared to non-plastic ANNs. More recently,

several studies have successfully evolved Hebbian rules [80, 109, 119, 163], achieving

competitive results in RL scenarios. Therefore, we adopt Hebbian Learning to model

synaptic plasticity.

3.3 Experimental analysis

To answer the three research questions mentioned above, we performed an experimental

campaign using two di�erent VSR bodies, see Figure 3.1. The �rst body is calledbiped,

and is composed of10 voxels arranged in a rectangle of size4x3, with the two bottom-

center voxels missing. The second shape has7 voxels in a7x1 con�guration due to its

elongated form, we refer to it as theworm shape.

For both shapes, we considered three con�gurations of sensors. Each con�guration

di�ers in the number and kind of sensors equipped. Note that, as described in Sec-

tion 2.1.1, the number of sensors a�ects the number of inputs for the controller. Hence,

a higher number of sensors results in a more complex brain.

The �rst con�guration is the richest, and we refer to it as the High con�guration.

A VSR equipped with this sensory apparatus has area sensors in all the voxels, touch

sensors for the voxels in the bottom row of the shape, and velocity sensors in the top

row. In addition, the front voxels (the rightmost) have the lidar sensors. The Medium

con�guration is obtained by removing the lidar sensors from the High con�guration.

The smallest sensory apparatus is called Low and consists of only area sensors; for the

biped shape, they are located in the backbone (the two top rows), while for theworm

body, only the three central voxels have the sensors.

The total number of inputs for the biped is then29, 20, and 8 for the three sensory

apparatuses, respectively. For the worm body, the inputs are31 for the High, 28 for

the Medium, and 3 for the Low con�guration, Table 3.1 summarizes these con�gura-

1This statement should be taken with caution: simultaneous activation of two neurons does not
imply causation between the activations. For causation, one neuron must participate in activating
the other [14]. In this chapter, we consider connectionist ANNs, where the temporal dimension is not
relevant.
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tions. We experimented with di�erent shapes and sensory apparatuses to assess the

e�ectiveness of Hebbian Learning across a wide array of morphological conditions.

Figure 3.1: Frames of the simulation of the two shapes during the locomotion. The
color of the voxel depends on its action. Red voxels are contracting, green ones are
expanding, and the voxels in yellow are resting. The red lines represent the rays of the
lidar sensor.

Table 3.1: Number of sensors of each kind for the three sensory apparatus and the two
shapes. The number in parenthesis indicates the number of inputs.

Shape Sensor
Con�guration

Low Medium High

Worm

Area 3 (3) 7 (7) 7 (7)
Touch - 7 (7) 7 (7)

Velocity - 7 (14) 7 (14)
Lidar - - 1 (3)
Total 3 (3) 21 (28) 22 (31)

Biped

Area 8 (8) 10 (10) 10 (10)
Touch - 2 (2) 2 (2)

Velocity - 4 (8) 4 (8)
Lidar - - 3 (9)
Total 8 (8) 20 (20) 19 (29)

For all the following experiments we considered the locomotion task described in

Section 2.1.1. The goal is to travel on a terrain as fast as possible along the positive

x direction, in a �xed amount of simulated time t �nal . The �tness of a VSR is given

by its average velocityvx , computed considering thex-position of the VSR center of

mass at the beginning and at the end of the simulation. We sett �nal = 60 s. In this

case, we decided to use a hilly terrain. It consists of a sequence of bumps, having an

average height of3 m and an average distance of30 m. In this way, we aim to make
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the potentiality of the SHL model emerge more with respect to the non-plastic model.

Additionally, the random seed for procedurally generating the bumps is di�erent at

every �tness evaluation, so as to prevent individuals from �over�tting� to one single

terrain pro�le, making adaptation even more challenging.

For each experiment, we performed10 evolutionary runs with di�erent random

seeds for the EA. We remark that, for a given VSR and terrain, the simulations are

deterministic. After verifying the adequate hypotheses, we carried out statistical tests

with the two-sided Mann Whitney U rank test [99] for independent samples using

� = 0:05 as the con�dence level.

3.3.1 RQ1: SHL e�ectiveness?

As introduced before, we began investigating if and how the SHL controller is e�ective

in controlling the VSRs. To better analyze the solutions, we considered two cases

for comparison: the �rst during the evolution, and then in an o�ine reassessment

procedure, where the controller faces slightly di�erent conditions.

As mentioned above, in both cases, we measure the goodness of a solution using

vx . In the �rst case, vx is the �tness itself, while in the second case, it is used as an

index of the generalization abilities of an evolved individual. Therefore, we conducted

the o�ine analysis by computing vx across 10 unseen hilly terrains, obtained with 10

di�erent prede�ned random seeds.

We compare the Hebbian model against a baseline model. In this chapter, the

baseline is a non-plastic �vanilla� Non-plastic Neural Network controller with the same

architecture as the Hebbian controller. The two controllers have the same number of

inputs/outputs and hidden layers (see Section 2.1.1 for more information). The non-

plastic nature of the baseline controller leads to two major di�erences: �rst, the weights

remain constant during the task; secondly, the optimization algorithm directly evolves

the weights of the Non-plastic Neural Network. In contrast, in the SHL controller the

weights change based on the ABCD rules, and the optimization evolves the ABCD

parameters (preliminary simulations indicated that, in this VSR task, there are no

di�erences when co-evolving the weights and the ABCD parameters).

We tested both controller types with the two shapes and the three sensory appa-

ratuses mentioned in Section 2.1.1, and, as the optimizer, we used the ES algorithm

described in Section 2.3.

We summarize the results in Figure 3.2, which shows the velocityvx of the best

individuals at the end of evolution, and Figure 3.3, which shows the velocityvx of the
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best individuals on the validations terrains. For the same shape and sensory apparatus,

we also report thep-value for the statistical test against the null hypothesis of equality

between the two distributions ofvx . Figure 3.4 plotsvx in terms of median� std. dev.

over the course of evolution.

Figure 3.2: Distribution of the velocity vx of the best individuals found in each of the
10 evolutionary runs, obtained with the two controller types (NN and SHL) on each
combination of shape and sensory apparatus. SHL is never worse than the NN baseline.

Figure 3.3: Distribution of the velocity vx across10 unseen hilly terrains for the best
individuals found in each of the10 evolutionary runs, obtained with the two controller
types (NN and SHL) on each combination of shape and sensory apparatus. SHL is
never worse than the NN baseline.
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Figure 3.4: Median� std. dev. (solid line and shaded area) of the velocityvx of the
best individuals found during each of the10 evolutionary runs, obtained with the two
controller types (NN and SHL) on each combination of shape and sensory apparatus.
SHL converges as fast as the NN baseline even if it has four times the number of
parameters.

From the plots, we can clearly observe how SHL is equally or better performing than

the baseline: in fact, it is never worse.

Speci�cally, in Figure 3.2, we analyze the results for the best solution found by

the optimization process. The boxplots show that the Hebbian controller performs

better than the Non-plastic Neural Network baseline in both shapes for the Low sensory

apparatus. For the biped shape, the High con�guration results being more e�ective with

the SHL controller. In these settings, the Mann-Whitney U statistical test returns a

p-value � 0:05. In other cases, while the distributions are not statistically di�erent, the
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SHL controller achieves performances that are never worse than those achieved by the

baseline.

Additionally, the performance gap is particularly signi�cant in the Low sensory

apparatus. We speculate that this is due to two reasons: �rst, SHL is particularly

e�ective in �scarce� perceptual conditions; second, the weight update mechanism adds

dynamism to the VSRs, as the same inputs at di�erent timesteps could potentially

result in di�erent outputs.

When comparing the two shapes, we observe that the SHL controller has a more

evident advantage in the biped shape compared to the worm shape, where the perfor-

mance is more similar to the Non-plastic Neural Network baseline. Our explanation

for this behavior is as follows: the worm shape is simpler, in that movement can be

achieved more �instinctively�, and a simpler controller can coordinate the di�erent vox-

els by statically mapping inputs and outputs. Therefore, there is little margin for SHL

to improve performance.

In contrast, the biped shape is more complex, requiring coordination of the two legs

for movement. For this reason, this morphology may bene�t more from a plastic con-

troller. This observation aligns with our previous �nding that the plastic controller

achieves greater improvements with simpler sensor apparatuses. As shown earlier,

with fewer sensors, learning can better exploit the limited available input information,

whereas, with more sensors, an �instinctive� controller is su�cient.

Moreover, Figure 3.4 con�rms that, despite having four times the number of param-

eters of the Non-plastic Neural Network, the Hebbian controller succeeds in converging

to a plateau in the �tness landscape.

The results of the re-assessment, as shown in Figure 3.3, support and re�ect these

e�ects, indicating that the evolved Hebbian controllers also possess generalization abil-

ities. Additionally, Figure 3.4 demonstrates that despite having four times the number

of parameters compared to the Non-plastic Neural Network, the Hebbian controller

successfully converges to a plateau in the �tness landscape.

Upon visually inspecting the robots with evolved Hebbian controllers, we observed

that their behaviors were highly adapted for locomotion on uneven terrain: bipeds

hopped on their legs, and worms inched forward like real caterpillars. Visual inspection

is crucial as behaviors strongly indicate a potential reality gap [142, 155]. We have

made sample videos available at:https://youtu.be/bZ2Ek9ohzXI , https://youtu.

be/5tCaQTRXRp8, and https://youtu.be/q0NrstiF9AQ .

To further investigate the generalization abilities of the Hebbian controllers, we

tested their ability to recover from unexpected damage to the VSR body. Speci�cally,
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we used the following protocol: after half of the simulation time (30 s) has elapsed, the

VSR breaks down, and each voxel has a0:5 probability of breaking. Resulting in, on

average,50% of the voxels being broken for the second half of the simulation. Upon

breakage, a voxel no longer applies the actuation signal it receives from the controller,

and its area is determined only by external forces.

We conducted an experimental campaign with 10 evolutionary runs for both the

Hebbian and Non-plastic Neural Network controller types, and re-assessed the best

individuals on 10 unseen hilly terrains, as previously explained. It is important to

note that during each simulation (whether in evolution or re-assessment), the VSRs

experience damage to di�erent voxels, making the task of evolving a controller more

challenging than without damage. We found that the results under these conditions

were not signi�cantly di�erent from those obtained without damage. For brevity, we

report only the re-assessment results in Figure 3.5.

Figure 3.5: Distribution of the velocity vx across10 unseen hilly terrains for the best
individuals found in each of the10 evolutionary runs (with damages), obtained with
the two controller types (NN and SHL) on each combination of shape and sensory
apparatus. SHL is signi�cantly better than the NN baseline.

From the �gure, we can con�dently conclude that the evolved Hebbian controller is

signi�cantly more e�ective at recovering from unforeseen damage to the body. Viewed

from this perspective, controllers incorporating Hebbian plasticity are well-suited for

the design of autonomous robots.

These �ndings con�rm that SHL is an e�ective learning paradigm and that, when

combined with evolution, it excels in generalizing to unseen conditions. This leads to
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two important questions: is the Hebbian controller truly learning? Additionally, why

does it work, and what are the dynamics of the weights throughout the robot's lifetime?

We aim to answer these questions in the following two subsections.

3.3.2 RQ2: SHL �true� learning

In this section, we aim to determine if the SHL controller in our experiments is indeed

able to learn how to perform locomotion. We can consider an individual to have learned

the task if:

(a) it has built an internal representation of the experience gathered during the task,

and

(b) it is able to reuse this experience e�ectively.

This means that the Synaptic-centric Hebbian Learning controller should be able to

utilize the outcomes of the learning process after it has concluded.

Since the learning process is not instantaneous and requires the VSR to spend time

collecting the necessary experience to complete the task, there is a period after which,

if we stop the learning process, the SHL controller should have reached its optimal

performance. Conversely, if we stop the learning process too early, the VSR will not

perform at its best or may even fail to complete the task if insu�cient experience has

been gathered.

In summary, if we interrupt the update of the weights during the simulation, we

may expect two outcomes:

(a) the individual retains its ability to solve the task, or

(b) it loses its ability.

If the second scenario occurs, we might conclude that the SHL controller was not

truly learning, as described above, but rather using the ability to change the weights

as a form of neural dynamics to induce a behavior that was functional for completing

the task. In this case, stopping the learning would halt the SHL controller's ability to

exhibit the desired behavior. Therefore, interrupting the learning and observing the

outcomes can verify whether the SHL controller is genuinely learning.

Based on this assumption, we conducted the following experiment. For each of the

best VSRs evolved with the SHL controller, we saved a copy of it at every second dur-

ing the simulation, speci�cally saving the weights. For each snapshot, we created a

new locomotion task lasting60 son unseen hilly terrain and measured its performance

using the average velocityvx . However, unlike the initial solution, during this reassess-

ment, we deactivated the learning mechanism, meaning the weights were frozen, and
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we measured the performance reached by the initial solution at that time.

We present the results of this validation in Figure 3.6, in terms of median� std. dev.

across the10runs. The x-axis shows the time (ins) at which the corresponding snapshot

was taken. For brevity, we report the results only for the High sensory apparatus

con�guration, as it delivered the best results for the SHL controller. The other cases

showed qualitatively similar results.

Figure 3.6: Median� std. dev. (solid line and shaded area) of the velocityvx of the best
individuals found in each of the10 evolutionary runs, with weights frozen at di�erent
time steps of the simulation (x-axis, ins), obtained with the Hebbian controller on the
two shapes and the High sensory apparatus. SHL requires just� 10 sfor the biped and
� 5 s for the worm to converge to a high-performing weight con�guration.

From Figure 3.6, we observe that for both shapes the medianvx rises very steeply

and then stabilizes at a consistent level. It takes about10 sto 20 sto stabilize for the

biped shape, while for the worm it converges more quickly within the �rst5 s. This

observation con�rms that learning indeed takes place: after an initial settling period

(which can be seen as the actual �learning� phase), the robots achieve highvx even

with frozen weights�indicating they have acquired experience through learning and can

e�ectively use it even after learning has stopped. Moreover, it con�rms our speculation

regarding the di�erence between the two shapes, i.e., with the worm body it is indeed

simpler to reach optimal performance. We speculate that, by the timevx stabilizes,

the weights have converged to a high-performing attractor in the weight space. These

�ndings align with previous research on SHL for robotic agents, particularly in [119].

3.3.3 RQ3: SHL weight dynamics

In this section, We aim to understand why SHL works. To achieve this, we investigate

the weight dynamics underlying locomotion and see if they reveal any insights. For

conciseness, we report the results only for the High sensory apparatus, as it was the
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most e�ective (see Section 3.3.1). The results are qualitatively similar for the other

con�gurations.

Figure 3.7 shows the histograms of the relative frequency of weights at di�erent time

steps of the simulation for two sample best individuals (one per shape). Note however

that the observations reported below are valid also for the other best individuals.

Figure 3.7: Weight distributions for two sample best individuals achieved with SHL
without normalization (one per shape, both with High sensory apparatus), at three
di�erent time steps of the simulation: 1 s, 15 s, and 60 s. As can be seen, weights do
diverge.

One important aspect that is shown in the Figure 3.7 is that, by the end of the

simulation, weights diverge to assume a bell-shaped distribution centered on their initial

value of 0:0. However, there are also small clusters of values that accumulate on the

boundaries and assume very large values.

If we consider that learning takes about10 s to occur (see Section 3.3.2), the per-

sistence of weight divergence throughout the entire simulation is intriguing. We also

studied the neuron activations and found their corresponding histograms to be bimodal,

with two peaks at the boundaries (i.e.,� 1 and +1). Given that we usetanh as the ac-
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tivation function (whose output range is indeed[� 1; +1]), it is evident that activations

become saturated.

The divergence of the weights suggests that evolution might be performing a form

of synaptic pruning [72, 114], implicitly optimizing not the weights themselves, but

rather the topology of the ANNs. Figure 3.7 thus leads us to believe that Hebbian

plasticity induces some underlying �Boolean� dynamics in the ANNs. This phenomenon

is similar to what occurs with weight-agnostic ANNs [52] and �bang-bang� controllers [7],

which are continuous-action controllers that, when optimized, degenerate into binary

controllers.

To better understand the role of weight divergence, we introduce anormalized Heb-

bian model as part of an ablation study. In this representation, we normalize weights

to [� 1; +1] as w0(k+1)
ij = w(k+1)

ij = k w (k+1)
i k2, wherew (k+1)

i is the vector of pre-synaptic

weights for the post-synaptici -th neuron. In other words, at each step for every neu-

ron we divide its pre-synaptic weights by their Euclidean norm. We remark that, in

the previous experiments, weights were unbounded. In contrast, by introducing nor-

malization, we tap into the body of evidence on local synaptic competition between

neurons in vivo [36], according to which adjacent synapses modulate their strength so

as to specialize and not be subdued by the others. Moreover, with normalization, the

relative relevance of weights of does not change, which may possible prevent any bias

in the EA. The idea of studying this normalized Hebbian model is that, since we are

preventing weights from diverging, we may unveil deeper insights about the original,

non-normalized model whose weights diverged, as shown earlier.

We ran an experimental campaign of10 independent runs for the normalized Heb-

bian model, using the same parameters of the non-normalized Hebbian model. We

report the results in Figure 3.8 in terms of the �tnessvx of the best individuals at the

end of evolution and compare it with the non-normalized Hebbian model results from

Section 3.3.1. Figure 3.9 plots the histograms of the relative frequency of weights at dif-

ferent time steps of the simulation, for two (one for each shape) of the best individuals

found in the previous section.

From Figure 3.8, we �rst notice that normalizing the weights does not impact perfor-

mance and that the normalized Hebbian model reaches �tnessvx comparable (or even

better) to the non-normalized Hebbian model. Also, Figure 3.9 proves very insightful.

As expected, weights do not diverge outside of the[� 1; +1] range and distribute more

uniformly in that range. We also studied the neuron activations over time and, in

contrast with the non-normalized Hebbian model, we found that they display a clear

recurrent cyclical pattern. We conjectured the reason for this to be that the normalized
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Non-normalized Normalized

Figure 3.8: Distribution of the velocity vx of the best individuals found in each of the
10 evolutionary runs, obtained with the Hebbian controller (with and without weight
normalization to [� 1; +1]) on the two shapes and the High sensory apparatus.

Hebbian model evolves to exploit the dynamics of the underlying soft body; intuitively,

soft materials are so powerful that, in order to produce a gait, everything the controller

needs to do is to instill a cyclical recurring pattern. This hypothesis appears even more

grounded if we consider that the frequency of activation �cycles� corresponds to the

frequency of the real gait for the two shapes, being higher and more regular for the

biped (with a period of � 1:5 s), whereas lower and less regular for the worm (with a

period of � 2 s). Under this light, the dynamical system of the soft body coupled with

the dynamical system of the normalized Hebbian controller can be seen as an instance

of morphological computation [113, 129], according to which the brain o�oads part of

the computation to the body.

To test this hypothesis, we repeated the same validation used in Section 3.3.2,

analyzing the normalized SHL controllers. We report the results in Figure 3.10, where,

similarly to Figure 3.6, we plot the average velocity obtained in a snapshot after stopping

the weight update at the time indicated in the x-axis. We remark that, during the

simulation of a snapshot, we freeze the corresponding weights.

Surprisingly, the results are quite di�erent from what was observed for the non-

normalized Hebbian model in Section 3.3.2. In fact, the median average velocityvx

remains stuck at around0 m=s, meaning that individuals are not producing any useful

locomotion at all. In the non-normalized case, see Figure 3.6,vx climbed up very
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Figure 3.9: Weight distributions for two sample best individuals achieved with SHL with
normalization (one per shape, both with High sensory apparatus), at three di�erent time
steps of the simulation:1 s, 15 s, and 60 s. As can be seen, weights do not diverge.

quickly. This analysis holds for both shapes.

Our interpretation is that, while it is possible to freeze SHL (after a settling period)

in the non-normalized case, the same is not true for the normalized case. It is likely that

the dynamical system of the Hebbian controller and the dynamical system of the soft

body act in unison as a single dynamical system. Hebbian plasticity�in the normalized

case�concurs to instill the correct gait dynamics for locomotion, but this is not �true�

learning (as speci�ed in Section 3.3.2), since freezing the update of the weights results

in extinguishing an entangled portion of the dynamical system.

We conclude that unbounded weights are a necessary component in the original for-

mulation. We speculate the reason why weight divergence does not a�ect performance

may be explained in two di�erent ways. As mentioned earlier, one hypothesis is that a

sort of �Boolean� dynamics emerges in the Hebbian model. This hypothesis sounds al-

luring if we consider that, in theory, the action space for each voxel (which is continuous)

might be shrunk to a binary space with just contraction or expansion. To test this hy-
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Figure 3.10: Median� std. dev. (solid line and shaded area) of the velocityvx of the best
individuals found in each of the10 evolutionary runs, with weights frozen at di�erent
time steps of the simulation (on x-axis, ins), obtained with the Hebbian controller on
the two shapes and the High sensory apparatus, with weight normalization to[� 1; +1] .
SHL with weight normalization does not stabilize.

pothesis it would be necessary, as a matter of example, to switch from the foundational

task of locomotion to more complex ones that cannot be solved by a mere recurring

pattern. We leave this investigation for future work. Another hypothesis is that those

synapses that diverge are in fact synapses that do not contribute much to the output

and we could, in theory, prune them. This hypothesis seems even more intriguing if

we parallel it with the recently introduced �lottery ticket hypothesis� [51], according to

which optimizing a dense ANN boils down to optimizing the most e�ectively initialized

sub-networks. However, our setting is slightly di�erent, as weights are initialized at the

same value and develop over time through Hebbian plasticity. In Chapter 5, we will

consider how to include also a pruning mechanism to the SHL model. Finally, for the

sake of this study, we were not concerned with other physiological processes other than

Hebbian plasticity. For example, biological studies showed that homeostatic plastic-

ity [153] complements Hebbian plasticity to maintain the overall activity of a neuron

within the network, hence it might balance unconstrained synaptic growth.
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3.3.4 Additional experiments

In the following, we list experiments that we carried out, but delivered less interesting

results.

First, we tried to evolve � alongside theABCD coe�cients. The motivation for this

is that the joint space of� and the ABCD coe�cients is, potentially, a more expressive

representation. In particular, it might allow evolution to �nd learning rates that are

tailored to speci�c Hebbian rules, in parallel with what happens in the human brain,

where plasticity is known to operate on a di�erent timescale for the striatum and the

amygdala [24]. The results did not turn out to be signi�cantly di�erent from those

found when searching in the soleABCD space. The reason for this might be that the

EA searches more e�ectively in the more compactABCD space, or that di�ering �

values do not bene�t the SHL model, at least in the speci�c case of VSRs. So, in this

chapter, we resorted to the more compact representation between the two, i.e., the one

evolving only the ABCD coe�cients.

Second, we experimented with di�erent Hebbian models than the one having a

di�erent Hebbian rule for every synapse, that we will hereon labelfull. In particular,

we tested:

(a) a single model, where all the synapses share a single Hebbian rule;

(b) a sensorsmodel, where pre-synaptic connections of input neurons corresponding

to sensors of the same type share the same Hebbian rule and there is a unique

rule for each one of the other two layers;

(c) a post-synaptic model, where the post-synaptic connections of a given neuron

share the same Hebbian rule�this approach is similar to the one originally pro-

posed in [47];

(d) a pre-synapticmodel, where the pre-synaptic connections of a given neuron share

the same Hebbian rule (note that this last model is, at least partially, related to

the NcHL model we will introduce in Chapter 6).

We ran an experimental campaign for each of the models above, using the same

setup of the full model. The single, sensors, and post-synapticmodels turned out to

be ine�ective for all shapes and sensory apparatuses. Thepre-synaptic model, on the

other side, managed to evolve and settle on a plateau. Nevertheless, it showed lower

performance than thefull model. Since what distinguishes these models is the number

40



Chapter 3. Synaptic-centric Hebbian Learning in Voxel-based Soft Robots

of parameters to optimize, they present di�erent compactness vs. expressivity trade-

o�s. We believe these results are a consequence of expressivity, being the latter, for this

setting, bene�cial.

Finally, we experimented with the initialization of the weights at the beginning of

the life of the robot. In addition to the zero initialization adopted in this chapter, we

considered a case with initialization of the weights fromU(� 1; +1) , but we did not

�nd any statistically signi�cant di�erence. We thus resorted to zero initialization since

starting from an idle pose is more natural for a locomotion task and there is one less

causal factor.

3.4 Conclusion

Our experiments revealed several noteworthy �ndings. First, we observed that the

evolved Hebbian controllers are never worse and often better than their counterparts

based on Non-plastic Neural Network with evolved weights. This holds true for all

tested combinations of two VSR shapes and three sensory apparatuses. Moreover, while

the plastic controller has more than4 times the number of parameters a non-plastic

controller with the same structure, the optimization process converges to similar or

better performance in the same amount of time.

Second, we found that the adopted SHL model does indeed �learn�, meaning the

robots perform well even when the weight update is disabled, provided a su�cient

amount of time was previously allotted to the learning process.

Third, we discovered that unbounded weights are a necessary element of learning in

our model, as they lead to an implicit form of pruning. In addition, when we normal-

ize weights, the robot performance with learning remains comparable to that without

learning; however, if we disable the weight update, performance drops dramatically,

indicating that the robot is moving due to the dynamic induced by the update of the

weights and it has not learned to move.

Additionally, we performed a series of secondary experiments that helped us under-

stand the inner mechanisms of SHL and how to leverage its strengths to achieve better

results. For example, the initial attempts to reduce the number of parameters (see

Section 3.3.4) led us to propose the Neuron-centric Hebbian Learning (NcHL) model.

Interestingly, most of the analyses originally conducted here remain valid in the NcHL

model, which will be discussed later in Chapter 6.
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Chapter 4

Hebbian Learning as a totipotent

mechanism for body-brain evolution

The content of this chapter is based on the following paper:

Andrea Ferigo, Giovanni Iacca, Eric Medvet, and Giorgia Nadizar.Totipotent neural

controllers for modular soft robots: Achieving specialization in body�brain co-evolution

through Hebbian learning. Neurocomputing, 614:128811, 2025. ISSN 0925-2312. doi:

https://doi.org/10.1016/j.neucom.2024.128811 [45].

4.1 Introduction

In the previous chapter, we studied the potentiality of SHL to control VSRs performing

a locomotion task. In particular, we discussed how a single ANN and a simple plastic

model can perform on par with, or better than, a non-plastic controller with the same

structure. Moreover, we observed that this learning is not instantaneous, but it takes

some time before the controller converges to the optimal performance.

However, the approach that we used in the previous chapter is still rather simplistic,

in that it considers the �brain� as a single monolithic structure that controls the agent,

and the goal of the evolutionary process is to optimize either the weights (in the case

of non-synaptic controllers), or the plasticity rules (in the case of synaptic controllers)

to achieve the desired behavior.

Despite this simplicity, this approach is in any case still rather e�ective in cases

where the agent to control can be seen indeed as a single structure. Yet, one of the

main characteristics of VSRs is the inherentmodular nature of their body. This mod-

ularity can be exploited, for instance, by co-evolving the sensory apparatus of a VSR
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together with the weights of the ANN controlling it, as we did in [39]. In this case,

the number of inputs changes depending on the number and kind of sensors used (see

Section 2.1.1). In [39], we resolved this issue by evolving the genotype of a maximal

sensory con�guration and considering only the necessary information. This method,

however, has the clear disadvantage that we still need to de�ne a maximal sensory

con�guration which depends on our knowledge.

This is in contrast with the idea of an autonomous robot evolution, where, poten-

tially, the body-brain and sensory apparatus are evolved together. To reduce this gap,

in the VSR settings, Medvet et al. [104] proposed a distributed controller, where each

voxel is controlled by a di�erent ANN. In this way, the number of outputs is �xed and

it is independent of the number of voxels that compose the VSR body. By using this

modular controller, however, we still face a scalability problem, as we need to evolve

an ANN (hence the weights) for each voxel. A solution could be to use a single ANN,

but this will reduce the behavioral diversity that each voxel can express, as the output

di�ers only by the di�erent inputs perceived.

In this chapter, we aim to address this issue by using SHL: evolving a single plastic

model, which is instantiated in the di�erent voxels, we will leave to the plastic ANN

itself the duty of specializing each controller based on the di�erent experience perceived.

This process of evolving a generic block to be capable to di�erentiating into highly

specialized ones, depending on the di�erent parts of the body, is similar to one of the

most relevant proprieties of multi-cellular organisms. Indeed, a multi-cellular organism

is composed of a variety of highly specialized cells, but these cells typically originate

from a single cell that, starting from a single common �code�, the genome, develops into

a multitude of structurally and functionally specializedcells.

The capacity of non-reproductive cells, known asstem cells, to generateall the

specialized cells that constitute an organism through repeated divisions is commonly

referred to as cellular �totipotency�. This concept was introduced by the German plant

physiologist Haberlandt in the early 1900s [58], and it has been further elaborated in

various works since then [22, 88, 110].

Due to this mechanism, stem cells possess the ability to develop into any type of

body cell, ranging from muscle �bers to various blood cells, and eventually neurons

in the nervous system. Importantly, this cellular specialization is not the sole factor

contributing to the success of multicellular life forms. Structurally specialized cells can

also become behaviorally specialized, meaning they canadapt their behavior throughout

their lifetime.

For example, muscle cells modify their behavior depending on the type of training
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they receive (such as endurance versus strength training) [75]; white blood cells remem-

ber threats to our system and adjust their behavior to e�ectively counter them [138];

neurons recon�gure their connections through learning and create new synapses via the

synaptogenic process [131].

Given these observations, it is evident that both structural and behavioral adaptation�

across various spatial scales, from cells to the entire body�are crucial for an organism's

success. Furthermore, adaptation occurs across multiple temporal scales, playing a sig-

ni�cant role both during an organism's lifetime andbeyondit, through evolution. Eiben

and Hart recently encapsulated the concept of adaptation during and beyond an indi-

vidual's lifetime with the phrase: �If it evolves, it needs to learn� [33]. Although this

idea was speci�cally introduced in the context of morphologically evolving robot sys-

tems [98], it can be argued that it also applies to other �elds, including biology, where

there is an interaction between evolution and adaptation/learning.

In this chapter, as previously mentioned, we expand on this concept by speci�cally

examining the interplay betweenspecialization, learning, and evolution, with a partic-

ular focus on body-brain co-evolution. Speci�cally, we aim to replicate the totipotency

mechanism in VSRs, by allowing both the body (the arrangement of voxels) and the

brain (the ANN controlling each module) to undergo a co-evolutionary process aimed

at optimizing the robot's locomotion abilities.

The modular nature of these robots presents an excellent opportunity to replicate

and study the specialization mechanismin silico. We hypothesize that, formodular

evolving entities, the principle �if it evolves it needs to learn� should be extended to �if

it evolves and learns, it needs to specialize�at the level of its modules. In this analogy,

totipotent cells in living organisms are compared to totipotent ANN-controlled modules,

where specialization is achieved through Hebbian Learning [11]. This learning process

allows the ANN weights to adapt di�erently for each module during the execution of

the locomotion task.

To our knowledge, this is the �rst study to integrate three key concepts into a single

model: modularity, leading tospecialization at the module level,learning , particu-

larly through Hebbian Learning, and evolution, speci�callybody-brain co-evolution .

Previous research [33, 64, 133] has already demonstrated that learning bene�ts the co-

evolution of robot bodies and brains. This is likely because robots that can adapt

during their lifetime explore a broader search space than non-plastic agents, akin to the

Baldwin e�ect [6, 90]. Our work advances this concept by allowing learning to function

independentlywithin the robot's modules, requiring them to collaborate to achieve a

common objective. This approach can be viewed as an example ofcollective intelli-
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gence[100, 116]. Notably, since the modules in our robots are identical in mechanical

properties, structure, and initial ANN weights, Hebbian Learning enables us to distin-

guish the e�ects of specialization (i.e., determining if and how identical modules behave

di�erently) from the co-evolution of the robots' bodies and brains.

Additionally, as discussed in Section 2.2.1, Hebbian Learning can also be seen as a

form of unsupervised learning: the ANNs controlling the robot modules adapt based on

internal rules that emerge from evolution, rather than an external reward signal. Our

targeted experiments reveal that the di�erentiation of modules (in terms of position

and sensory information access) within the robot is enough to drive SHL to specialize

the ANNs into di�erent high-performing modules.

This chapter can be seen as a direct continuation of the research presented in the

previous chapter, combined with concepts borrowed from Medvet et al. [106]. In the

previous chapter, we in fact explored the evolution of SHL controllers while keeping

the VSR morphologies �xed, comparing Hebbian Learning with the direct evolution of

Feed-Forward ANN weights, and focusing on generalization and robustness. In [106],

authors examined the co-evolution of VSRs bodies and controllers with directly encoded

ANN weights, but without incorporating Hebbian Learning. This chapter combines the

two approaches, investigating the co-evolution of body and controllerwith Hebbian

Learning, and focusing on the emergence of specialization as a result of both mecha-

nisms.

4.2 Related works

In the following, we brie�y review the literature related to the three main concepts

mentioned earlier which are used in this chapter, namely specialization, learning, and

body-brain co-evolution.

4.2.1 Specialization

As discussed before, a totipotent cell is a stem cell capable of di�erentiating into any

other cell type. Notably, neurons can further specialize their behavior through a process

known asneural di�erentiation [73], becoming functionally specialized based on their

position in the brain and, more broadly, within the nervous system.

In the �eld of ANNs, di�erent works explored similar forms of specialization at

neural level, both in the case of a single task, e.g., object recognition [29], and in the

case of a single ANN optimized for multiple tasks [165]. These works reached the same
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conclusion: after training, the ANN is divided into functionally specialized areas.

Beyond the domain of ANNs, recent work [100] has shown that in multi-agent rein-

forcement learning (MARL), where the goals of a group of agents arealigned, special-

ization emerges as a facilitator for cooperation. Similar �ndings are reported in [164],

where the authors discovered that in the context of public games, social sanctioning

can regulate specialization within a group of agents.

Additionally, Kosak et al. [86] proposed a mobile multi-robot system in which agents

can autonomously recon�gure themselves, e�ectively achieving a form of totipotency

both in silico and with real robots. This study primarily focuses on the hardware

and system organization enabling the recon�gurability of robotic agents, whereas our

research emphasizes the adaptation mechanisms that lead to the emergence of special-

ization.

In the realm of modular robotics, Auerbach and Bongard [2] examined how di�erent

parts of an agent's body could specialize in performing a task comprising two sub-tasks,

illustrating how modules might specialize for one or both tasks.

More recently, Whitman et al. [159] explored specialization in modular soft robots.

However, their approach di�ers from ours in that modules were manually designed and

then assembled to achieve specialized patterns within the collective agent.

In summary, while specialization has been extensively studied in multi-agent systems

(MAS) and within modules of modular robots, few works have focused on neural-level

specialization�speci�cally, the specialization of individual neurons or groups within

a single ANN. To our knowledge, no prior studies have explored the specialization of

a single ANN into multiple ANNs for controlling modular robots, which is a unique

aspect of our model.

It is important to note that this type of specialization di�ers from scenarios where

a single ANN learns to handle multiple tasks, a situation known to su�er from �catas-

trophic forgetting�e�ects [84, 118, 169]. This e�ect occurs when an ANN specializing

in a new task tends to forget how to perform previous tasks it has learned.

4.2.2 Learning

A well-established fact in the evolutionary theory is that learningduring an agent's

lifetime��speci�cally, adapting the brain (i.e., the controller) while executing a given

task�is crucial for achieving improved results compared to approaches relying solely

on evolution, especially in complex scenarios. The signi�cance of learning has been

recognized in both natural [6] and arti�cial evolution contexts [71, 91]. In both cases,
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learning fundamentally involves altering how the agent's brain processes information

from the environment during its lifetime (e.g., during the task execution in arti�cial

evolution). This capability is known asneural plasticity, and can be categorized into

structural or functional plasticity [144], as we have already discussed in Chapter 2

and Section 3.2. We will see an example of a combination of both structural and

functional plasticity in the next chapter, where we will present our SBNN model, which

takes inspiration from synaptogenesis by applying a pruning algorithm and a plasticity

mechanism to incrementally modify the ANN during the agent's life.

Other research e�orts have focused instead on reducing the complexity of plasticity

rules and parameters within ANNs. For instance, Pedersen and Risi [130] have ex-

plored clustering rules to simplify plasticity management, grouping the rules to reduce

the number of parameters. As we will discuss in Chapter 6, another possibility is to

assign plasticity to neurons rather than synapses, which makes the number of Hebbian

parameters scale with the number of neurons instead of the number of weights.

4.2.3 Body-brain co-evolution

Body-brain co-evolution, where the body typically refers to the mechanical parameters

of a robot and the brain is represented by an ANN, has been extensively explored

in evolutionary robotics. The premise is that co-evolving, or co-optimizing, both the

robot's brain and body can mitigate biases and reduce the e�ort required for human-

designed solutions. This approach is particularly crucial in modular robotics, where the

search space for morphologies can be vast and challenging to navigate [167].

Recent studies focused on analyzing the �tness landscape of morphologically evolv-

ing robots [150], highlighting the importance of selecting appropriate representations

to achieve high-quality results when simultaneously optimizing the body and brain of

robots. This research underscores the signi�cance of e�ectively integrating morpho-

logical evolution with neural architecture optimization to advance the capabilities and

e�ciency of robotic systems.

Co-evolving the brain and body of a robot o�ers several advantages, including

the ability to achieve a balanced relationship between morphological complexity and

controller e�ectiveness [64, 77, 156]. This approach contrasts with evolving either

the robot's morphology or its controller in isolation, as highlighted in previous stud-

ies [60, 123].

One notable bene�t emphasized by Pagliuca and Nol� [126] is the superior perfor-

mance that often arises from the ability to concurrently adapt morphological traits to
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complement control strategies, and vice versa. This dynamic interaction can lead to

more robust and e�cient robotic systems.

However, it is also worth noticing that Mertan and Cheney [108] raised a cautionary

perspective, pointing out that body-brain co-evolution may sometimes lead to prema-

ture convergence on sub-optimal solutions. This observation underscores the complexity

and challenges inherent in balancing the co-evolutionary dynamics of robot morphology

and neural controllers to achieve optimal performance.

Indeed, using a single centralized controller in body-brain co-evolution can be chal-

lenging due to the fact the structure of the ANN may not e�ectively match the character-

istics of the robot's body [33]. One e�ective strategy to mitigate this issue is employing

a modular controller approach, where di�erent controllers are dedicated to each module

of the robot's body. This modular approach reduces the complexity of adapting a single

controller to di�erent body shapes and minimizes the number of parameters that need

optimization [74, 89]. This modular strategy aligns with the approach taken in this

chapter.

As a �nal note, it is important to remark that when a modular controller is used

di�erent input-output settings are possible. For instance, each module can take as

input the inputs of the adjacent controllers [107]. Or, it can take as input also the

outputs of the adjacent controllers [118, 134]. Some recent works have proposed using a

self-attention mechanism [132]. Moving even further, Pontes-Filho et al. [135] proposed

a modular controller based on Neural Cellular Automata, which could be used to �rst

encode the body, during an initial developmental phase, and then control the agent

behavior, during the working phase.

4.3 Experimental evaluation

As introduced before, the aim of this chapter is to explore the capability of Hebbian

Learning to specialize, while coevolving the body of the VSR. We divided this investi-

gation into two research questions, namely:

RQ1 Does Hebbian Learning have a positive impact on the body-brain co-evolution?

Are the resulting VSRs more e�ective than those without Hebbian Learning?

RQ2 Why is Hebbian Learning bene�cial? Does its e�ectiveness depend on how SHL-

based controller leverages specialization?

To address these questions, we conducted a two-part analysis. First, we explored
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the body-brain co-evolution of several VSRs, optimizing them for locomotion and com-

paring the performance of NN with that of SHL (RQ1 ). Next, we analyzed the evolved

VSRs and their controllers to understand the reasons for the performance di�erences

between those with NN and those with SHL, particularly looking for signs of controller

specialization in di�erent voxels (RQ2 ).

4.3.1 RQ1: SHL e�ectiveness

We conducted 30 independent runs of the evolutionary algorithm described in Sec-

tion 2.3 with parameters set as follows:npop = 40, nevals = 25 000, and � = 0:35. These

values, along with other task-speci�c parameters, were determined based on previous

experiments with similar robots [41, 43]. For the VSR task, we sett �nal = 180 s and

t init = 5 s. In terms of representation, we setw = h = 10 (indicating the evolved VSRs

are at most 10x10 voxels in size) and used a �xed architecture with a single hidden

layer for both the NN and SHL controllers. This architecture, with the same number of

input neurons, resulted in 117 synapses (consideringjr j + 4 inputs, plus 1 for the bias,

and 5 outputs) for both types of ANN, givingp = j� j = 117 parameters to optimize for

the NN and 468 for the SHL (4x117). The same architecture was used for the NN in the

indirect body representation, see Equation (2.1), resulting in 9 additional parameters.

Consequently, the body-brain optimization was performed inR126 for the NN and in

R477 for the SHL.

Following the results from Chapter 3, we know that the� parameter (which we

remember is the learning rate scaling the� w, see Section 2.2.1) plays a pivotal role

in the adaptation of the SHL-based controller. Hence, we decided to experiment with

two values: 0:01 and 0:1. We chose these two values as they are typically employed in

similar studies, e.g. [130], and we deem them representative of two di�erent learning

dynamics (i.e., a slower and a faster learning process).

Figure 4.1 summarizes the results of these experiments, displaying the �tnessvx of

the best individual in the population during evolution. It includes one line for each of

the three variants: NN (used as a baseline comparison), SHL with� = 0:01, and SHL

with � = 0:1.

The �rst observation from Figure 4.1 is that Hebbian Learning signi�cantly bene�ts

the body-brain co-evolution of VSRs. Robots with SHL are generally faster than those

with NN, regardless of the� value. This result was achieved using the same evolutionary

algorithm and number of �tness evaluations, despite the larger search space for SHL

(R477 versusR126).
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NN
SHL (� = 0:01)
SHL (� = 0:1)

Figure 4.1: Median� standard deviation (across30 runs) of the velocity vx of the best
individual during the evolution. VSRs equipped with SHL are in general faster than
those equipped with NNs.

For each pair of variants, we conducted a statistical signi�cance test, speci�cally a

one-sided Mann-Whitney U rank test, after verifying the necessary hypotheses. The

null hypothesis was that the distribution of vx for the �rst variant is statistically lower

than or equal to that for the second variant. Thep-values were0:0007for NN vs. SHL

(� = 0:01), 5 � 10� 7 for NN vs. SHL (� = 0:1), and 0:01 for SHL (� = 0:01) vs. SHL

(� = 0:1), indicating that in all the cases the di�erences are statistically signi�cant.

We sought to explain the better performance of VSRs using Hebbian Learning in

terms of body-brain coupling. As noted by Nadizar et al. [115], �nding a unique con-

troller for each module of a modular robot while also optimizing the body is challeng-

ing [93]. This challenge is even greater for modular soft robots because their softness

makes the body more in�uential on behavior, making the brain more sensitive to body

changes [103]. We speculate that the ability of SHL to adapt synaptic weights based on

the ANN's processes enables the initially identical SHL to di�erentiate in various voxels,

thus better handling body variability during evolution. This speculation is discussed in

more detail in Section 4.3.2.

To gain deeper insights into the results summarized in Figure 4.1, we conducted a

detailed analysis of the behaviors of the 30 best VSRs for each of the three variants.

Speci�cally, we computed their average speed in di�erent subsequent phases of their

�life�, each lasting180 s. We divided this period into four 30 sphases and calculated the

average speed for each phase. The results of this analysis are presented in Figure 4.2,

which displays the distribution of average speedvx for the three variants across the four

phases using box plots.
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NN
SHL (� = 0:01)
SHL (� = 0:1)

Figure 4.2: Distributions (across30 runs) of the average velocity of the best robots
during four consecutive intervals in the task (each lasting30 s). VSRs equipped with
SHL do learn: they are faster after30 sthan at the beginning. With a lower learning
rate � , they take longer (w.r.t. greater� ) to become equally fast.

From Figure 4.2, we can draw two observations. First, the average speedvx in the

initial 30 s is statistically lower than in the later phases. While this speed increases

signi�cantly in the �rst 30 seconds, the improvement between the second and third

phases (30� 60 s and 60� 90 s) is marginal. Similar to our previous observations (see

Chapter 3), this suggests that the VSRs' plastic controllers are learning how to move.

This form of adaptation is not visible in VSRs equipped with non-plastic NN.

Second, while, as expected, the variant with� = 0:01 results in slower learning,

the �nal speed achieved by SHL-equipped robots is approximately the same regardless

of the � value. Therefore, the di�erence between the two lines corresponding to SHL

variants in Figure 4.2 can be attributed more to the speed of learning rather than the

actual search e�ectiveness.

Regarding the bodies, Figure 4.3 displays a representative subset of the evolved

solutions (speci�cally, those corresponding to seeds1 to 10). Visually, there are no

apparent di�erences among the bodies. For example, the �stair�shape appears in all

three settings: the 5th for NN, the 9th for SHL (� = 0:1), and the 1st for SHL (� = 0:01).

NN

SHL (� = 0:1)

SHL (� = 0:01)

Figure 4.3: Samples of bodies evolved with the three variants (for seeds1 to 10). There
are no apparent di�erences between variants in terms of the shape of evolved bodies.
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We further analyzed the bodies using the descriptors presented in [106]. Speci�cally,

we measured theelongationand compactnessof the bodies. Intuitively, elongation mea-

sures the ratio between the width and height of the body, while compactness describes

the extent of empty spaces within the body. A two-sided Mann-Whitney U rank test

con�rmed no statistical di�erences for these descriptors1.

In the next section, we discuss an additional set of experiments and analyses con-

ducted to understand the reasons behind the superior performance of SHL-equipped

robots compared to those not utilizing Hebbian Learning.

4.3.2 RQ2: SHL specialization

In the previous section, we observed a clear performance increase with the introduc-

tion of SHL. Therefore, we conducted additional analyses to investigate the underlying

causes of this improvement. We hypothesized that, since Hebbian Learning allows each

ANN in a voxel to learn from its experience, this could lead the ANNs to di�erentiate

their behavior based on their role (and position) in the VSR body, thereby facilitating

evolution and enhancing the overall VSR performance.

To test this hypothesis, we performed two experiments on the evolved VSRs: one

online and one o�ine. In the online experiment, we observed and analyzed the SHL con-

trollers while they operated within the robots. In the o�ine experiment, we extracted

the SHL from the voxels and conducted further analyses using arti�cially generated

inputs.

Due to the signi�cant computational cost, we conducted these experiments on a

subset of 10 (out of 30) VSRs obtained in Section 4.3.1, speci�cally those corresponding

to seeds1 to 10 (i.e., the bodies shown in Figure 4.3).

Online analysis

Our �rst analysis aims to verify the following two hypotheses: (H1 ) learning is actually

occurring in Hebbian controllers, and (H2 ) there is some form of specialization in the

voxels guided by the learning process. By �learning is actually occurring�, similar to

what we discussed in Chapter 3, we mean that Hebbian Learning is guiding the weights

towards values that enable the VSR to accomplish its task, even without additional

learning. This contrasts with an alternative hypothesis where VSRs succeeds solely

1Some selected videos of the VSRs performing the locomotion task are available athttps:
//tinyurl.com/4ye6nkpu .
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due to the dynamics induced by Hebbian Learning. By �specialization�, we mean that

voxels' ANNs become functionally di�erent from one another after the learning process.

To test these two hypotheses, for each of 10+10 VSRs equipped with SHL (10 for

each value of� ), we proceeded as follows: First, we performed a simulation of60 swhere

we let the VSR learn according to its evolved Hebbian rules. Then, we considered three

di�erent re-assessment conditions, namely:

1. With learning : In this case, for each seed, we cloned the resulting VSR (with its

learned weights) and we re-assessed it in another60 ssimulation, where we allowed

the VSR to continue learning.

2. Without learning : As in the previous setting, but in this case we disabled Hebbian

Learning in the new60 s simulation, i.e., we �froze� all the weights to their values

reached after the initial learning phase.

3. Homogeneous controller : In this case, for each seed we copied the weights of one

of the voxels ANNs into all the other ANNs, obtaining a homogeneous controller.

We repeated this evaluation for each of the voxels ANNs, hence obtaining as many

clones as the number of voxels. Each of these clones was then re-assessed in another

60 ssimulation, disabling Hebbian Learning.

We show the results of this online analysis in Figure 4.4, where we report the ve-

locities vx achieved in each of the three aforementioned cases for each of the evolved

VSRs (one per subplot, divided by� values on the rows). Note that, while in the �rst

two settings (�With learning� and �Without learning�) we have one re-assessment per

original VSR (i.e., for each seed), resulting in a single value per subplot, in the third

setting (�Homogeneous controller�) we obtain a distribution of velocities for each seed,

with the number of values equal to the number of voxels constituting the VSR (hence,

a boxplot).

By comparing the �rst two velocities in each plot (i.e., those achieved with Hebbian

Learning enabled and disabled, respectively), we can draw conclusions regarding the

occurrence of actual learning. In fact, in all but one case (� = 0:01, 8th robot), the

two values are close to each other, indicating that, after the initial learning phase, the

weights of each ANN have converged to values that e�ectively control the VSR, and

Hebbian Learning is no longer necessary (although not detrimental). Hence, we can

con�rm the occurrence ofactual learning (H1 ). Interestingly, this is similar to what we

observed in Chapter 3, suggesting that this capability is indeed a characteristic of the

54



Chapter 4. Hebbian Learning as a totipotent mechanism for body-brain evolution

plasticity model (Hebbian Learning) and not related to the controller (centralized/dis-

tributed).

With learning Without learning Homogen. controller

Figure 4.4: Velocities measured during the re-assessment of the evolved VSRs: one row
per learning rate � , one column per VSR (seeds1 to 10), one color per re-assessment
condition.

Moving on to our second hypothesis (H2 ), concerning specialization, we can draw

conclusions by examining the rightmost distribution in each subplot. Among these dis-

tributions, we can identify two main scenarios: one with signi�cant spread and another

with less spread.

In the �rst case (largely spread distributions), the velocities range from very low

values, indicating nearly idle VSRs, to values comparable to those achieved without

any controller alteration. These distributions suggest that some voxels' ANNs have

specialized to such an extent that they are unsuitable for controlling other voxels, re-

sulting in a notable performance drop when used in a homogeneous controller. However,

the tops of the distributions indicate that for some other voxels, specialization is less

pronounced, making their local ANNs versatile enough to e�ectively control any voxel

in the VSR.

In the second case (less spread distributions), the velocities are more consistent, im-

plying less specialization among the voxels' ANNs. This means that the local ANNs are

more interchangeable and can control di�erent voxels with relatively similar e�ective-

ness. Overall, these observations support the occurrence of specialization (H2 ), with

varying degrees of specialization among di�erent VSRs.

In the latter case, with denser distributions, we can still distinguish between high
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and low specialization scenarios. When the distribution is centered around high-velocity

values, it indicates low specialization, meaning that all ANNs are versatile. Conversely,

when the distribution is centered around low velocities, it suggests high specialization,

where almost every ANN can only e�ectively control the voxel it was evolved for.

We did not enable learning when re-assessing the VSRs in the homogeneous con-

troller condition. The rationale was to measure the impact of an ANN being forced

to operate in di�erent conditions from those it had possibly specialized for. Enabling

learning might have allowed the ANN to re-adapt to the new conditions, potentially

complicating the interpretation of the experiment's results.

Summarizing, we can con�rm that some voxels in the SHL have specialized, although

the specialization phenomenon is neither uniform across VSRs nor consistent across the

voxels of a single VSR, despite all voxels being governed by the same Hebbian rules.

This variability in specialization could depend not only on the speci�c Hebbian rules

con�guration achieved by the end of the evolution but also on the unique experiences

each voxel (and the SHL embedded in it) undergoes.

To further investigate this matter, we conducted an o�ine analysis, which is de-

scribed in the following section.

O�ine analysis

Building upon the �ndings of the previous section, we hypothesized that specialization

in a voxel could be driven by its �experience�, i.e., by the stimuli to which a given SHL

is subjected while it is learning, in conjunction with the set of evolved learning rules.

To test this hypothesis we conducted an o�ine analysis, aimed at: (a) assessing how

di�erent the stimuli of di�erent voxels are and (b) evaluating how diverse the SHL

behavior becomes in terms of responses to the same set of stimuli.

As a preparatory phase for our analysis, we gathered10 VSRs for each controller

(NN, SHL with � = 0:1, and SHL with � = 0:01) from the experiments in Section 4.3.1,

speci�cally, those related to seeds1 to 10. Then, we simulated them for60 s. During

these simulations, at each control time step, we collected and saved the input vector of

each ANN of the VSR. Additionally, for the VSRs controlled by SHL, we also saved a

clone of the VSR with its achieved weight con�guration atts 2 0:25; 15; 30; 45.

Following this data collection phase, we proceeded with the o�ine analysis.

To address the �rst point (di�erence in stimuli), we began by examining the collected

inputs, i.e., the various stimuli to which the di�erent ANNs are subjected. We recall

that at each time step k, the input vector of an ANN, x (k) 2 [0; 1]8, is de�ned as
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the concatenation of the sensor readings (r (k) 2 [0; 1]4) and the communication values

coming from its four direct neighbors:

x (k) :=
h
r (k) i (k� 1)

" i (k� 1)
 i (k� 1)

# i (k� 1)
!

i
: (4.1)

To evaluate how di�erent the experiences of the voxels of the same VSR are through-

out their lifetime, we relied on the inputs distance matrixD . For each VSR, we com-

puted D as:

D = di;j =
1

nts

n tsX

k=0






 x (k)

i � x (k)
j








2
; (4.2)

wherents = 240 corresponds to the total amount of control time steps performed in a

60 ssimulation, and x (k)
i indicates the input vector of thei -th voxel at the k-th control

time step. In plain words, we introduced a matrix where each element quanti�es the

average distance between the inputs of each pair of ANNs of a VSR. By observing these

matrices for all the considered VSRs, we can draw some conclusions regarding how

diverse the inputs of di�erent ANNs are.

We report all the computed matrices in Figure 4.5, grouped by controller type (NN

and the SHL with the two di�erent values for � ) on the rows and VSRs (i.e., seeds of the

evolutionary runs that achieved them) on the columns. To facilitate visualization and

pattern discovery in the matrices, we ordered the voxels according to theirconnectivity,

i.e., the presence or absence of neighbor voxels on the four sides (with24 � 1 di�erent

values). As a result, any two voxelsi and i + 1, considered when computingD , can

be either of the same types in terms of connectivity (i.e., they have the same free and

connected sides) or di�er by at most one connected side (e.g., thei -th voxel has all

sides connected while thei + 1-th has the top side free).

Figure 4.5: Average pairwise distance between inputs observed by the ANNs of each
VSR (grouped by controller type on rows, and VSR on columns (seeds1 to 10), during a
simulation of 60 s. The ANNs embedded in di�erent voxels of the same VSR experience
di�erent inputs.
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Given this representation choice, we can clearly highlight a checked pattern in the

matrices of Figure 4.5, which suggests that similar connectivity corresponds to sim-

ilar experiences in the voxels. This pattern likely arises because voxels sharing the

same connectivity typically play similar roles in the robot: for example, �back� voxels

will typically have only the upper side free, whereas �core� voxels will have all sides

connected. The square-colored blocks indicate that the average distance in the input

space is approximately the same between pairs of voxels belonging to the same two

connectivity families (i.e., having the same role).

Further con�rming this, the checks are lighter (indicating smaller distances) around

the diagonals, where the distance is computed between voxels of the same type.

When we compare the matrices, we also notice that for some VSRs, the distances

are larger (the map appears darker in some points) than for others. This does not

appear to be correlated with learning, as we observe darker areas in all three rows

(corresponding to NN, SHL (� = 0:01), and SHL (� = 0:1)). Instead, we attribute

these di�erences to the diverse gaits achieved by the VSRs, which may lead to weaker

or stronger di�erences in the inputs perceived by the voxels.

Given these results, we can conclude that di�erent voxels do indeed experience

di�erent stimuli during their lifetime and that these di�erences depend mostly on two

factors, namely: (1) the role of the voxel, expressed by its connectivity, and (2) the gait

achieved by the VSR.

To proceed with evaluating how diverse the learned ANNs become in terms of re-

sponse to the same stimuli, we started by identifying a set of representative inputs. To

this end, we partitioned the space of collected inputs intonc = 25 clusters2 with the

K-Means clustering algorithm and selected thenc resulting centroids as representative

stimuli for the later analysis.

Having obtained nc representative inputs, we employed them to compute the spe-

cialization matrix S of all the saved VSRs. We computed the specialization matrixS

of a VSR as:

S = si;j =
1
nc

X

x c2 C

jjANN i (x c) � ANN j (x c)jj 2 ; (4.3)

whereC indicates the set ofnc previously computed centroids, and ANNi indicates the

ANN pertaining to the i -th voxel. Simply put, each element ofS quanti�es the average

distance in the output space across some representative inputs for the two considered

voxels. Clearly, the larger the average distance, the more functionally di�erent the vox-

2We repeated the analysis with various values ofnc, observing negligible di�erences in the �nal
outcomes.
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