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 A B S T R A C T

To meet the growing demand for cloud computing services, the scale and number of data centers keeps 
increasing worldwide. This growth comes at the cost of increased electricity consumption, which is directly 
correlated to CO2 emissions – the main driver of climate change. Therefore, researching ways to reduce 
cloud computing emissions is more relevant than ever. However, despite cloud providers are reportedly 
already working near optimal power efficiency, they fail to provide precise sustainability reporting. This calls 
for further improvements on the cloud computing consumer’s side. To this end, we propose a user-centric, 
Kubernetes-based architecture for green cloud computing. We implement a carbon intensity forecaster and we 
use it to schedule workloads based on the availability of green energy, exploiting both regional and temporal 
variations to minimize emissions. We evaluate our system using real-world traces of cloud workloads execution 
comparing the achieved carbon emission savings against those of a baseline round-robin scheduler. Our findings 
indicate that the proposed system can achieve up to a 13% reduction in emissions in a strict scenario with 
heavy limitations on the available resources.
. Introduction

Over the past few decades, cloud computing has become the back-
one of modern digital infrastructure, enabling the scalable and flexible 
eployment of computing and storage resources with global availabil-
ty. The demand for these services continues to grow, driven by the 
roliferation of Artificial Intelligence services based on Large Language 
odels (LLMs), Software-as-a-Service (SaaS) applications, Internet of 
hings (IoT) environments, and content distribution. To meet the in-
reasing demand for computing resources, the scale and number of 
ata centers have continued to grow. This expansion, however, has 
ed to significant increases in electricity demand. Today, data centers 
re estimated to consume 1% of the globally available energy each 
ear (more than 200TWh), and this usage is estimated to increase 
o 13% by 2030 [1]. As electricity consumption is a major source 
f CO2 emissions, which drive climate change contributing to the 
reenhouse effect, this increased demand also has substantial envi-
onmental implications. Currently, data centers account for 0.3% of 
lobal emissions, and this share is projected to grow alongside the 
ising electricity consumption [2]. Identifying sustainability solutions 
o reduce the carbon footprint in cloud computing environments has 
hus become imperative.

∗ Corresponding author.
E-mail address: sandro.fiore@unitn.it (S. Fiore).

Cloud providers have adopted multiple strategies to mitigate their 
environmental impact. Green energy usage has increased through the 
purchase of Renewable Energy Certificates (RECs) and the deployment 
of on-site generators of renewable power [3–6]. Electricity consump-
tion has also been reduced by upgrading hardware with more power-
efficient components, such as processors with lower idle power usage 
and denser, more energy-efficient storage devices. Software improve-
ments have also been adopted, such as advancements in virtualization 
for the consolidation of workloads on fewer servers. Overall, the impact 
of these measures is reflected in the steady decrease in Power Usage 
Effectiveness (PUE) of data centers as reported by cloud providers [1].

However, despite the reported efficiency improvements, cloud
providers fail to provide precise reporting of sustainability metrics, 
such as the electricity consumption and carbon footprint of specific 
workloads or the embodied emissions of hardware components [7–9]. 
This lack of transparency limits the trustworthiness of sustainability 
claims and highlights the need for complementary measures to be im-
plemented on the cloud consumers’ side with software-based solutions 
to further mitigate the environmental impact.

To this end, aligning the scheduling of workloads with the avail-
ability of green energy has emerged as a promising approach. The 
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amount of carbon emissions associated with electricity consumption 
varies greatly depending on the sources used to power the underlying 
grid. Regional and temporal patterns can be observed depending on 
the availability of green energy and the technologies employed for 
generation. For example, solar power can be harnessed in regions 
with rich solar exposure, but is available only during daylight hours. 
Hydroelectric power, instead, is abundant in regions with ample water 
resources depending on seasonal precipitation patterns.

Carbon intensity variations can thus be exploited to optimize the 
scheduling of cloud workloads to minimize their carbon footprint. 
Many cloud workloads present temporal and spatial tolerance. Non-
critical jobs can be delayed up to a final deadline, for example, in 
the case of integration testing executed overnight before the next 
day. For non-interactive jobs that do not require timely responses to 
users, such as Machine Learning training processes, their insensitivity to 
latency can be leveraged to relocate them to areas with a lower carbon 
intensity.

To enable carbon-aware scheduling of cloud workloads, forecast-
ing future carbon intensity levels is essential. As carbon intensity 
varies over time, it can be effectively represented as time series data. 
Advances in Machine Learning techniques have shown that meth-
ods such as Deep Learning are promising approaches to time series 
forecasting [10], even outperforming classical statistical methods [11,
12].

In this study, we propose a Kubernetes-based architecture for reduc-
ing the carbon footprint of cloud workloads. A user-centric approach is 
adopted by considering information and APIs available on the cloud 
computing consumers’ side. Carbon-aware scheduling is implemented 
considering both approaches of space- and time-shifting scheduling to 
identify the best region and period in which to allocate workloads. 
This is enabled by the development of a forecaster component that 
can generate future carbon intensity levels at geographically distributed 
regions. To summarize, the main contributions of this study are:

• A comprehensive carbon-aware scheduling approach that consid-
ers the combined effects of both spatial and temporal workload 
shifting to optimize carbon footprint.

• A time series-based forecaster for future carbon intensity levels at 
geographically distinct regions.

• A practical Kubernetes implementation that addresses limitations 
in prior research by focusing on consumer-level cloud resource 
allocation rather than infrastructure-level solutions. The imple-
mentation is open source and available on GitHub.1

The rest of this article is structured as follows. Section 2 analyzes 
other relevant architectures from state-of-the-art studies. Background 
information about the concepts and technologies used in this study is 
then presented in Section 3. The proposed formulation of sustainable 
cloud computing scheduling is presented in Section 4, while Section 5 
describes its implementation within the presented architecture. The ex-
perimental evaluation of the proposed system is presented in Section 6. 
Finally, Section 7 wraps up the study, providing insights for future 
developments.

2. Related work

Reducing the carbon footprint of computation has become a prob-
lem of great research interest due to its increasingly severe impact. In 
the context of cloud computing, aligning the execution of workloads 
with the availability of green energy has proven to be a promising ap-
proach to minimizing their carbon footprint. In previous research, var-
ious architectures have been proposed for carbon-aware scheduling of 
cloud workloads, exploiting both geographical (space-shift scheduling) 
and temporal (time-shift scheduling) variations.

1 https://github.com/HPCI-Lab/greenops-project-setup.
2 
2.1. Space-shift scheduling

The minimization of the carbon footprint of cloud workload by 
offloading across geographically distributed clusters according to the 
availability of renewable energy is referred to as ‘‘space shifting’’ 
scheduling.

Various optimization models adopting this approach have been pro-
posed. Garg et al. [13] introduced a set of heuristic policies to schedule 
HPC cloud workloads between multiple data centers, achieving a trade-
off between minimizing carbon emissions and maximizing profit. Doyle 
et. al [14] used Voronoi cells to assign requests to various data cen-
ters to minimize latency, carbon footprint, and electricity costs. Kaur 
et al. [15] formalized a multi-cluster scheduler composed of a workload 
classifier and a multi-objective problem to achieve a trade-off between 
carbon emissions, Service Level Agreements (SLA) agreements, and 
energy costs. Xu and Buyya [16] proposed the specification of a multi-
cloud workload scheduling algorithm designed to maximize renewable 
energy utilization through the brownout mechanism, which selectively 
disables optional application features to enhance sustainability.

Practical implementations of these models have also been explored. 
James et al. [17] presented a Kubernetes scheduler extension in a multi-
cloud setting that accounts for the local air temperature at data centers. 
Similarly, Kaur et al. [18] introduced KEIDS, a Kubernetes system for 
scheduling IoT jobs in a multi-cloud setting that achieves optimal server 
consolidation while avoiding CPU interference.

The carbon footprint reductions achievable through geographical 
offloading are greatly reduced when strict latency limits need to be 
considered, such as in the case of services requiring timely interactions 
with users [19]. Still, spatially distributed workload scheduling has 
also been investigated in the context of web services and the Function-
as-a-Service (FaaS) paradigm. Toosi et al. [20] proposed a weighted 
load-balancer that redirects web requests to multiple data centers to 
maximize renewable energy usage. Souza et al. [21] implemented 
Casper, a Kubernetes scheduler extension for load-balancing web re-
quests between various data centers. Murillo et al. [22] described 
a load-balancing algorithm for managing Content Delivery Networks 
(CDNs) with a tradeoff between emissions, costs, and latency with 
long-term migration of server capacity to greener regions. Chadha 
et al. [23] proposed a Kubernetes scheduler extension called Green-
Courier for distributing serverless functions across multiple clusters. 
Gsteiger et al. [24] implemented Caribou, a Python middleware library 
for the automatic fine-grained deployment of serverless functions across 
different regions.

2.2. Time-shift scheduling

Minimizing the carbon footprint of cloud workloads by aligning 
their execution time with periods of ample green energy availability 
is referred to as ‘‘time shifting’’ scheduling.

Various models adopting this approach have been proposed. Goiri 
et al. [25] implemented GreenSlot, a greedy workload scheduler that 
maximizes renewable energy usage based on solar power forecasts. 
Radovanovic et al. [26] presented the Virtual Capacity Curves (VCCs) 
used within Google’s data centers to artificially limit the available 
computing resources in periods of high emissions, delaying non-critical 
jobs. Weisner et al. [27] proposed the Wait Awhile algorithm to quan-
tify the carbon emissions savings achieved by delaying jobs to low-
emissions periods. Bostandoost et al. [28] proposed a meta-algorithm to 
apply the best time-shifting heuristic depending on the characteristics 
of the workload.

Practical systems adopting time-shifting have also been proposed. 
Hanafy et al. [29] developed an AWS Slurm extension to delay jobs 
to minimize emissions with a trade-off with cloud resources alloca-
tions costs. Time-shifting scheduling has also been integrated into 
Kubernetes-based cloud environments. Hanafy et al. [30] proposed 
CarbonScaler, a Kubernetes operator that controls the execution times 

https://github.com/HPCI-Lab/greenops-project-setup
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of workloads by dynamically scaling their computational resources to 
match green energy periods. Similarly, Piontek et al. [31] extended the 
default Kubernetes scheduler to delay jobs to low-carbon periods based 
on carbon intensity forecasts.

2.3. Space- and time-shift scheduling

Few studies have explored the combined approach of time- and 
space-shifting scheduling. Le et al. [32] evaluated a set of greedy 
heuristics for the Dijkstra’s algorithm for scheduling workloads in a 
multi-cluster setting with a look-ahead time window. Zhao et al. [33] 
proposed a virtual machine (VM) placement algorithm that maximizes 
the usage of renewable energy at distributed clusters by predicting 
future wind intensity. Bahreini et al. [34] formalized a scheduling 
algorithm to dispatch workloads in regions and times with minimal car-
bon intensity. This algorithm was later used to implement the Caspian 
Kubernetes controller [35]. Finally, although only prototyped, Claßen 
et al. [36] developed a carbon-aware scheduler that selects the optimal 
time and region to minimize emissions of CI/CD jobs.

2.4. Limitations and research gap

Previous research has explored both temporal and geographical 
workload schedule shifting as strategies for minimizing the carbon 
footprint of cloud computing. Various systems have been proposed to 
implement the carbon-aware paradigm for managing cloud resources. 
However, previous works still present some limitations.

First of all, many of the previous studies address the problem 
of sustainable cloud scheduling primarily from a modeling perspec-
tive within simulated environments [13–16,22,27,28,32–34]. While 
useful for theoretical exploration, this approach often omits critical 
implementation details of the underlying architecture and relies on 
assumptions that may not hold in real-world systems. For example, 
many systems compute the optimal jobs schedule using information 
about the power consumption of workloads and the carbon intensity 
of the underlying power grid. In practice, this data is available only by 
usage of third-party commercial services such as Electricity Maps [37] 
or WattTime [38], or by the implementation of specific forecasters.

Indeed, another limitation of previous research is that very few 
architectures [25,33] include an integrated forecaster to predict future 
carbon intensity or the availability of green energy. Most existing stud-
ies instead rely on historical data to evaluate their architecture, offering 
only a conceptual abstraction for how real-time data would be retrieved 
during the online operation of the carbon-aware scheduler. However, 
this component is essential when the scheduling system implements 
time-shifted schedules as it needs to find the best future window to 
delay jobs to minimize emissions. Therefore, when designing a practical 
and adoptable architecture, the inclusion of a forecasting component is 
crucial.

Another major limitation of existing research is its limited appli-
cability from the perspective of cloud consumers. This is particularly 
significant given that cloud providers are already operating near opti-
mal efficiency, making consumer-side optimization crucial for further 
emissions reductions. This limitation is imposed by optimizing work-
load schedules using parameters tied to the internal states of data 
centers, which are inaccessible to external users. For example, some sys-
tems depend on controlling hardware-level mechanisms [13,20] while 
others rely on internal metrics like aggregate resource utilization across 
tenants [20,26] or on-site renewable energy availability [15,25,33]. 
Such parameters are generally unavailable to consumers, who interact 
with cloud infrastructure only through high-level APIs that abstract 
away physical and infrastructural details.

Furthermore, while only a few studies [17,18,21,23,30,31] provide 
a practical implementation based on Kubernetes, most of the other 
proposed approaches do not. This is essential as Kubernetes has become 
the standard for managing cloud-native workloads, and the lack of 
3 
a compatible implementation significantly limits the applicability and 
adoption of many solutions by cloud computing practitioners.

Similarly, although some studies propose systems that can be easily 
extended for client-specific policies and constraints [13,17,21,29,36], 
these capabilities are not widely supported across the solutions pro-
posed in the literature. Such flexibility is crucial given the diversity 
of cloud services, SLA, and Quality of Service (QoS) requirements. For 
example, enforcing data residency constraints, to limit processing to 
specific regions to comply with the General Data Protection Regulation 
(GDPR), demands dynamic updates to the scheduling formulation when 
offloading certain kinds of critical workloads geographically. As such, 
the lack of adaptability in the proposed systems further reduces their 
adoption by cloud computing users.

To address the limitations identified in prior research, we propose 
a user-centric Kubernetes-based architecture for carbon-aware man-
agement of cloud workloads. More specifically, the proposed design 
targets cloud computing consumers who seek to minimize the carbon 
footprint of cloud workloads in a multi-cloud scenario. To this end, a 
user-centric approach is adopted by interacting with cloud providers 
through the high-level APIs they provide, without relying on inac-
cessible information internal to the data center or available only at 
the providers’ side. Instead, optimization of the carbon footprint of 
workload schedules is achieved by leveraging a forecaster component 
developed within the architecture to predict future availability of green 
energy, enabling both space- and time-shifting scheduling approaches. 
This study focuses on the technical implementation of the proposed 
system to provide a practical solution that can be easily adopted by 
users as a ‘‘sustainability layer’’ on top of their existing cloud-native 
infrastructure. To this end, the system builds on top of Kubernetes 
components and integrates support for user-defined policies to specify 
custom scheduling rules.

Table  1 summarizes the state of the art and the main differences 
with this work. The first two columns show whether the work makes 
use of space-shift and time-shift techniques, respectively. The third col-
umn indicates whether the work has practical implementations or if it 
is a modeled solution. The fourth column focuses on the target audience 
of the proposed approach, either the user of the infrastructure or the 
maintainer. Whether the solution is Kubernetes-based is indicated in 
the fifth column. The sixth column shows the support for client policies. 
Finally, the seventh column indicates if the proposed work implements 
a carbon forecaster.

2.5. Time series forecasting

In addition to exploring architectures for sustainable cloud com-
puting, we evaluated several state-of-the-art models for time series 
forecasting to inform the design of our carbon intensity forecaster 
component.

Time-LLM [39] is an LLM-based framework that transforms raw 
time series data into textual representations for prediction. However, 
as reported by Tan et al. [40], the incorporation of LLMs has not 
consistently yielded performance improvements over traditional ap-
proaches. Lag-Llama [41], based on the LLaMA architecture [42], 
provides univariate probabilistic forecasting, using lagged values as 
covariates. TimesFM [43] is a decoder-only transformer model designed 
specifically for time series forecasting. It is both flexible and com-
putationally efficient, but lacks support for incorporating exogenous 
variables. TinyTimeMixers [44] are compact pre-trained models de-
signed for multivariate time-series forecasting. They outperform larger 
models like TimesFM with significantly lower computational demands. 
Notably, they support the integration of exogeneous data, enabling 
more comprehensive modeling of external factors. Moment [45] is a 
family of open-source foundation models designed for general-purpose 
time-series analysis, such as forecasting, classification or anomaly de-
tection. Chronos [46] adapts transformer-based language models for 
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Table 1
Comparison of related architectures for sustainable cloud computing.
 Study Space-shift Time-shift Practical impl. User-centric Kubernetes-based Client policy support Carbon forecaster 
 Garg et al. [13] 3 3  
 Doyle et. al [14] 3  
 Kaur et al. [15] 3  
 Xu and Buyya [16] 3  
 James et al. [17] 3 3 3 3  
 Kaur et al. [18] 3 3 3  
 Toosi et al. [20] 3 3  
 Souza et al. [21] 3 3 3  
 Murillo et al. [22] 3  
 Chadha et al. [23] 3 3 3 3 3  
 Gsteiger et al. [24] 3 3 3 3  
 Goiri et al. [25] 3 3 3  
 Radovanovic et al. [26] 3  
 Weisner et al. [27] 3  
 Bostandoost et al. [28] 3 3 3  
 Hanafy et al. [29] 3 3 3 3  
 Hanafy et al. [30] 3 3 3 3  
 Piontek et al. [31] 3 3 3 3  
 Le et al. [32] 3 3  
 Zhao et al. [33] 3 3 3  
 Bahreini et al. [34] 3 3  
 Bahreini et al. [35] 3 3 3 3 3  
 Claßen et al. [36] 3 3 3 3 3  
 Our Approach 3 3 3 3 3 3 3  
probabilistic time series forecasting, tokenizing time series data into 
discrete sequences.

Ultimately, we based the proposed implementation of the carbon 
intensity forecaster on the 1024 context-length version of the Tiny-
TimeMixers (TTMs) model due to its low computational requirements 
and superior zero-shot benchmarking performance. Furthermore, it 
supports the integration of exogenous data, allowing for more compre-
hensive modeling of external factors influencing the time series.

3. Background

This section provides some background information on the concept 
of carbon intensity and on the technologies that were used during this 
study.

3.1. Carbon intensity

Carbon intensity (measured in gCO2 eq∕kWh) quantifies the green-
house gas emissions associated with electricity production and reflects 
the environmental impact of power consumption. Its value depends 
on the energy mix, as fossil fuel-based generation results in high 
emissions, while renewable sources such as wind or solar yield little to 
none. Due to the variable availability and limited storage capacity of 
renewables, they are typically used as soon as they are generated, with 
any additional demand supplied by fossil fuel generators. Consequently, 
carbon intensity fluctuates over time and across regions, often peaking 
during periods of high power demand.

3.2. Electricity Maps

Electricity Maps [37] is a service that provides historical and real-
time global electricity grid data at hourly resolution. For each region – 
typically corresponding to a state or the coverage area of an electricity 
provider – the dataset includes timestamped measures of carbon inten-
sity, renewable energy share, and power production and consumption. 
For the scope of this work, we used data from 2019 to 2022.
4 
3.3. Kubernetes

Kubernetes [47] has become the de facto standard for container 
orchestration, offering a highly extensible control plane for manag-
ing both in-cluster cloud-native workloads and external resources of 
arbitrary nature.

Its extensibility is enabled by Custom Resource Definitions (CRDs) 
and the operator pattern. CRDs allow users to define new resource types 
that are validated by the API server and dynamically registered within 
the cluster. Each CRD specifies a schema that can be instantiated as 
one or more Custom Resources (CRs). Operators manage the lifecycle 
of Kubernetes resources by implementing reconcile loops that continu-
ously match the current state of the resources with their desired state. 
Custom operators can be developed to manage CRs with specific logic. 
In particular, operators can also interact with external APIs, allowing 
Kubernetes to manage any kind of out-of-cluster resource.

Another key extensibility point is the admission control mechanism, 
as it governs how API requests are processed before being persisted 
in the cluster. Alongside the built-in admission plugins, Kubernetes 
supports custom admission controllers as external webhooks, which can 
be dynamically registered at runtime without modifying the core API 
server. They can be used to enforce policies or to transform Kubernetes 
objects based on custom logic. Validating webhooks approve or reject 
objects based on policies, while mutating webhooks modify objects 
before they are persisted. Webhooks are essentially servers that accept 
and respond to requests. As such, they can be implemented either as 
in-cluster services or as external endpoints that need to be accessible 
to the Kubernetes API server.

3.4. Helm

Helm2 is a widely adopted package manager for Kubernetes that 
simplifies the definition, deployment, and management of applications. 
It introduces the concept of charts, which are parametrized templates 
to collect and configure a set of related Kubernetes resources. Upon 
chart installation, Helm renders these templates by injecting the vari-
able values and deploying the resources in the Kubernetes cluster. 

2 https://helm.sh/docs/.

https://helm.sh/docs/
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This mechanism enhances the customization and reproducibility of 
Kubernetes resources while reducing the operational overhead in their 
management.

3.5. Open Policy Agent

Open Policy Agent (OPA)3 is an open-source, general-purpose pol-
icy engine that enables unified policy decision-making across several 
types of environments. Policies are declaratively defined using the 
Rego high-level language, enabling the ‘‘Policy as Code’’ paradigm, 
for which policies and associated contextual data can be bundled 
and distributed as versioned packages. This mechanism enables cen-
tralized and consistent policy management and maintainability across 
distributed environments. OPA can be integrated as a sidecar container, 
host-level daemon, or as a library and is widely used for use cases such 
as Kubernetes admission control, CI/CD pipelines, and container image 
validation.

3.6. Krateo

Krateo4 is an open-source Kubernetes-based platform that extends 
its orchestration capabilities to manage resources across clusters and 
external environments. It operates as a Kubernetes deployment, and it 
handles the declarative management of resources represented as Helm 
charts.

Its main component, the core-provider, consists of an operator that 
automates the lifecycle management of Helm charts within Kubernetes, 
which does not provide a native way of managing Helm charts. This 
is done through the CompositionDefinition CRD that references a Helm 
chart template and its JSON Schema.

Upon instantiating a CompositionDefinition CR within the Kuber-
netes cluster, the core-provider generates an additional CRD represent-
ing the possible values that can be inserted in the specified Helm chart, 
according to the associated JSON schema. This mechanism ensures 
validation of the Helm charts, as this CRD will be used to install and 
manage Helm charts within the cluster.

Additionally, each time the core-provider detects the creation of 
a new CompositionDefinition CR, it deploys a dedicated instance of 
the composition-dynamic-controller (CDC). This is a custom controller 
responsible for the reconcile loop of the CRDs representing the possible 
Helm chart values.

In this way, it is possible to insert the values for the corresponding 
Helm chart into the cluster by using CR instances of these CRDs. 
Specifically, once a Helm chart values CR is installed, the dedicated 
CDC first checks for the existence of the corresponding Helm release. 
If absent, it performs a Helm install with the values specified in the 
CR, while if it already exists, it performs a Helm upgrade with the new 
values. When the resource is deleted, the CDC also performs a Helm 
uninstall on the release.

This mechanism ensures full lifecycle support of Helm charts within 
Kubernetes, enabling Krateo to manage heterogeneous resources in a 
declarative manner. This feature will be leveraged for the instantia-
tion of cloud provider-specific virtual machine resources and for the 
scheduling wait time logic, as discussed in Section 5.2.

4. Problem statement

We addressed the problem of carbon-aware cloud computing con-
sidering a user-centric approach in a multi-cluster setting. More specif-
ically, in the addressed use case, cloud computing consumers need to 
minimize the carbon footprint of the workloads they allocate through 

3 https://www.openpolicyagent.org/docs.
4 https://docs.krateo.io/.
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interaction with high-level APIs of cloud providers, who provide com-
puting resources hosted at geographically distributed data centers. To 
this end, the proposed architecture acts as an intermediary by receiving 
the requests and determining the optimal schedule. This is done by 
considering both geographical offloading and temporal delaying of 
jobs, while guaranteeing SLA such as the amount of requested resources 
(i.e., CPU and RAM) and deadlines. By adopting a user-centric ap-
proach, the optimization is performed without considering information 
inaccessible to cloud consumers in real-world scenarios, meaning it 
does not require data about the inner states of computing clusters. 
Instead, the system relies on carbon intensity forecasts produced by 
the forecaster component (as described in Section 5.6). Moreover, the 
scheduled resources are allocated through the same high-level APIs that 
cloud providers expose to users.

Cloud workloads whose allocations are requested by users are mod-
eled as Virtual Machines (VMs). This representation was adopted as 
VMs are a common and widely used cloud resource that can be easily 
provisioned on all major cloud providers. Moreover, they are a key 
infrastructural component as they host services and applications. Let 
the following tuple represent a VM to be allocated:
VM ∶= (MinCPU,MinRAM, 𝐷,𝐷𝐿,𝑀𝐿)

where:
• MinCPU is the minimum number of virtual CPUs required.
• MinRAM is the minimum RAM required (in GB).
• 𝐷 is the duration for which the VM must run to complete its 
arbitrary processing task (in hours).

• 𝐷𝐿 is the deadline timestamp by which the VM must complete 
execution.

• 𝑀𝐿 is the maximum allowed latency (in milliseconds).
For the scope of this work, workloads are assumed to be non-

preemptible, i.e., once a VM is allocated, it cannot be stopped for its 
whole duration. Furthermore, we assume that the resources allocated to 
VMs are not scaled during their lifetime, meaning no CPU cores or RAM 
amounts are dynamically added or removed while the VM is running. 
Finally, VMs are assumed to have a uniform power consumption during 
their whole lifetime, corresponding to the execution of a job with fixed 
computational demand.

To determine the optimal schedule for the incoming VM request, 
namely its allocation time and region, an optimization problem is 
solved. More specifically, a binary integer programming formulation 
is defined over a discretely time-slotted horizon of hourly resolution. 
Given the VM 𝑘 to allocate as the tuple VM𝑘 = (MinCPU𝑘,MinRAM𝑘,
𝐷𝑘, 𝐷𝐿𝑘,𝑀𝐿𝑘), let 𝑥𝑡𝑗𝑘 be a binary variable such that:

𝑥𝑡𝑗𝑘 =
{

1, if job 𝑘 is allocated at datacenter 𝑗 at time 𝑡,
0, otherwise.

with 𝑐𝑡𝑗𝑘 being the cost in total carbon intensity of the allocation, given 
by:

𝑐𝑡𝑗𝑘 =
𝑡+𝐷𝑘
∑

𝑡
𝐶𝐼𝑗 [𝑡]

where 𝐷𝑘 is the duration in hours to run VM 𝑘 and 𝐶𝐼𝑗 [𝑡] is the 
carbon intensity at time 𝑡 in region 𝑗, which is made available by 
the forecaster component as described in Section 5.6. In addition, 
a one-to-one mapping between data centers and regions is assumed, 
meaning data centers are aggregated when sharing the same underlying 
electricity grid of a region.

Using this definition, the optimal schedule of 𝐾 jobs to be allocated 
over 𝐽 regions within a look-ahead window of length 𝑇 = (𝐷𝐿𝑘 −𝐷𝑘)
is determined by the scheduler component by solving the following 
problem:

min𝑥∈𝑋
𝑇
∑

𝑡

𝐽
∑

𝑗

𝐾
∑

𝑘
𝑥𝑡𝑗𝑘 ⋅ 𝑐𝑡𝑗𝑘

subject to constraints:

https://www.openpolicyagent.org/docs
https://docs.krateo.io/
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1. ∀𝑘 ∈ 𝐾,
∑𝑇

𝑡
∑𝐽

𝑗 𝑥𝑡𝑗𝑘 = 1, meaning jobs are allocated exactly once 
at a certain time and region.

2. Jobs are completed before their deadline, already enforced by 
considering a look-ahead window of length 𝑇 = 𝐷𝐿𝑘 −𝐷𝑘.

3. ∀𝑗 ∈ 𝐽 ,∀𝑡 ∈ 𝑇
∑𝐾

𝑘 𝑥𝑡𝑗𝑘 +max𝜏∈[𝑡,𝑡+𝐷𝑘](𝑎𝑙𝑙𝑜𝑐[𝑗][𝜏]) ≤ 𝑀𝑗 meaning 
no more than 𝑀𝑗 workloads are allocated in region 𝑗, where 
𝑎𝑙𝑙𝑜𝑐[𝑗][𝑡] is a matrix that counts the number of jobs running at 
region 𝑗 at instant 𝑡, updated on the result of the optimization. 
More specifically, once the optimal schedule (𝑗∗, 𝑡∗) is deter-
mined for a VM, the matrix is updated as 𝑎𝑙𝑙𝑜𝑐[𝑗][𝑡] = 𝑎𝑙𝑙𝑜𝑐[𝑗][𝑡]+
1 for 𝑡 ∈ [𝑡∗, 𝑡∗ +𝐷𝑘].

Constraint (3) is put in place to prevent a ‘‘black hole’’ corner 
case effect in which the optimization schedules all jobs to the region 
with the lowest overall carbon intensity. Although a desirable out-
come, this approach would be unfeasible in practice due to resource 
limitations, as a single region would be unable to handle such a high 
volume of requests. This is because, although abstracted by definition, 
the cloud computing paradigm ultimately relies on physical machines 
hosted in data centers, which have finite resource capacities. Moreover, 
the increased usage of computing resources would result in increased 
electricity demand, typically met by the activation of peaking power 
plants. These plants are often fossil-fuel based and would consequently 
raise the carbon intensity of the grid. To prevent these issues, we 
enforce a maximum of 𝑀𝑗 jobs to be allocated at region 𝑗. The value of 
𝑀𝑗 depends on the services subscription constraints imposed by cloud 
providers, such as quota limits on allocation of resources by region or 
by type of resource (vCPUs, vGPUs, number of VM instances, etc.). All 
major cloud providers impose these types of quota limits and they are 
usually accessible through management portals or APIs, enabling the 
configuration of maximum usage alerts or dynamically adjusting the 
model depending on the fluctuation of availability.

When scheduling VMs, maximum latency is not considered during 
the optimization as eligible regions are already determined in advance 
by the policy-enforcing component, as described in Section 5.5. It 
leverages latency tables containing entries for each region covered by 
cloud providers to report the maximum expected latency that a service 
allocated at a certain region will have when requests originate from 
another region. By locating the region from which the user submits its 
requests, it is possible to filter out those regions that already exceed the 
maximum latency beforehand. Still, periodical updates to the latency 
tables are required. This is done using publicly released data from cloud 
providers and ping tests using the cloudping tool.5

With the resulting formulation, the carbon-aware scheduling of 
VMs corresponds to a form of the optimal job scheduling problem. 
To resolve its binary integer programming optimization, we use the 
simplex algorithm leveraging the Python PuLP library with the CBC 
solver [48,49].

5. System design and implementation

To address the carbon-aware scheduling problem from a user-
centric perspective, this study proposes the design for a Kubernetes-
based architecture to manage VM allocation requests. The proposed 
system integrates Open Policy Agent (OPA) and cloud providers op-
erators to embed the scheduling in the Kubernetes admission control 
and resource mutation mechanism. Further details are provided in the 
following sections.

Fig.  1 represents the high-level architecture of the proposed system. 
Blue components are a representation of the Kubernetes admission con-
trol mechanism (mainly within the API server) that intercepts requests 
for VM scheduling. Green components are related to the Open Policy 
Agent integration within a mutating webhook configuration. Yellow 
components represent the management of Open Policy Agent policy 
bundles as code leveraging GitHub. Orange components represent the 
scheduler and the forecaster mechanisms of the proposed system.

5 https://www.cloudping.info/.
6 
5.1. Generic VM to cloud provider specific VM mapping

To implement the generic VM as the tuple in Section 4, a Custom Re-
source called VmTemplate is defined as a CompositionDefinition resource. 
In this way, the system can reference the Helm chart of the VmTemplate 
to leverage the Helm templating mechanism to generate cloud provider-
specific resources from the generic representation. This resource in 
fact contains all the cloud provider-specific sets of templates necessary 
for VM provisioning on their platforms, but only one set of templates 
will be used at a time according to specified cloud provider. This 
‘‘brokering mechanism’’, which effectively consists of routing through 
Helm templates, is implemented using ‘‘guards’’ in the Helm templates. 
In this way, a cloud resource specific to a cloud provider is created 
from a VmTemplate generic resource only if it specifies the same cloud 
provider. To ensure this mechanism works as intended, a validation 
was added for the generic VM CR to contain a ‘‘provider’’ field. This 
flexibility allows the system to be cloud-agnostic and to support multi-
ple cloud providers as long as the cloud provider-specific templates are 
available in the Helm chart.

5.2. Scheduling time waiting logic

The Helm template engine is also leveraged to handle the scheduling 
time waiting logic. This is crucial for the proposed system, since cloud 
provider operators do not support scheduling time metadata in their 
CRDs but instead provision the resource immediately when a CR is 
created. In this case, another set of ‘‘guards’’ is leveraged to effectively 
block manifest creation until the scheduling time is reached. Only then 
will Helm create and apply the manifest, and the resource will finally 
be provisioned by the appropriate cloud provider operator. To this 
end, the system will periodically perform a helm upgrade operation to 
trigger the brokering mechanism of the Helm chart to check whether 
the scheduling time is reached.

To consider the time needed for the cloud provider operator to 
provision the resource, additional logic could be added in the template 
to anticipate the scheduling time (e.g., using a provisioningTimeOffset).

5.3. Multi-cloud integration through kubernetes operators

Integrating operators from different cloud providers enables the 
system to support multi-cloud scenarios with seamless orchestration 
and provisioning of cloud resources across various cloud platforms. The 
proposed architecture leverages Kubernetes operators from Microsoft 
Azure, Google Cloud Platform, and Amazon Web Services. Each oper-
ator, when installed on a Kubernetes cluster, provides a set of CRDs 
that represent specific cloud resources of the cloud provider, such as 
VMs instance types. These CRDs can be used to define cloud resources 
in a declarative manner as Kubernetes CRs, allowing users to specify 
the desired state of the cloud resources they wish to manage. Each 
operator also installs a controller that monitors changes in the CRs on 
the cluster and takes all the necessary actions for reconciling the actual 
state with the desired state. Under the hood, the controller interacts 
with the cloud provider’s APIs to provision, update, and delete cloud 
resources. In this way, by leveraging the continuous reconciliation 
principle of Kubernetes resources, real-time representations of the pro-
visioned cloud resources, as managed by the operators, are accessible 
within the Kubernetes cluster.

It must be noted that different cloud providers adopt different de-
sign choices for their Kubernetes operators and more in general for their 
overall cloud infrastructure management. Therefore, for the creation of 
logically similar resources, like virtual machines, the structure and the 
field of the resources can be different. These resources typically include:

• Compute resources (e.g., VM instances, VM templates)
• Networking components (e.g., virtual networks, subnets, security 
groups)

https://www.cloudping.info/
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Fig. 1. High-level architecture of the system. Blue components represent the Kubernetes admission control mechanism. Green components refer to the Open Policy 
Agent integration within the webhook configuration. Yellow components represent the management of policy bundles as code. Orange components represent the 
scheduler and forecaster mechanisms.
Fig. 2. Multi-cloud resource management: from a generic VmTemplate representation to cloud provider-specific resources managed by dedicated operators.
• Storage allocations (e.g., persistent volumes, cloud disks)
• Access management (e.g., resource groups, roles, authentication 
credentials)

For the scope of this work, a baseline infrastructure was defined consid-
ering the minimum set of resources needed for VM provisioning across 
all major cloud providers (see Fig.  2).

5.4. Kubernetes mutating webhook configuration

Within the proposed system, the scheduling process is embedded 
in the Kubernetes admission control and resource mutation mech-
anism. To this end, a MutatingWebhookConfiguration was configured 
to intercept ‘‘CREATE’’ and ‘‘UPDATE’’ Kubernetes API requests for 
VmTemplate CRs to apply the scheduling logic. More specifically, the 
7 
Kubernetes Mutating Webhook server targeted by the MutatingWeb-
hookConfiguration is an OPA instance, which enforces the user-defined 
policies and invokes the scheduler to determine the optimal time 
and region for VM allocation. OPA then sends the resulting mutation 
patches back to the API server, which applies them to the VmTemplate 
CR.

5.5. Open Policy Agent integration

The proposed system leverages Open Policy Agent (OPA) and the 
Policy-as-Code paradigm to implement the workload scheduling mech-
anism in a way that supports user extensibility. This is done in two 
phases. The OPA component first ensures the compliance of the sched-
uler component with user-defined policies related to latency and le-
gal constraints (QoS, data residency, etc.) by applying restrictions to 
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scheduling, such as limiting the eligible regions or the available cloud 
providers. Then, it applies a main policy that sends real-time requests 
to invoke the scheduler component with the characteristics of the VM 
to schedule and the user-defined constraints. The resulting scheduling 
decisions, i.e. the optimal time and region, are then encoded into 
Kubernetes resources. More precisely, the OPA component assumes the 
role of a Kubernetes Mutating Webhook server that returns the Admis-
sionReview response to the Kubernetes API server. The AdmissionReview
response contains the decision of the policy evaluation and scheduling 
outcome as JSON patch operations to be applied to the VmTemplate 
resource by the Kubernetes API server. At the end of this process, the 
generic VmTemplate resources representing the request for a VM to 
allocate will be mutated with the optimal cloud provider, time and 
region in which to be provisioned. Then, as described in Sections 5.1
and 5.2, once the scheduling time is reached, the mutated VmTemplate 
resource will then be used to generate the specific CR of a cloud 
provider through Helm upgrade.

OPA periodically polls the policy bundles from an external container 
registry (e.g., DockerHub) to ensure that the policies are up to date. The 
system is designed to be highly flexible and extensible, allowing for the 
addition of new policies and data mappings as needed.

5.6. Carbon intensity forecaster

In order to provide the scheduler with information about carbon 
intensity, a forecaster component was implemented. This enables the 
system to determine carbon intensity measurements in future time pe-
riods at geographically distinct regions to decide the optimal schedule 
for workloads to reduce their emissions. More specifically, let {𝑐𝑡}𝑇𝑡=1
be a multivariate time series sequence with 𝑐𝑡 containing the observed 
carbon intensity at time 𝑡, as well as other descriptive variables, and 𝑝
be the context length i.e. the number of past information used to predict 
future values. The goal of the forecaster is to learn a function 𝑓 that 
maps such a sequence to future values for carbon intensity:
𝑐𝑇+ℎ = 𝑓 (𝑐𝑇 , 𝑐𝑇−1,… , 𝑐𝑇−𝑝+1)

with ℎ being the time horizon i.e. how may hours of carbon intensity 
will be forecasted. In our case, it is set to 96 as we forecast the next 4 
days.

As previously mentioned, the implementation of the forecaster com-
ponent is based on the 1024 context-length version of the TinyTimeMix-
ers (TTMs) model. Fine-tuning was performed on the pre-trained model 
leveraging Electricity Maps’ data. More specifically, the moving win-
dow technique was applied to create training example tuples as (𝑋 ∈
R1×𝑠𝑙 , 𝑌 ∈ R1×𝑓𝑙) where 𝑠𝑙 is the context length and 𝑓𝑙 is the forecast 
length. Considering the time series of length 𝑁 = 100000 hourly points, 
𝑠𝑙 = 1024 and 𝑓𝑙 = 96, we generated 𝑁 − (𝑠𝑙 + 𝑓𝑙) = 99392 training 
examples, with splits of 70% for training, 20% for validation and 10% 
for testing, with a batch size of 64 samples. However, our experi-
ments showed that fine-tuning provided only marginal improvements 
(of nearly 2%) over the zero-shot model, with a rapid decrease in 
effectiveness even with larger numbers of epochs. This can be seen in 
Fig.  3, which shows an example of the fine-tuning process on the US-
TEX-ERCO region, where a plateau in training loss is reached around 
epoch 6. For these reasons, we opted for 10 epochs of fine-tuning on 
each region’s model. In addition, the AdamW optimizer was used with 
a learning rate of 0.00001 and a dropout rate of 0.3.

The fine-tuned models are then deployed within the architecture 
leveraging KServe, and an hourly cron job is configured to create 
inference requests to forecast the next 𝑛 days of carbon intensity at each 
region, with 𝑛 set to 4 days by default. The resulting forecasts are then 
pushed by the forecaster component into a CrateDB database6 with an 
SQL query.

6 https://cratedb.com/.
8 
Fig. 3. Fine-tuning of the forecaster model on the US-TEX-ERCO region.

Fig. 4. MLOps configuration within the proposed system, with MLFlow for 
model tracking and KServe for runtime inference.

5.7. MLOps Kubernetes infrastructure

To support the MLOps workflow of the forecaster models finetuning 
and deployment, MLflow7 is deployed within the system. Specifically, 
as can be seen in Fig.  4, a loosely coupled architecture is adopted 
where the MLflow Tracking Server is decoupled from its storage. This 
configuration allows for better scalability and environment flexibility. 
In particular, the MLflow storage is composed of a metadata store 
(backend store) and an artifacts store, with CrateDB and SeaweedFS8 
respectively used for storage.

For the deployment of the finetuned models, KServe InferenceSer-
vices9 are employed within our system. More specifically, one Infer-
enceService instance is deployed for each model, each corresponding to 
a different region. Another InferenceService is deployed for a generic 
model that is used as a fallback if a specified region is not available. 
This setting introduces quite a large amount of overhead in terms 
of resources, since each InferenceService sets up a whole new set of 
resources (e.g., large Kubernetes pods with underlying model serving 

7 https://mlflow.org/.
8 https://github.com/seaweedfs/seaweedfs.
9 https://github.com/kserve/kserve.

https://cratedb.com/
https://mlflow.org/
https://github.com/seaweedfs/seaweedfs
https://github.com/kserve/kserve
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Fig. 5. Interactions between the scheduler and forecaster components: peri-
odic push of forecasted data by the CronJob and retrieval of latest forecasts 
during scheduling.

environments) for each model. It is an acceptable trade-off since the 
best carbon intensity forecast performances were observed using a 
dedicated model for each region as described above (see Fig.  5).

5.8. Scheduler

The scheduler component consists of a lightweight HTTP server 
implemented using the Flask library10 to respond to VM allocation 
requests. They include the tuple defining the characteristics of the VM 
to schedule as well as the list of eligible regions as determined by policy 
evaluation. The scheduler then applies the time- and space-shifting 
scheduling optimization logic implemented with the PuLP library. To 
this end, the latest carbon intensity forecasts are pulled from the 
CrateDB database. As the output of the scheduling, the optimal time 
and region are returned in the response to the OPA server.

Fig.  6 recaps the description of the proposed architecture illus-
trating the flow of operations between the components to implement 
carbon-aware VMs scheduling.

5.9. System limitations

A limitation of our general approach is that only resources sup-
ported by the cloud provider’s Kubernetes operator can be provisioned 
in a seamless way. Indeed, while most cloud resources available in a 
cloud provider’s portfolio are available as Kubernetes CRs, this is not 
guaranteed. This fact poses few additional considerations other than 
limited resource availability: 

• Dependence on operator updates: cloud providers may arbitrarily 
extend or modify the set of resources supported by their Kuber-
netes operators over time. This is mitigated by the provider’s 
update policies and deprecation notices of API versions.

• Vendor-specific implementations: for the same class of resources 
(e.g., virtual machines), the structure and fields of the CRs may 
vary in a considerable way between cloud providers. This issue is 
mitigated through the routing guards in the Helm templates.

Despite these constraints, the system architecture remains highly 
adaptable thanks to the provided mitigation strategies. Nonetheless, 
future enhancements could incorporate additional or alternative pro-
visioning mechanisms. An example of an alternative implementation 
could be the direct API interactions with cloud providers to bypass 
operator limitations. In fact, cloud provider operators typically leverage 
these APIs under the hood to interact with the cloud provider’s services. 

10 https://flask.palletsprojects.com/en/stable/.
9 
Another approach could involve the development of custom operators 
or controllers to manage specific resource types not supported by 
existing operators.

6. Evaluation

We conducted an experimental evaluation of the proposed system 
by comparing it to a baseline carbon-agnostic round-robin scheduler, 
quantifying the reduction in carbon footprint achieved by the carbon-
aware approach. The round-robin scheduler was selected as a baseline 
for comparison as it is a reasonable approach to resource allocation that 
is fair but does not consider the carbon footprint of its decisions.

6.1. Evaluation setup

The evaluation was conducted using CloudSim Plus [50], a state-of-
the-art simulator for cloud computing infrastructures and application 
services. In particular, a multi-cluster scenario was modeled with data 
centers located at Azure cloud regions (one per region). Each cluster 
hosts 200 simulated physical machines based on the specifications of 
Dell PowerEdge XR8620T rack servers (equipped with Intel Xeon Gold 
6433N 32 cores @ 2.00 GHz CPU and 256 GB RAM). The power 
consumption profile of each machine matches benchmark data from 
SPECpower [51], the industry standard benchmark for performance 
and energy measurements. The carbon footprint of the executed work-
loads was thus computed according to the power consumption of the 
host machines and the carbon intensity of the region in which the data 
center is located as:

Emissions =
𝑇
∑

𝑡
Power(𝑡) ∗ CI(𝑡)

where Power(t) is the power consumption (in kWh) of host machines 
at hour 𝑡 and CI(𝑡) is the carbon intensity (in gCO2eq/kWh) of the 
underlying grid, summed over the hourly timestamps of the evaluation 
period.

Historical data on carbon intensity from Electricity Maps was used 
to quantify the emissions of the scheduling approaches. The experi-
mental evaluation spanned from mid-May to mid-June 2022, a period 
chosen to align with the month-long dataset of VM traces. This time-
frame also captured seasonal variations in carbon intensity, such as the 
increased solar power generation observed during the transition from 
spring to summer. For the realistic scenario, the forecaster component 
was used to generate carbon intensity forecasts covering the same 
period. This enabled a consistent and comparative analysis across both 
evaluation modes as show in Fig.  7. In particular, the forecaster scored 
an average RMSE of 49.03 over the evaluation period across the subset 
of regions chosen for testing, with an average standard deviation of 
64.49 measured in the ElectricityMaps ground truth data.

VM request traces from the publicly available Azure dataset [52] 
were used to ensure realism in the VM allocation use cases. The 
dataset comprises over two million VM requests from first-party Azure 
workloads spanning one month. Each trace includes timestamps for VM 
allocation and deallocation, as well as resource requirements such as 
the number of CPU cores and RAM. For our evaluation, we selected 
1000 batches each consisting of 1000 VM allocation requests. They 
were sampled considering a VM lifetime duration between 6 and 24 h. 
Ranging values of 6, 12, 24, and 48 h of job completion deadline 
(accounting for job duration) were considered to evaluate the benefits 
of the time-shifting scheduling supported by our system.

Different values for the maximum number of jobs allowed to run 
simultaneously in each region were considered to assess constraint (3) 
and its impact on the ‘‘black hole’’ effect. Based on the VM requests 
batch size and the characteristics of the modeled data centers, the 
scheduling approaches were tested with limits of 5, 10, 20, and 50 
maximum simultaneous jobs per region. As expected, with a lower 
number of allowed simultaneous jobs, the optimized scheduler tends 

https://flask.palletsprojects.com/en/stable/
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Fig. 6. Sequence diagram illustrating the interactions between the components of the architecture during carbon-aware scheduling of a VM submitted by the 
user.
Fig. 7. Examples of carbon intensity forecasts in the testing period for the US-TEX ERCO, Spain and Korea regions.
to behave similarly to the baseline round-robin scheduler. This is 
because VMs cannot be entirely allocated to the best region but are 
instead distributed among other sub-optimal regions due to resource 
constraints. With a higher number of allowed jobs instead, VMs tend to 
be concentrated in the region with the lowest carbon intensity, leading 
to greater reductions in carbon footprint and introducing the ‘‘black 
hole’’ effect.

To determine the eligible regions for scheduling during evalua-
tion, we leveraged the user policy support provided within the pro-
posed system. More specifically, the following example policies were 
considered:
10 
1. Subset : a policy constraining to a subset of representative re-
gions selected to evaluate ranging mean and variability of Car-
bon Intensity while covering most continents. Namely, this pol-
icy restricts the eligible regions to Italy (IT-NO), Great Britain 
(GB), Germany (DE), France (FR), United States (US-TEX-ERCO, 
US-CAL-CISO, US-MIDA-PJM), Australia (AU-NSW), Korea (KR), 
and Japan (JP-KN).

2. GDPR: a privacy-driven policy limiting eligible regions to those 
within the European Union to enforce compliance with the data 
residency constraint of the GDPR. It restricts eligible regions to 
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(a) Best case: subset policy, 50 max simultaneous jobs.

(b) Worst case: latency policy, 5 max simultaneous jobs.

Fig. 8. Carbon emissions at regions in best- and worst-case scenarios. Strict constraints, as in the latency policy with 5 maximum simultaneous jobs per 
region, result in more geographically distributed scheduling with higher emissions, while more permissive constraints, as in the subset policy with 50 maximum 
simultaneous jobs per region, allow for greater emissions reduction by scheduling more jobs to the optimal region.
Ireland (IE), Sweden (SE-SE3), Netherlands (NL), France (FR), 
Germany (DE), Italy (IT-NO), Poland (PL), and Spain (ES).

3. Latency : a performance-driven policy that allows only regions 
with a maximum network latency of 50 ms or less from the 
origin location of the user. It considers regions from the subset 
policy and assigns a random origin location to the requests.

The three scenarios defined by the application of the policies 
were evaluated against both the baseline, carbon-agnostic round-robin 
scheduler, and the carbon-aware optimized scheduler presented in the 
proposed architecture. More specifically, the scheduler was evaluated 
considering both perfect knowledge about future Carbon Intensity at 
regions (using ElectricityMaps data as ground truth), and predictions 
produced using the proposed forecaster component. In this way, it 
was possible to quantify a theoretical upper bound on the achievable 
reductions in carbon footprint.

6.2. Evaluation results

Simulation results demonstrate that the proposed system effectively 
applies both temporal and spatial schedule shifting to achieve signifi-
cant reductions in the carbon footprint (CFP) of cloud workloads.

All evaluated policies and parameter configurations showed im-
provements, including the more restrictive scenarios with strict lim-
itations on the availability of regions and resources. Specifically, in 
the best-case scenario with the most permissive configuration – using 
the subset policy and allowing up to 50 simultaneous jobs per region 
– the system achieved a CFP reduction of 79.25% compared to the 
baseline carbon-agnostic round-robin scheduler. This result holds for 
both ideal scheduling with historical data and in realistic scheduling 
with application of the forecaster. In the more restrictive scenario – 
latency policy, maximum of 5 simultaneous jobs – a 13.46% reduction 
is observed with forecasted data, while a 16.35% reduction is achieved 
with perfect knowledge. This comparison can be seen in Fig.  8.

Another key outcome of the simulations is the relatively small 
difference in carbon footprint reductions achieved when using perfect 
foresight about future carbon intensity and those obtained using fore-
casted carbon-intensity data. This result highlights the effectiveness 
of the forecaster component, which allows the system to compute 
schedules performing very close to the theoretical optimum.
11 
Evaluating a range of values of the maximum number of allowed 
simultaneous jobs running at each region reveals the effects of the 
so-called ‘‘black hole’’ effect, where all jobs are scheduled to the 
region with the lowest carbon intensity, even when such scheduling 
is ultimately unfeasible. For example, as can be seen in Fig.  9, jobs 
scheduled under the GDPR policy end up being allocated to a single 
region when the limit of allowed simultaneous jobs per region becomes 
more permissive. In contrast, a stricter limit promotes a more balanced 
distribution of jobs across regions. This difference in allocation directly 
affects carbon savings: a limit of 5 maximum simultaneous jobs per re-
gion yields a nearly 50% reduction in carbon emissions when compared 
to the carbon-agnostic baseline, while a more permissive limit of 50 
jobs per region achieves up to a 90% reduction by scheduling nearly 
all jobs to the lowest-carbon region. However, such an ideal allocation 
may not be feasible in practice. This is because data center capacity 
constraints and provider-level resource management policies can pre-
vent all jobs from being scheduled to a single region, particularly under 
high demand. Moreover, as already mentioned, increases in electricity 
demand resulting from increased computing services might require the 
activation of peaking power generators, which typically rely on fossil 
fuels. This, in turn, may raise the levels of carbon intensity and thus 
limit the actual reductions in carbon footprint.

Varying the job-execution deadline quantifies the impact of the 
time-shifting scheduling approach. Simulation results indicate that a 
larger margin enables greater deferral of job execution, which in turn 
allows the scheduler to better exploit temporal variations in carbon 
intensity. This ultimately leads to a greater reduction in carbon foot-
print. Specifically, under the subset policy allowing a maximum of 
10 simultaneous jobs per region, the system achieves up to a 13% 
reduction in emissions when the deadline margin is extended to 48 h 
(0.036 tCO2 total emissions), compared to a more constrained margin 
of 6 h (0.041 tCO2 total emissions).

Moreover, the deadline flexibility also influences the geographical 
distribution of job allocations. This is because jobs with a stricter 
deadline must be executed sooner, but due to the resource limitation 
constraint, the scheduler cannot wait for the optimal region to be 
available. As such, jobs with a shorter deadline tend to be scheduled 
across multiple regions while jobs with a longer deadline margin can 
be delayed waiting for the optimal region to become available. An 
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(a) GDPR policy, 5 maximum simultaneous jobs.

(b) GDPR policy, 10 maximum simultaneous jobs.

(c) GDPR policy, 20 maximum simultaneous jobs.

(d) GDPR policy, 50 maximum simultaneous jobs.

Fig. 9. Jobs allocations across regions and carbon footprint by scheduler under the GDPR policy with different values for the maximum limit of simultaneous 
jobs.

Fig. 10. Average delay of job execution at ranging values of deadline margin (subset policy) and the corresponding emissions. Increasing the deadline limit of 
jobs increases the exploitation of time-shifting scheduling mechanisms with greater deferral of job execution and lower emissions.
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extended deadline margin thus increases the number of jobs allocated 
to optimal locations, even with strict limits on the number of allowed 
simultaneous workloads.

Simulation results also show that most jobs are scheduled towards 
the end of their deadline margin, as Fig.  10 clearly shows. This behavior 
suggests that the scheduler actively leverages the full deadline window 
to identify time slots with lower carbon intensity, thus maximizing the 
benefits of time-shifting.

However, the dominating aspect in achieving minimal carbon emis-
sions scheduling ultimately remains the difference in carbon intensity 
at geographically distributed regions. While longer deadlines offer 
more opportunities for optimization, their applicability is workload-
dependent. In scenarios where job execution cannot be delayed by one 
or two days, the gains from time-shifting are necessarily limited.

7. Conclusions and future work

In this study, we propose a Kubernetes-based architecture for carbon
-aware management of cloud workloads to decrease the carbon foot-
print of cloud computing by applying a time- and space-shifting
scheduling approach.

Specifically, an optimization problem was formalized to place Vir-
tual Machines determining the region and period with minimal carbon 
intensity. In doing so, a user-centric approach was adopted to avoid 
relying on inaccessible information related to the inner workings of 
data centers – that is abstracted away by definition in the cloud 
computing paradigm – but rather leveraging the APIs accessible to 
cloud computing consumers together with the proposed forecaster 
component.

The open-source implementation of the presented architecture is 
based on Kubernetes, the most widely adopted framework for man-
aging cloud-native resources. In particular, we extend it using Custom 
Resources Definitions and a Mutating Webhook Configuration for the 
implementation of custom scheduling logic. Moreover, user extensibil-
ity is supported by adopting the ‘‘Policy as Code’’ paradigm, integrating 
Open Policy Agent to allow users to express custom constraints on 
workload scheduling.

Furthermore, a forecaster component was developed to predict 
future carbon intensity measurements at geographically distributed 
regions. The proposed model extends TTM, a state-of-the-art model 
for forecasting time series data, and is able to accurately forecast the 
next 96 h of carbon intensity data. This allows the proposed system to 
determine the best time and region with minimal carbon intensity.

The architecture was evaluated using real workload allocation re-
quests under different policies and parameter configurations. Simula-
tion results show that the proposed system provides significant reduc-
tions in the carbon footprint of cloud computations when compared to 
a baseline, carbon-agnostic scheduler. Notably, even in the case of a 
strict scenario with heavy limitations on the eligible schedule regions 
and resources availability, the proposed system achieves up to 13% less 
carbon emissions when compared to the baseline.

Future work for refining the system is the implementation of a ded-
icated forecaster to predict the power consumption of cloud workloads. 
This information could enable fine-grained minimization of workload’s 
carbon footprint and more advanced approaches for further reducing 
emissions such as VMs resizing or carbon-aware preemption.

Finally, another planned feature is the development of a reporting 
system within the proposed architecture to inform the final user, in 
a verifiable and trustworthy way, on the carbon emissions savings 
achieved by adopting the carbon-aware scheduling approach.
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